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Abstract

The rapid progress of large language models has transformed how machines process
and generate information. Despite their scale, many models still struggle with structured
reasoning, often relying on superficial correlations rather than systematic inference. This
thesis studies how reasoning abilities can emerge in generative models and identifies three
factors that shape the emergence of reasoning in large language models: the structure
of the data used to teach reasoning, the stage of training at which reasoning supervision
is introduced, and the learning objectives that encourage models to form intermediate
reasoning processes.

I first investigate the anatomy of high-quality data for reasoning. I analyze what distin-
guishes data that supports structured inference from data that merely increases training
volume. I introduce a novel dataset for complex visual reasoning that includes unan-
swerable questions requiring verification of image—question consistency. To study how
multimodal capabilities can assist textual reasoning, I introduce a modular approach that
allows a vision-language model to generate visual representations of text problems and
reason over them without additional supervision. I further present a scalable framework
that transforms web documents into structured dialogue-style reasoning data, and demon-
strate that such conversational reasoning traces significantly improve pretraining efficiency.
I then extend self-learning beyond mathematics to multiple reasoning domains by curating
structured cross-disciplinary datasets. The second part of the thesis examines how reasoning
data interacts with different stages of the training pipeline. Through the first systematic
investigation of how SFT-style chain-of-thought data interacts across training phases, I
uncover an asymmetric allocation principle: diversity and scale govern pretraining, while
quality governs SFT. Front-loading reasoning data into pretraining creates foundations
that post-training alone cannot recover. The final part proposes a redesign of the learning
pipeline to enable reasoning as an emergent pretraining capability rather than a post-hoc
skill. I introduce a continued pretraining strategy that automatically prioritizes masking
tokens most distinctive to the target domain. Further, I present a novel pretraining approach
which embeds reinforcement learning directly into the pretraining objective by rewarding
chain-of-thought generation based on its predictive utility.

To summarize, this thesis provides a unified end-to-end perspective on cultivating

reasoning throughout the entire model development lifecycle.

iv



Contents

1 Introduction
1.1 Background . .. ... ... .. ...
1.1.1  The Importance and Challenges of Pretraining Data Curation . . . .
1.1.2  Synthetic Data for Augmenting Pretraining Quality . . . .. ... ..
1.1.3 Emergence of Reasoning Ability in Pretraining . . . .. ... ... ..
1.2 ThesisStatement . . .. . .. ... ... ...
1.3 OVerview . . . . . o e e e

14 Chapter Overview . .. ... ... ... .. .. ... ..

I Anatomy of High Quality Data for Reasoning

2 High Quality Data for Generative Models
2.1 Defining Attributes of High-Quality Data for Reasoning . . . . . .. ... ..
2.2 Problem Statements . . . ... ... ... o oo
221 VisualReasoning . . .. ... ... ... ... ... .. . ..
2.2.2  Unimodal Reasoning with Multimodal Models . . . . . ... ... ..
2.2.3 Structured Data Synthesis for Efficient Pretraining . . . . . . ... ..

224 Generalize across Non-math Reasoning Domains . . . ... ... ..

3 Data Synthesis for Improved Visual Reasoning
31 TaskOverview . . . . . . . . e
32 DataGeneration . . . . ... .. .. ... ...
3.2.1 Scene Graph Processing . . .. ... .. ... ..............
3.2.2 Dataset Analysis and Comparison . . . ... ... ...........
3.3 Visual Reasoning with Structured Data . . . . ... ...............

3.3.1 DPseudocode Generation . .. .. ... ... ... ... ... ...

@ O G &~ W NN

11

12
13
14
14
15
15
16



3.3.2 Pseudocode-GuidedReasoning . . . . ... .. ... ... .. .. ... 25

3.4 Experimentsand Analysis . . . . . . ... 25
3.4.1 BaselineExperiments. . . . . . . . ... e 25
3.4.2 Analysis . . . ... e 27

3.5 RelatedWorks . . . . . . . 28

3.6 SUMMArY . . . .. e e e e e 29

Unimodal Reasoning with Multimodal Models 30

41 TaskOVerview . . . . . . . o e 30

4.2 Methodology . . . . . . . e 31
4.2.1 Generatelmage fromQuestion . . . .. ... .. ... ... .. ..., 32

4.3 EXperiments . . . . . ... e e e e e e 32
4.3.1 Experimental Setup. . . .. .. . . ... 32
432 Results . . . . . e 33

4.4 ADIAtioNS . . . ... e 35
441 MathReasoning. . . . . . . .. . . . ittt 35
442 SymbolicReasoning . . . . . ... .. ... 37

45 Related WOrks . . . . . . . 39

4.6 SUMMAIY . . . o o et e e e e e e e e e e e e e e e e 40

Structured Data Synthesis for Ef cient Pretraining 41

51 TaskOVerview . . . . . . . . o 41

5.2 Methodology . . .. .. . . . . . .. e 43
5.2.1 Compose Conversational Prompts . . . . . ... .. ... ... .... 44
5.2.2 Generate Conversation . . . . . . . . . i 45

5.3 Experimental Setup . . . . . . . ... 45
5.3.1 TrainingDetails . . . . . . . ... ... . 46
5.3.2 EvaluationMetrics . . . . . . . ... 46

5.4 ExperimentsandResults . . . . . . . ... ... a7

55 ADblations . . . . . . 49

5.6 Discussion: Why Role-Based ConversationsWork? . . . . ... ... ... .. 53

5.7 RelatedWorks . . . . . . . e 54

5.8 Summary . . . .. e e 56



6 Scaling Self-Learning beyond Math Reasoning 57

6.1 Task OVerview . . . . . . . o o o e e e e 57
6.2 Methodology . . .. .. . . . . . e 59
6.3 ExperimentsandResults . . . . . . . ... .. ... 62
6.3.1 Experimental Setup. . . . .. ... ... .. ... e 62
6.3.2 Results . . . . . . . 63
6.4 ADlations . . . . . .. 66
6.5 RelatedWork . . . . . . . . 69
6.6 SUMMArY . . . . . . e e e e e e e e 70
Effect of reasoning data across LLM development phases 71
Synergy between Pretraining and Post-Training Data 72
7.1 TaskOVEIVIEW . . . . . . o o e e e e e e 73
7.2 Methodology . . . . . . . . e 74
7.2.1 Model Architecture and Baseline . . . . . . ... ... .. ....... 75
7.2.2 DataPipeline . ... . . ... 75
7.2.3 Synergy between Pretrainingand SFT . . . . . ... ... ....... 75
7.3 ExperimentsandResults . . . . . . ... 77
7.3.1 Training . . . .. e e e 77
7.3.2 EvaluationMetrics . . . . . . . ... e 77
7.33 Results . . . . .. 78
7.4 ADIAtioNs . . . .. e 80
7.5 RelatedWork . . . . . . . 83
7.6 Discussion: Mechanistic signatures of front-loading reasoning data . . . . . 85
T.7 SUMMANY . . v v o e e e e e e e e e e e e e e e e e e e e 90
Redesign the Learning Pipeline to Enable Reasoning Emergence 91
Bridging Gap between Pretraining and Post-training 92
8.1 ProblemStatements . . . . . . . ... 93
8.1.1 Difference Masking in Pretraining . . . . .. ... ... ........ 93
8.1.2 Reinforcement as Pretraining Objective . . . . ... ... ....... 94

Vii



9 DIFFERENCE-MASKING: Choosing What to Mask in Continued Pretraining 95

9.1 Task OVeIVIEW . . . . . . o o e e e e e 95
9.2 Methodology . . . . . . . . . . e 97
9.21 ProblemSetting . . . ... ... ... ... 97
9.2.2 Motivation and Notation . . . .. ... ... ... ... .. ...... 97
9.2.3 Our Approach: DIFFERENCE-MASKING . . . . . . . oo v v v v oo .. 97
9.2.4 Finding Difference Anchors: TF-ICF . . . . . . .. .. ... .. .... 98
9.2.5 Masking Based on Differences . . ... ... .. ... ... ...... 98
9.3 Experimental Settings . . . . . . . . .. e 99
9.3.1 Datasets . . . . . . .. e 99
9.3.2 BaselineMethods . . . . .. ... ... ... ... .. 100
9.3.3 Experimental Methodology . . . . ... ... ... . ... ....... 101
9.4 Resultsand DISCUSSION . . . . . . . . o v i i 101
9.4.1 Comparison with Baseline Approaches . . . . ... ... ... .... 101
9.4.2 Whatismasked? . . ... ... . ... 103
9.4.3 Sensitivity Analysis . . . . . .. 104
9.5 RelatedWork . . . . . . . . e 105
9.6 SUMMANY . . . . . o o e e e e e 106
10 Reinforcement as Pretraining Objective 107
10.1 Task Overview . . . . . . . e e 107
10.2 Methodology . . . . . . . . . . e e 108
10.2.1 Reasoningasanaction . . . . . ... ... ... ... 109
10.2.2 Information-gainreward . . . ... ... ... . ... 110
10.2.3 Expected improvementidentity . ... ... ... ... ... ... .. 110
10.2.4 RLP objective and optimization . . . ... ... ... ... .. .. .. 111
10.2.5 Reward propertiesand guarantees . . . . . .. .. ... ... ... .. 111
10.3 Experimental Setup . . . . . . . . L 112
10.3.1 Evaluation Metrics . . . . . . . . . 113
10.4 Results . . . . . . . e 114
10.5 AbIAtioNS . . . . . . L e 116
10.5.1 How RLP Impacts the Base Model Representation Across LLM Families118
10.6 Related Work . . . . . . . . L e 123



10.7

SUMMAIY . . o s e e e e e s e e e e e e e e e e 123

IV Discussion and Future Directions 124
11 Conclusion 125
11.1 Summary of Contributions . . . . . . . .. ... ... .. .. . 125
11.2 Future DIreCtions . . . . . . . . . . o 127
11.2.1 Data Anatomy in Model Development . . . .. ... ... ...... 127
11.2.2 Effective Integration of High Quality Data . . . . . . ... ... ... 130
11.2.3 Rethinking Training Pipeline . . . . . ... ... ... ... ...... 131
11.2.4 Reasoning Bases for Long-Horizon and Agentic Tasks . . . . . . . .. 133
11.3 BroaderImpact . . . . . . . . . . . e e e 134
12 Appendix for Anatomy of Data 174
12.1 DataBalancing . . . . . . . . . e e 174
12.2 Overview and Analysis of the VISREAS . . . . .. . . ... ... ... .... 175
12.3 Baseline Conguration . . . . . . . . . . . .. e 177
12.4 Effect of pseudocode netuning . . . . . .. .. ... ... .. .. 179
12.5 Examples from VISREASand GQA . . . . . . . . . . . . . . ... .. . 180
12.6 Mechanical Turk Details . . . . . . ... . ... ... . .. . . . 180
12.7 SELF-IMAGINE Prompts . . . . . . . . . . . 181
12.8 Prompts and Datasetsfor MIND . . . . .. ... ... ... . ... . ..., 183
12.8.1 Prompts for Conversation . . . . . . . . . ... oo 183
12.8.2 Evaluation Metric Details . . . . . . .. ... ... .. ... ... .. 186
12.9 Additional ExperimentsandResults . . . .. ... ... ... ......... 190
12.9.1 Results of Pretraining LLM from Scratch . . . . . . ... ... ... .. 190

12.9.2 Breakdown of Individual Tasks Results of Continued Pretrained LLM 193

12.10Additional Ablations . . . . . . . . ... 194
12.10.1 Context Length vs Conversation Quality . . . . . .. ... ... ... 194
12.10.2 Conversation Length vs Model Performance . . . . .. .. ... ... 195
12.10.3 Conversation Quality Assessment . . . . . .. ... ... ... .... 195
12.10.4 Compare with DEEPSEEKMATH . . . . . . . . v v v i it i oo 197
12.10.5ConversationsonCode Tasks . . . . .. ... ... ... ... ..... 198

iX



12.11Dialogue Examples . . . . . . . . .. e 205

12.12Data ProportionacrossBlends . . . . . . . . . . ... ... .. . . o0 217
12.13Token Efciency Analysis . . . . . . . . . . . e 218
12.14Sub-category Accuracy Analysis . . . . . . . . L e 219
12.15Relative Importance of Structure and Context: Evidence from Ablations . . 220
13 Appendix for Effect in Data Integration 225
13.1 Experimentsand Results . . . . . . . . . . .. ... . 225
13.2 Additional Ablations . . . . . .. ... 228
14 Appendix for Redesigning Pipeline 233
14.1 Detailed Experimental Settings . . . . . . . . . .. ... oo 233
14.2 MaskingVideo Tokens . . . . . . . . . . . e 234
14.3 Masking Language Tokens . . . . . . . . . .. . e 234
14.3.1 Proofs . . . . e 235
14.3.2 Proof of Proposition 1 (Expected improvement identity) . . ... .. 235

14.3.3 Proof of Proposition 2 (Lower bound via marginalization over thoughts) 236

14.3.4 Tokenwise—to—sequence connection under teacher forcing (position-

wisecredit) . ... .. 236
14.4 Why Relative Advantages Do Not Reward Bad Thoughts . . . . . . ... .. 238
14.4.1 Proof of Monotonic Improvement . . . . . .. ... ... ....... 238
14.4.2 Numerical lllustration of Relative Advantage Updates . . . . .. .. 239
145 Experimental Setup . . . . . . . 241
14.6 Extended ablationdetails . . . ... ... ... ... . ... ... ... ... 242
14.7 Additional Ablations . . . . . .. ... 243
14.8 DataBlend Extended Results . . . . ... ... . ... ... ... . ... ... 250



List of Figures

3.1 Overview of VISREAS dataset construction process. Using scene graphs, we
cluster objects (orange), relations (green), and attributes of the related objects
(blue) based on the attribute of the corresponding objects (orange). Then
the question engine takes each template as input and traverses all possible
clusters to generate the query as well as the reasoning steps. Each function in
the reasoning steps can return NONE if any object, attribute, or relation is
absentintheimage. . . . . . . . . . . ... e

3.2 Semantic string parser. For every line of semantic string, we use regex and
string manipulation to extract operator and its arguments. We represent
scene-graph in adjacency list format and run the parsed operator to get
formatted pseudocode and its expected output. . . . . .. ... ...,

3.3 Overview of VISREAS statistics. (Top left) The dataset covers 14 attributes
in a balanced ratio. (Top right) It consists of ve reasoning types of queries
in a balanced distribution. (Bottom left) Comparison of multi-hop relation
traversal for different VQA datasets. Majority questions of VISREAS require
multi-hop traversal compared to others. (Bottom right) Comparison of num-
ber of objects mentioned in the question for different datasets where VISREAS
questions contain larger amount of objects. . . . . .. ... Lo L.

3.4 VISREAS contains two types of relation traversals. Star relation states a single
object that shares multiple relations with other objects (Left). Chain relation
states multiple objects that share a single relation with each other (Right).

3.5 Overview of LogIc2VisION. In Pseudocode Generation phase, we generate
pseudocode which outlines the reasoning steps. During Pseudocode-Guided
Reasoning, the pseudocodes along with the question and image are provided
to the model. The model executes all intermediate pseudocodes to arrive at
the nalanswer. . . . . . . . .

4.1 Generating an image from a question via a single VLM through HTML.

Xi

23

31



4.2

4.3

4.4

4.5

51

5.2

5.3

6.1

6.2

6.3

[Left] Reasoning using VLM without : Given a question (0), the vLM gener-

ates an answer (1). [Right] Reasoning using vLM with : Given a question (0),

the vLM generates a structured representation of the question using HTML

(1). The HTML is rendered as an image (2) which is then passed along with

the question to the viLM again (3). The vLM nally generates the answer by
combining both vision and language modalities (4). . . . ... ... ... .. 31

SELF-IMAGINE main results: SELF-IMAGINE improves accuracy over a di-

verse range of mathematical and symbolic reasoning tasks. . . . . . ... .. 33
Example from math world problemtasks. . . . . . .. ... ... ... ..., 35
Examples from some BIG-Bench Hard sub-tasks. . . . . . ... ........ 38

Continuous pretraining with all styles of conversations (MIND-OWM-4B)
derived from a small subset (owM-4B) and a 3.6 large raw corpus (OWM-
14B) reveals that model trained with conversations outperforms the one
trained with larger corpus in GsM8k, MMLU and general reasoning—showing

the signi cance of high-quality structured data over quantity. . . . . .. .. 42

Math Informed syNthetic Dialogue. We (a) manually design prompts of

various conversational styles, (b) provide the prompt along with raw context

as input to LLM to obtain diverse synthetic conversations, (c) apply heuristic

Itering to re ne the generated data and (d) observe the downstream task
performance after continuously pretrainingan 7B LLM. . . . . . .. ... .. 43

Similarity between Raw Text & Synthetic Dialogues. The TWO PROFESSORS
style exhibits greater similarity to raw text, while LAYMAN KNOWALL shows
the lowest similarity due to its richer context with details and explanations. 49

Employing self-learning with multi-domain data, NEMOTRON-CROSSTHINK
outperforms baseline models, including domain-speci c training (Only Math)

and Open-Reasoner-Zero (ORz-7B), achieving consistent gains across all
reasoningtasks. . . . . . . ... e e 58

NEMOTRON-CROSSTHINK. We (@) curate QA pairs from from synthetic
(Common Crawl) and open-source datasets, categorized into general-purpose
reasoning (Dgpr) and mathematical reasoning (Dny); (b) apply structured
templates to convert data into multiple-choice (McQ) and open-ended for-

mats, promoting diverse reasoning trajectories; (c) Iter out unveri able or
ill-formatted responses; (d) train an RL policy using Group Relative Policy
Optimization (GRPO). The nal reward is used to update the policy, iteratively
improving the model's reasoning capabilities across diverse domains. . .. 59

Token ef ciency comparison of models trained on By, (multi-domain blend)
and two single domain blends (B gny mathand ORZ). . . . . . . ... ... .. 66

Xii



7.1

7.2

7.3

7.4

7.5
7.6

7.7

9.1

9.2

9.3

9.4

We systematically inject reasoning-style data (Des) at different phases of
training—pretraining versus SFT—while varying its diversity, quantity, and

quality. Our results show an asymmetric principle: diversity and scale matter

most during pretraining, whereas quality dominates in SFT. This allocation

strategy compounds through reinforcement learning (RL), yielding sustained

gains across complex reasoning benchmarks. . . . .. ... ... ... ... . 74

Layerwise comparison between FLR and Base. Top: CKA similarity per layer.
Middle: mean hidden-state L2 difference. Bottom: hidden-state variance ratio. 86

Attention-head level CKA between FLR and Base across layers. Lower simi-
larity indicates stronger head-level divergence. . . . . . ... ... ... ... 87

Summary statistics of attention-head divergence between FLR and Base. Top:
mean CKA across heads per layer. Bottom: spread across heads, where higher
spread indicates that divergence is concentrated in a subset of heads. . . . . 87

Hidden-state norm and variance per layer for FLRand Base. . . . . ... .. 88

Output-space comparison between FLR and Base across generation positions.
Top: KL divergence. Middle: Jensen—Shannon divergence. Bottom: logit
correlation. . . . . .. e e 89

Token-level prediction entropy by generation position for FLR and Base, and
their difference. Negative values indicate that FLR is more con dent. . . . . 90

DIFFERENCE-MASKING automatically selects what to mask based on what
makes the task domain different from the pretraining domain, enhancing
model learningontheendtask. . . . . ... ... ... ... . ..., 96

DIFFERENCE-MASKING: an approach to choosing what to mask during con-

tinued pretraining that prioritizes masking concepts that make the target

domain different from the pretraining domain. DIFFERENCE-MASKING does

this by rst selecting anchor topics relating to the downstream task, and then

by masking words or bounding boxes based on their similarity to those
anchortopiCs. . . . . . . . e e e 96

The most frequently masked words chosen by the DIFFERENCE-MASKING
algorithm across the ChemProt and ACL-ARC tasks. We nd that for the
ChemProt dataset, the masks we nd automatically through unlabelled data

partially recover the end tasklabels. . . .. ... . ... ... ... ...... 102

Performance on both tasks is best at the hyperparameter K = 20 anchors. . 105

10.1 Visualization of the RLP framework. A chain-of-thought is sampled before

next-token prediction. Rewards are computed by contrasting the predictor
conditioned on the CoT with a No-think EMA baseline, yielding a veri er-free,
dense signal. We list the advantages of RLP over the traditional pretraining
objective (top right) and show the impact after end-to-end training (top left). 109

10.2 Ablations on Qwen3 -1.7B. Curves report Math/Science/Overall averages.

Dashed lines markthe basemodel. . . . . . ... . ... ... . ... .... 117



10.3 Representation change after RLP, by layer. Each column is one model
family: CKA between base and RLP hidden states (top), mean per-
element L2 khrp hpasekz (middle), and hidden-state variance ratio
Var(hgp)/Var( hyase) (bottom). Same prompts and pooling over positions
forallpanels. . . . . . . e 119

10.4 CKA per head (base vs. RLP). Each panel is a layer head heatmap (yellow
identical subspaces, purple/blue  strong divergence). Same prompts and
poolingas Fig. 10.3. . . . . . . . .. 122

11.1 Per-question coverage of reasoning phrases (normalized) in AIME-25 solu-
tions from four LLM s. Each axis is one phrase (verify, wait, reconsider, check
again, misunderstanding, re-examine). Larger area indicates broader and
higher use of these phrases. The ranking by coverage aligns with AIME-25
accuracy: Nemotron 5-8B-base> Qwen 3-8B-base> Qwen 2.5-7B-base>
LLaMA 3.1-8B-base. . . . . . . . . . . e 129

12.1 Overview of types of questions along with some templates and examples
fromthe VISREAS COMpUS. . . . . . o o o i e e e 175

12.2 Distribution of VISREAS questions semantic length (number of computation
steps to arrive at the answer) as well as the readability scores for each semantic
step type. We can see that most questions require at most two reasoning steps,
where each step may involve tracking a relation between objects, an attribute
identi cation, or a logical operation. At the same time, questions with larger
semantic steps are difculttoread. . . . . . ... ... . L oL 176

12.3 (a) Question distribution across the number of attributes in a query. The
question complexity increases with the number of attributes or relations.
(b) Average question length per reasoning type in VISREAS corpus. Query
questions are lengthier than other reasoning categories as these questions
contain multiple objects of similar attributes with their relations. . . . . . . . 177

12.4 Pseudocode format. Our method re-structures the format of GQA semantic
string to pseudocode to better leverage Code-LLMs without adding any
auxiliary information. . . . . ... .. 177

12.5 Overview of pseudocodes for two different traversal types in the VISREAS

[0 1011 1 178
12.6 Human accuracy on different attributed questions . . . . . .. ... ... .. 178
12.7 Example questions from the VISREAS and the GQA corpuses. . . . . .. .. 181

12.14With increasing context length the generated conversation length decreases! 194
12.15LLM tends to rate its generation higher most of the times. . . . . . . . . . .. 196

Xiv



12.8 Amazon Mechanical Turk interfaces used for Quali cation Test to choose the
right workers for human accuracy assessment on VISREAS task. We study
the workers by deploying two tasks. In the rst task, we ask the workers to
read the instructions carefully (Top left) and answer some multiple-choice
questions (Top right). After passing this task, ten questions with images will
be presented and the nal task would be to choose the right answer from the
answer dropdown list (Bottom right). We choose the workers for the nal
evaluation who have correctly predicted more than seven answers out of ten
QUESHIONS. . . . . e e e e e 200

12.9 Amazon Mechanical Turk interfaces for human accuracy assessment on Vis-
REAs task using the quali ed workers. (a) For each HIT, we provide an
image and a question that needs to be answered from a dropdown list of
2013 entries. In addition, we ask for rating the complexity and structural
soundness of the query and further look for details if any Turker nds the
question problematic. (b) To investigate what type of problem the question
possesses, we ask for further details from the workers and even encourage
them to rewrite the query to remove the problem they faced while answering
thequery. . . . . . . . e 201

12.1MAccuracy by question length across three mathematical reasoning tasks. In the
cases of ASDIV and SVAMP, accuracy is notably higher when utilizing images
for longer and more intricate questions compared to scenarios without images.
However, in the context of more complex questions, such as those found in
GSM8K, the limitations of the vLM become apparent. In this scenario, the
inability to generate effective HTML results in erroneous image generation,
consequently leading to decreased accuracy, particularly with longer questions. 202

12.116sm8kK accuracy by chain-of-thought length. Similar to the ndings in Fig-
ure 12.10, image representations for complex questions are not ef cient and
structured. Therefore, the inclusion of images does not enhance the represen-
tation of questions that demand longer chains of thought. . . . . ... ... 203

12.12Accuracy by Question Length for a subset of BIG-Bench-Hard benchmark.
Incorporating images helps when the corresponding question is simpler and
shorter and when the questions are morecomplex. . . . . .. ... ... ... 203

12.13Number of Instances from each subtask impacted by Image. Here ‘Image
Hurts' represents instances that achieved correct answers without image and
got incorrect with image. Similarly “Image Improves' shows data points getting
the correct answers with image and getting incorrect without image. . . . . 204

12.16Average token lengths of correct and incorrect responses across general-
purpose and math reasoning tasks for models trained on Bgyp, Bonly math
ANd ORZ. . . . . e e e 218



12.17Sub-category Accuracy Comparison across MMLU-PRO Domains. The Bgp
blend consistently outperforms Bgpjy mathin @ wide range of non-math reason-
ing categories such as business, law, psychology, and economics. Surprisingly,
it also slightly surpasses the math-specialized blend in the MMLU-PRO math
category, highlighting the generalizability and versatility of multi-domain
training. . . . . . e e e e e e e 219

12.18Sub-category Accuracy Comparison across AGIEVAL. While  Bgpjy mathPer-
forms marginally better in the math, By, achieves stronger results in non-
mathdomains. . . . . . . . . . . e 219

12.1%5ub-category Accuracy Comparison across SUPERGPQA. The Bgp blend
consistently outperforms Bgny mathin @ wide range of non-math reasoning
categories except the science category which consists of elds like mathemat-
ics, physics, astronomy, chemistry etc.—highlighting the generalizability and
versatility of multi-domain training. . . . . . ... oo 220

12.20Guided Multi-Step Reasoning Expansion. . . . . . . . . ... ... ... ... 221

13.1 The model that saw the same high-quality data in both pretraining and SFT
(M shg) handily beats the baseline (M 554 that only saw the dataonce. . . 230

XVi



List of Tables

3.1 Question-template distribution over attributes . . . . . ... ... ... ...

3.3 Accuracy breakdown of baseline models and humans on VISREAS across
different reasoning types. Problematic questions contain relations, attributes,
or objects that are missing or inconsistent with the image, whereas Non-
Problematic questions are consistent with the image. Except for the Code-
GEN models, we report ne-tuned resultson VISREAS. . . . . . ... .. ..

3.2 Performance comparison among baseline models on GQA and VISREAS. (*)
GQA trainset images were used during training. . . . . ... ... ... ...

3.4 Breakdown of accuracies on VISREAS for 's VICUNA model size. We observe
that VICUNA's model size improves performance in most question-types
exceptthe problematicones. . . . . . . . ... ... .. ... L L

4.1 Comparison of accuracy between "Question Only' and "Question + Image'
across diverse reasoning tasks where the image has been generated using
SELF-IMAGINE. . . . o o i e e e e e e e e e e

26

4.2 Example of Image improving reasoning in GSM8K task for LLAvA-1.5. . .. 36

5.2 Results of 7B LLM trained on Complete owm-14B and MIND-OWM-14B:
Continuous training of LLM with synthetic conversation outperforms models
trained with original pretraining blend and raw OpenWebMath across all
tasks. . . .

5.3 TwoO PROFESSORS prompt style vs Raw data. Continuous pretraining with
TWO PROFESSORS conversations does not provide gain over raw data com-
pared to other conversational styles. . . . . . ... ... ... ... ... ...

5.4 MATHPILE vs Synthetic Conversation from MATHPILE (MIND-MATHPILE).
Conversation generated from high-quality raw data further improves the
performance of mathtasks. . . . . .. ... .. ... ... oo

5.5 Comparison of 7B LLM trained with raw and combination of synthetic data.
Synthetic conversation outperforms raw data in all combinations. Speci cally,
combinations of all conversations generated from owMm-4B surpasses the
performance of owMm-14B (3.6 larger corpus) across all tasks, underscoring
the superior quality and diversity of the conversations. . . . . ... ... ..

XVii



5.6

6.1

6.2

6.3

6.4

6.5

6.6

6.7

7.1

7.2

7.3

Results of 7B LLM trained on MIND-OWM-4B using M of different sizes:
Regardless of the sizes ofM , model trained on MIND-OWM-4B outperforms
the one trained withrawdata. . . . . . . . ... ... ... ... ... ....

Training data distribution by source and type. 0OE=Open-Ended; GPR
=General-Purpose Reasoning; MR =Math Reasoning . . . . . . .. ... ...

Overview of Data Blending Strategies. Blends are categorized by data
source, question type, and usefulness—each constructed to assess the im-
pact of domain diversity, format variation, and task relevance on RL-based
FEASONING. . .« o it e e e e e

Results of Self-Learning on Individual Datasets. Each row shows the
downstream evaluation results after self-learning on a single data source.
Results highlight the varying strengths of individual datasets across general-
purpose and mathematical benchmarks. . . . . ... .. .. ... .......

Results of NEMOTRON-CROSSTHINK-7B across Blends. Multi-domain
blend Bgpr " achieves the highest overall average accuracy, outperforming
domain-speci ¢ and naturally sampled blends—underscoring the bene t of
self-learning with diverse reasoning data. (*) Due to the space shortage, we
use *CROSSTHINK to refer NEMOTRON-CROSSTHINK. . . . . . . . ... ...

Impact of Question Format. Converting all questions to open-ended format
improves accuracy across benchmarks, reducing reliance on option guessing
and encouraging deeperreasoning. . . . . . . . ..o e e e e

Impact of Answer Format. Using short-form answers improves accuracy
by reducing output ambiguity and avoiding penalization from rigid reward
functionsin rule-based training. . . . . . . . .. .o L L oL

Dif culty-Based Filtering. Filtering Bgpr to retain only hard examples
(Bt (gpr)*) Yields consistent gains across all tasks, highlighting the effective-
ness of selective training on challengingdata. . . . . ... ... ........

Average Accuracies of base models trained without or with varying Dres.
Pretraining with diverse reasoning data yields immediate gains, with scale

and diversity driving math and code improvements, more than quality. M yes
represents the average of Mgy, M | pg,andM |mg. . . . o o oo oLl

Average Accuracies of SFT models pretrained with varying  Dyes. SFT am-
pli es the pretraining advantage—models with reasoning-rich pretraining
signi cantly outperformbaseline. . . . . . ... .. ... ... ... ... ..

Average accuracies of RL models pretrained and ne-tuned with varying
Dres. Introducing reasoning data early provides signi cant reasoning boost
after post-training. . . . . . ..

65

67

79



7.4 Impact of diverse pretraining Ds on SFT phase. Doubling SFT for the
baseline fails to “catch up" to reasoning-pretrained models, while the latent
advantage of the mixed-quality pretraining ( M g ) emerges, making it the
topperformer. . . . . L. e 81

7.5 Impact of diverse SFT D 0n SFT phase. Fine-tuning on the small, high-
quality corpus ( Dsng) is highly effective, while using large, diverse corpora
(Dipg) degradesreasoning. . . . . ... ... ... 81

7.6 Effect of varying reasoning data ratio during pretraining. Increasing the rea-
soning proportion improves reasoning-focused benchmarks while preserving
general-domain performance. . . . . . . . . . . e 82

7.7 Effect of pretraining reasoning ratio on downstream SFT performance.
Higher reasoning proportion improves reasoning benchmarks but slightly
reduces instruction-following metrics. . . . . . . ... ... ... ... ... 82

7.8 Impact of scaling reasoning data in SFT phase. Naively doubling mixed-
quality data is detrimental to math reasoning, whereas targeted scaling of
high-quality data yields consistentgains. . . . . ... ... ... .. ..... 83

9.1 We nd that DIFFERENCE-MASKING outperforms strong baselines in both the
language and multimodal experimental settings. We note that our entirely
self-supervised method also outperforms Selective Masking, which uses
labelled data to inform its masking strategy. Values are average results over
ve trials, subscripts are standard deviations. . . . ... ... .. ...... 99

9.2 For each method, we analyze what percent of tokens are chosen to be masked
from within bounding boxes over people as opposed to objects. . . . . . .. 104

9.3 Ablating DIFFERENCE-MASKING's anchor-scoring function based on nearest-
neighbor and replacing it with one based on similarity with the anchor
embeddings' centroids leads to performance degradation. This provides
evidence for our hypothesis that the nearest-neighbor scoring function helps
make DIFFERENCE-MASKING robust to anchor selections. . . . . . . ... .. 104

10.1 Quantitative benchmarks for Qwen3-1.7B-Base, showing the impact of RLP.
Shaded columns indicate RLP variants; “Post” indicates SFT + RLVR post-
training. . . . . e e 113

10.2 Quantitative benchmarks for NEMOTRON-NANO-12B-v2, showing the im-
pact of RLP. Shaded columns indicate RLP variants; “Post” indicates SFT +
RLVR post-training. . . . . . . . . . oo e e e 114

10.3 Token- and op-matched comparisons of RLP and RPT using a QWEN3-1.7B-
BASEMOdEL . . . . . 115

10.4 RLP across diverse corpora. RLP trained on six SFT-style and general-
purpose datasets yields consistent gains, indicating transferable reasoning
from mixed/open-endeddata. . .. ... .. ... ... ... .. ... 116



12.1 Hyperparameters for LoGgic2VisioNmodel . . . . . ... ... .. ... ... 179

12.2 LORA cONgurations . . . . . . . . i i e e 179
12.3 Hyperparametersof all CLS baselines . . .. ... ... ... ......... 179
12.4 Effect of pseucode netuningonlLLaVA-1.5 . .. ... ... ... ... .... 180

12.5 Prompts used for both reasoning and mathematics tasks. For all reasoning
tasks, we also add Please think step-by-step, and nally answer by selecting
an option using the format “The answer is <option ¥ after adding the question

to the above mentioned prompts. . . . . . . . . ... . oo 184
12.6 Example of Image improving reasoning in GSM8K task for GEMINI PRO. . . 185
12.7 Example of Image hurting reasoning in ASDIV task for LLAVA-1.5. . . . . . . 186

12.8 Example of Image hurting reasoning in TRACKING SHUFFLED OBJECTS of
three objects task for GEMINIPRO. . . . . . . . . . . . . . ... 187

12.9 Example of Image hurting reasoning in NAVIGATE task for GEMINI PRO. . . 188

12.1Example of Image improving reasoning in GEOMETRIC SHAPES task for

GEMINIPRO. « © v v v v it e e e e e e e e e e e e 189
12.11Example of Image hurting reasoning in GSM8K task for LLAVA-1.5. . . . .. 190
12.12Example of Image improving reasoning in NAVIGATE task for LLAvA-1.5. . 191

12.1FExample of Image hurting reasoning in DATE UNDERSTANDING task for
LLAVA-1.5. . o o o e 192

12.14Evaluation of 8B LLM on General Reasoning tasks: Conversations provide
improvement over raw data in general purpose reasoning tasks including
commonsense, factual and social reasoningtasks. . . . ... ... ...... 192

12.1%valuation of 8B LLM on Math and Specialized Knowledge tasks: Conver-
sations are always bene cial for mathematical reasoning where specialized
knowledge tasks further bene t from having both raw and synthetic data in
the Corpus. . . . . . o o 192

12.16Results of 7B LLM on General Reasoning Tasks: We evaluate both the
baseline and model trained with synthetic data across diverse tasks that focus
on general reasoning, language understanding and commonsense. . . . . . 193

12.17Results of 7B LLM on Specialized Knowledge Tasks: In this setup, we assess
the domain speci ¢ knowledge of LLM speci cally on mathematics, science
and general knowledge. We emphasize on the GSM8K, MATH and MMLU-
STEM task, as these tasks predominantly checks the mathematical reasoning
abilityofthe LLM. . . . . . . . . . 193

12.18&valuations on General Reasoning Tasks with complete owm-14B: Conver-
sational data is bene cial for general purpose reasoningtasks. . . . . .. .. 194

12.1%valuations on Math and Specialized Knowledge Tasks with complete
OowM-14B: Conversations improve mathematical reasoning over raw data. . 194

XX



12.20Conversation Length vs Downstream Task Accuracy: Conversation length
is not correlated with downstream task accuracy. . . . . . . . ... ... ... 195

12.21IDEePSEEKMATH vs All Synthetic Conversations. A model trained on
conversations generated by MIND from a small seed corpus can achieve
math accuracy comparable to the DEEPSEEKMATH model trained on 120B
Unique toKENS. . . . . . o o e e e e e e e 197

12.22Training DEEPSEEKMATH-7B with Raw Data vs All Synthetic Dialogues.
A strong pretrained LLM continously trained on conversations generated by
MIND provides signi cant boost in math accuracy than the same model
trained on raw data—showing the effectiveness of MIND regardless of pre-

trainingmodel quality. . . . . . . . .. ... . ... 198
12.2Results of 7B LLM on Code Tasks: Conversations and rephrases are ineffec-

tive for code benchmarks. . . . . .. .. . L o oL 199
12.24Proportion of each dataset in differentblends. . . . . .. ... ... ... .. 217

12.25Token length statistics (Min, Max, Mean) for correct responses across task types218

12.2@.ong-thought ablation (without tags): Impact of reasoning components on
GsM8K and MATH-500 (math-hard). Con gurations vary from question-to-
solution only to multi-hypothesis with re ectandrene. . . . . ... .. .. 224

12.271 ong-thought ablation (with tags): Having multiple hypotheses, solutions
and re nement phases in each solution yields the best math performances. . 224

12.28R1-style few-shot comparison: When few-shot prompts are formatted as
long thought (R1-style), the long-thought-pretrained model (NuminaMath-
ours: Q! 3Hyp! 3 Sol 3 Ref)shows gains on math-hard and MATH-500
(R1 Style) over the baseline and over NuminaMath-only pretraining. . . . . 224

13.1 Breakdown of base model accuracies across benchmarks. With increasing
diversity and quality, the difference between M 55 @and models pretrained
with reasoning dataincreases. . . . . . . . . . ... e 226

13.2 Breakdown of model accuracies across benchmarks after training SFT phase
onthe Dgpg. « - v - v o o e e 226

13.3 Breakdown of model accuracies across benchmarks after training SFT phase
on the DLDQ ...................................... 227

13.4 Breakdown of model accuracies across benchmarks after training SFT phase
onthe Dypg. -« v« v o o e 227

13.5 Results of all SFT models with varying pretraining and SFT data. Model
pretrained with reasoning data obtains the highest gain after SFT phase of
training. . . . . . e e 228

13.6 Effect of early reasoning exposure on a 1.2B Transformer model. The
reasoning-augmented model improves substantially on math, science, and
code benchmarks while maintaining general-domain performance. . . . . . 228

XXi



13.7 Impact of depth in reasoning traces in data on SFT phase. Model trained on
longer CoT reasoning data outperforms the one trained on diverse reasoning

races. . . . . o e e e 229
13.8 Comparison between SFT with large amounts of unique data and

reasoning-augmented pretraining. The reasoning-based model substan-

tially outperforms the no-reason baseline despite using signi cantly fewer

unique SFTsamples. . . . . . . . . e e 231
13.9 Instruction-wise accuracy comparison on IFEval between models trained

with less diverse (D a_r) and more diverse (D pg) corpora. . . . .. ... .. 231
13.1CEffect of reducing scale and diversity of reasoning data during pretraining.

M aLF is trained on a length- Itered subset of D pq thatis smaller and less

dIVErSe. . . . . e 232
14.1 List of hyperparameters used in both continuous pretraining (CPT) and

netuning (FT). . . . . . . o e e e e e e 233
14.2 Results of DIFFERENCE-MASKING on multimodal video understanding

benchmarks TVQA and Social IQ. DIFFERENCE-MASKING leads to an im-

provement of 8% and 2% accuracy over random accuracy. . . . . . . . . .. 234
14.3 We validate our hypothesis that masking patches using DIFFERENCE-

MASKING is more effective than masking using CLIP similarity. . . . . . .. 235
14.4 We validate our hypothesis that masking tokens using DIFFERENCE-

MASKING at the word-level is more effective than masking at the token-level. 235
S.1 Ablations on rollout count, completion length, and KL weight b with QWEN3-

1.7B-BASE. All numbers denote accuracy (%). . . . . . . . . L 242
S.2 Ablation on math, science, and combined domains. RLP shows particularly

strong generalization in presence of multi-domaindata. . . . . ... ... .. 243
S.3 RLP training with QWEN3-14B-BASEmodel. . . . . . ... ... ... .... 244
S.4 Comparison of NEMOTRON-NANO-12B-v2 4T Base and Base+RLP across

benchmarks. . . . . . .. 245
S.5 Comparison of CPT models with 8K vs 32K contextlength. . . . . . ... .. 245
S.6 Effect of temperature t on performance. Best result highlighted. . . . . . . 246
S.7 Comparison of SFT and RLP training efciency. . . . ... ... ....... 246

S.8 Perplexity and NLL comparison on Nemotron CrossThink and Wikitext-103. 247

S.9 Quantitative benchmarks for QWEN3-1.7B-BASE, showing the impact of RLP
on different data blends. Shaded columns indicate general pretraining corpus. 250

XXii



Chapter 1

Introduction

The ability to reason—Iogically deducing solutions, drawing inferences, and making de-
cisions from available information—is a cornerstone of human cognition (Gendron et al.,
2024). In recent years, Large Language Models (LLMs) have shown remarkable progress in
performing both general reasoning and specialized tasks, including complex mathematical
problem-solving (Hendrycks et al., 2021c; Cobbe et al., 2021a; Gemini, 2024; Nvidia et al.,
2024; OpenAl, 2024b). Despite these advances, current models still struggle when faced with
tasks requiring multi-step logical deductions, the ability to re ect on and correct mistakes,

or to dynamically adapt their reasoning trajectory—especially in high-stakes domains such

as mathematics, STEM, law, social sciences, commonsense, etc. (Glazer et al., 2024; Gao
et al., 2024a; Hendrycks et al., 2021e)

In contrast to LLMs, human problem-solving is inherently iterative. We explore multiple
reasoning paths, validate intermediate steps, and revise our approach based on feedback
or errors (Kahneman, 2011). This recursive, self-re ective process builds toward more
robust and accurate outcomes. However, LLMs are generally trained to produce linear
outputs, often predicting a nal answer without mechanisms to validate or improve upon
intermediate reasoning. Even techniques like chain-of-thought prompting fail to fully
replicate the rich, exploratory, and corrective nature of human reasoning (Huang et al.,
20244a; Yang et al., 2023).

Improving the reasoning ability of LLMs thus requires not just better inference techniques,
but a fundamental shift in the nature and structure of the pretraining data and the pre-
training recipe. High-quality reasoning—patrticularly in mathematics—relies on structured,
composite corpora that decompose complex problems into interpretable substeps and guide
the model through logical chains of thought (\Wei et al., 2022; Cobbe et al., 2021a; Gunasekar
et al., 2023; Li et al., 2023b). However, curating such data is expensive, and access to the
pretraining data of state-of-the-art models is limited, creating a barrier to reproducible
progress in reasoning-focused research. Moreover, such reasoning enhanced data is even
scarcer for other domains such as STEM, logical reasoning, law, social science, etc. These
domains are inherently knowledge-centric, yet models with higher reasoning ability show
better performance in such domains Team et al. (2025). This suggests that reasoning mod-
els are not only better at thinking and searching, but also good at probing their internal
knowledge space — opening up a new direction on how to further enhance reasoning in
underrepresented domains through pretraining.



To bridge this gap, synthetic data generation has emerged as a promising strategy to scale
reasoning data effectively (Maini et al., 2024a; Gunasekar et al., 2023; Shah et al., 2024; Eldan
& Li, 2023). Yet, most existing methods generate rephrased or static text that lacks the
interactive, structured nature necessary for deep, multi-hop reasoning. They fail to simulate
the back-and-forth exploration and explanation inherent in real-world problem solving. In
addition, unlike post-training stages, the pretraining approaches do not explicitly reward

the thinking ability of the model. Yet, recent works found that pretrained models have an
implicit ability to recover from mistakes upon adding thinking (Al et al., 2025b) tags. This
suggests that reasoning potential is already latent in pretrained models, but it requires the
right inductive biases and supervision signals during pretraining to be fully realized.

In this thesis, we aim to understand the impact of structured reasoning data on pretraining
Large Language Models (LLM), across a wide variety of reasoning domains that require
multi-step and iterative logical reasoning. We plan to systematically observe the impact of
such data in training across different phases of LLM development. In parallel, we intend
to analyze the emerging thinking ability of the base model and nd ways to incentivize
good reasoning during pretraining. The subsequent sections of this chapter will outline the
research background, followed by a concise introduction to the objective of this proposal
and a detailed description of the proposed approach.

1.1 Background

The rapid advancement of Large Language Models (LLMS) has been predominantly fueled
by scale—both in terms of model size and the volume of pretraining data. Scaling laws, such
as those presented by (Hoffmann et al., 2022a), have established that optimal performance
requires the simultaneous expansion of model parameters, data size, and compute. However,
this ideal is increasingly challenged by limitations in data availability, cost, and quality.

1.1.1 The Importance and Challenges of Pretraining Data Curation

Large training datasets are an important driver of progress in the recent language modeling
(LM) revolution (Gao et al., 2020a; Glorioso et al., 2024; Workshop et al., 2023; Soldaini et al.,
2024). As the cost of training state-of-the-art language models continues to grow, researchers
increasingly focus not only on scaling but also on improving training datasets that enable

ef cient generalization on a wide range of downstream tasks. To best bene t from scaling,
recent scaling laws dictate that both model size and dataset size should jointly be increased
(Hoffmann et al., 2022a).

Pretraining data curation has emerged as a critical component in the development of
performant LLMS. The curation choices made when developing a pretraining dataset can
have a huge impact on the downstream capabilities and performance of an LLM. As such,
pretraining dataset curation strategies are often treated as closely guarded trade secrets.
In fact, there are many popular “open” language models whose parameters are publicly
available but whose pretraining datasets were not released and are scarcely documented
or entirely proprietary (Jiang et al., 2023; Team et al., 2024; Touvron et al., 2023b), creating
a growing gap between public and private capabilities in LLM development. The lack of
transparency around data curation pipelines, such as those used in LLaMA, Mistral, or
Gemma, limits reproducibility and hinders research into data-centric model improvements.
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Web-scraped data, often from Common Crawl or similar sources, constitutes a signi cant
portion of pretraining corpora. While web data is abundant, it is inherently noisy, un-
structured, and frequently low in linguistic or factual quality (Eisenstein, 2013). Curation
strategies such as Itering for quality, removing duplicates, and selecting high-value do-
mains (e.g., educational, scienti ¢, or encyclopedic content) have become essential (Touvron
etal., 2023b; Al et al., 2025a; Shao et al., 2024). Yet, designing effective lItering pipelines
remains a labor-intensive and largely heuristic-driven task, with limited consensus on best
practices.

Moreover, the joint scaling paradigm of both data and model size raises signi cant chal-
lenges: although plentiful, text data is not in nite, especially so when considerations on
data quality and licensing are taken into account—leading some researchers to argue scaling
may soon be bottlenecked by data availability (Villalobos et al., 2024). Concretely, optimally
training a GPT-3-sized model (175B parameters) would require no less than 3,500 billion
tokens of text according to Hoffmann et al. (2022a). This is twice as much as the largest
pretraining datasets ever demonstrated (Hoffmann et al., 2022a; Touvron et al., 2023b), and
ten times more than the largest publicly available English datasets such as OSCAR (Suarez
etal., 2019), C4 (Raffel et al., 2020a), or The Pile (Gao et al., 2020b).

Massively scaling up pretraining data is made even more challenging by the fact that LLMs
are commonly trained using a mixture of web crawls and so-called “high-quality” data
(Lozhkov et al., 2024; Li et al., 2024d; Zhihong Shao, 2024). Typical highquality corpora
include curated sources of books, technical documents, human-selected web pages, or
social media conversations. The increased diversity and quality brought by these curated
corpora are believed to be a key component of performant models (Le Scao et al., 2022).
Unfortunately, curation is labour-intensive: typically, each source requires specialized
processing, while yielding a limited amount of data. Furthermore, scaling high-quality data

is constrained by both legal and logistical issues. Licensed sources are limited in availability,
and manually curated datasets are expensive to construct. This challenge is exacerbated by
ndings that repeated exposure to the same data across epochs yields diminishing returns
and can induce over tting (Muennighoff et al., 2023; Xue et al., 2023).

1.1.2 Synthetic Data for Augmenting Pretraining Quality

To address limitations in natural data, synthetic data generation has emerged as a promising
solution that is relatively easier to obtain with more controllable quality (Bauer et al., 2024,
Liu et al., 2024b; Long et al., 2024). Recent work has explored generating high-quality
synthetic corpora using strong LLMS.For example, the WRAP (Maini et al., 2024a) approach
demonstrates that rephrasing raw web text using off-the-shelf LLMs can improve data
guality and enable better generalization in downstream tasks. Synthetic datasets such as
Tiny Stories (Eldan & Li, 2023), Textbook-quality corpora (Gunasekar et al., 2023), and
FineWeb (Penedo et al., 2024) have shown that small or mid-sized models trained on
carefully generated synthetic data can rival or outperform models trained on larger, less
curated corpora (Microsoft Research, 2023; Li et al., 2023b; Abdin et al., 2024b). Synthetic data
for programming and math have also been adopted to improve the coding and reasoning
abilities of LLMs (Guo et al., 2024a; Yu et al., 2024; Zhihong Shao, 2024). Previous studies have
also focused on synthetic data for supervised ne-tuning (Eldan & Li, 2023; Zelikman et al.,
2022; Huang et al., 2022; Liu et al., 2023a; Chen et al., 2024), instruction tuning (\Wang et al.,
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2022; Lietal., 2024b; Xu et al., 2023; Li et al., 2024c; Toshniwal et al., 2024b), downstream
transferring (Meng et al., 2022; Ye et al., 2022), and evaluation (Zhu et al., 2023b; 2024).

Despite the wide usage of synthetic data, understanding what aspect of and how the
synthetic data affect the performance of LLMs still remains largely unexplored, especially
for pre-training. In the past, many studies have shown that both the quality and quantity of
real data matter for LLM pretraining (Kaplan et al., 2020; Sorscher et al., 2022). Although
synthetic data has shown promise in this paradigm, the synthesis process remains costly
and often opaque, requiring millions or billions of API calls to proprietary models. In
addition, synthetic data can introduce the risk of over tting to speci c tasks if generation
prompts are narrowly scoped or biased (Maini, 2023). Existing studies on synthetic data
in pre-training either only present methods of creating them (Maini et al., 2024a; Soldaini
et al., 2024; Lozhkov et al., 2024) or provide ndings that are restricted to relatively small
scales (Eldan & Li, 2023; Microsoft Research, 2023), with limited understanding on what is
the characteristic of high quality synthetic data and how exactly diversity of the synthetic
tokens affect the training of LLMs.

To summarize, we identify the following core challenges in curating high-quality Pretraining
corpora:

» Limited transparency: Pretraining data curation strategies are often undocumented,
making it dif cult to reproduce or improve upon state-of-the-art datasets.

 Scarcity of high-quality data: While crucial for downstream performance, high-quality
data remains limited and expensive to obtain at scale.

» Unclear structure for synthetic data: Although synthetic data offers controllable quality,
there is little understanding of how to structure or diversify it effectively across domains.

1.1.3 Emergence of Reasoning Ability in Pretraining

Recent studies indicate that large language models acquire non-trivial reasoning skills dur-
ing the pretraining phase itself, even before any reinforcement learning (RL) or supervised
ne-tuning (SFT) is applied (Al et al., 2025b). This nding challenges the common assump-
tion that complex reasoning (e.g., multi-step problem solving with self-correction) only
arises from post-training alignment or ne-tuning. Instead, evidence shows that standard
next-token pretraining on vast data can already instill mechanisms analogous to those seen
in RL- or SFT-tuned models.

Al et al. (2025b) demonstrates that pretrained models can perform self-re ective reasoning
without any ne-tuning. In tasks with deliberately awed intermediate reasoning (e.g.,
math, logic, coding), even base models can identify and correct errors when prompted. This
ability strengthens with scale: larger checkpoints solve more adversarial tasks and require
fewer reasoning steps. These ndings suggest that self-correction and chain-of-thought
reasoning are not artifacts of alignment or RL, but emerge naturally during pretraining.

Yue et al. (2025) explores whether RL with veri able rewards (RLVR) enhances reasoning
capabilities beyond the pretrained base. They nd that RL-tuned models perform better
at pass@1 (i.e., more ef cient sampling) but do not generate fundamentally new solutions.
Base models can often match or surpass RL-tuned models at higher sampling thresholds
(e.g., pass@k). Thus, RL acts more as a distributional biasing mechanism—making correct

4



answers more likely—rather than expanding the reasoning space. In contrast, supervised
distillation can introduce new problem-solving behaviors absent from the base model.

Together, these studies suggest that reasoning abilities such as multi-step inference, error
detection, and revision are largely acquired during pretraining from patterns in natural
text. Post-training techniques primarily enhance the expression and reliability of these
capabilities rather than creating them. This reframes reasoning not as a post-hoc alignment
outcome, but as an emergent property of large-scale pretraining. Further work may explore
how to amplify this emergence via curriculum design, synthetic reasoning data, or early
incorporation of alignment objectives.

1.2 Thesis Statement

The overarching goal of this thesis is to investigate the emergence and development of
reasoning capabilities in Large Language Models (LLMs) during the pretraining phase, with

a focus on understanding how structured reasoning data, inductive supervision signals, and
multi-domain task formulations contribute to the formation of general-purpose cognitive
abilities. While recent advances in post-training techniques—such as Supervised Fine-
Tuning (SFT), Reinforcement Learning from Human Feedback (RLHF), and Direct Preference
Optimization (DPO)—have demonstrated signi cant gains in alignment and response
quality (Rafailov et al., 2023; Gratta ori et al., 2024), these approaches primarily re ne
capabilities that are already latent in the base model. In contrast, this work focuses on how
such reasoning abilities originate during the earlier stages of model development and how
they can be explicitly cultivated through carefully designed pretraining strategies.

This thesis pursues the following speci ¢ objectives:

» Characterize the Role of High-Quality Reasoning Data in Pretraining: We aim to
identify the structural features of reasoning data—such as step-by-step chains of thought,
recursive self-correction, and goal-conditioned problem solving—that enable pretrained
models to perform complex, multi-hop reasoning. Drawing on recent ndings that
highlight the importance of educational value and structured trajectories in pretraining
corpora (Wettig et al., 2024; Lozhkov et al., 2024; Li et al., 2024d), we will systematically
assess how variations in data formulation (e.g., deductive proofs vs. Socratic dialogues
vs. long-form solutions) affect the reasoning capabilities that emerge in LLMs.

» Enable Generalization Across Non-Mathematical Reasoning Domains: While most
reasoning data and evaluation benchmarks are math-centric (Hendrycks et al., 2021¢;
Glazer et al., 2024), real-world tasks in science, law, social science, and commonsense
often require domain-speci ¢ patterns of inference and explanation. This thesis will
extend reasoning-aware pretraining to multi-domain contexts by curating and integrating
synthetic data from diverse elds (Akter et al., 2024; Yuan et al., 2025). Furthermore, we
will explore scalable techniques for veri able reward modeling in domains where correctness
is not binary or deterministic *, using templating and answer-space normalization to
approximate feedback signals suitable for reinforcement-based supervision in pretraining.

1Unlike mathematical domains with objective correctness criteria, general reasoning tasks such
as commonsense inference often admit diverse yet plausible answers, requiring templating and
normalization to build reward models.



» Determine the Optimal Integration Phase for Reasoning Data: Pretraining typically
progresses through multiple stages, ranging from broad corpus ingestion to high-quality
curriculum phases (Gratta ori et al., 2024; OLMo, 2025; Blakeney et al., 2024). A key
objective is to empirically evaluate when in this pretraining pipeline, reasoning-focused
data is most bene cial. We will study whether early exposure to structured logical
tasks helps models internalize abstract cognitive patterns more robustly than late-stage
augmentation, and whether such reasoning supervision should be constant or annealed
over time. This analysis will be conducted across model checkpoints to track the evolution
of inductive biases and representational shifts during training.

» Bridge Pretraining and Post-Training Paradigms via Hybrid Supervision: Finally,
we aim to investigate how post-training-inspired supervision techniques—such as
lightweight RL-style feedback or preference modeling—can be incorporated during pre-
training in a computationally ef cient manner. This includes studying the effects of
injecting “thinking cues” (e.g., re ective tags, reasoning prompts) (Al et al., 2025b) or
distilling reasoning-aware policies into base models as part of the pretraining objective.
The goal is to unify pretraining and post-training under a reasoning-centric training pipeline,
enabling models to develop and express logical thought processes from the outset.

In summary, this thesis offers a principled exploration of reasoning emergence in LLMS,
with a focus on systematically injecting and evaluating structured reasoning signals during
pretraining. Through this investigation, we aim to derive generalizable insights into how
models can be made inherently more interpretable, adaptable, and cognitively aligned—
paving the way for LLMs that not only generate correct outputs, but reason their way to
them.

1.3 Overview

In this section, we will brie y discuss the trajectories we want to explore throughout our
thesis journey to address the objectives mentioned in Section 1.2.

Understand the Nature and Impact of High Quality Corpora. We start our exploration
with the mathematics domain, as a strong mathematical reasoning ability highly relies on
an abundance of high-quality, composite, and structured pretraining corpora. Curating
complex, high-quality, structured mathematical data is costly and resource-intensive, largely
due to the uneven distribution of high-quality sources. To mitigate this challenge, synthetic
data generation has emerged as a scalable and cost-effective alternative. To generate high-
quality data at scale, the current synthetic data generation approach explores rephrasing
texts using LLMSs in varied syntax while preserving the core content (Maini et al., 2024a).
However, their proposed approach limits up-sampling high-quality data in a way that
does not go beyond grammatical styles or surface form transformations—leading to little
to no improvement when it comes to performance across complex and logical reasoning
tasks. Therefore, we propose MIND (Akter et al., 2024), which transforms unstructured raw
data into structured conversations—which simulates how people collaboratively explain,
guestion, and reason—helping LLMs learn complex problem-solving skills. Compared to
pretraining just on raw or rephrased data, a model pretrained on MIND-OWM shows a
signi cant boost in mathematical reasoning, including superior performance in specialized
knowledge and general-purpose reasoning tasks.
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This work is evidence of the effectiveness of structured high-quality reasoning data in
pretraining by prompting a stronger LLM in a zero-shot and simple single step. In this study,
we want to formalize the structure of such reasoning data and how to curate or synthesize
them. Inspired by MIND, we extend our work to multi-step prompting, where we de ne a
format for ideal long thought data. In this step, we prompt the model sequentially, where
the previous output is also fed to obtain the current thought. As mentioned in Section ?7,
we build a search tree by prompting LLM iteratively.

Ensuring General Improvement across Diverse Domains. Most recent works (Akter et al.,
2024; Li et al., 2024d; Lozhkov et al., 2024) show a signi cant improvement in mathematical
reasoning tasks, as structured and multi-hop reasoning chains are inherently bene cial for
math reasoning. However, generalizing these gains to non-math domains—such as logic,
scienti ¢ reasoning, commonsense inference, and law—remains a major challenge due to
the unique nature of these tasks that relies on both reasoning and knowledge (Wang et al.,
2024d; Team et al., 2025). To this end, we expand our investigation into the integration of
long thought reasoning data across diverse domains. While reinforcement learning-based
approaches such as DeepSeek-R1-Zero (Guo et al., 2025) show exceptional performance on
math and code, their applicability remains limited outside these domains due to the dif culty

of constructing veri able reward functions. In this thesis, we address this gap by curating
multi-domain synthetic reasoning data from raw web texts, employing templates and format
normalization to constrain answer space variability and enable scalable reward modeling
for general-purpose reasoning (Akter et al., 2025). We demonstrate that integrating multi-
domain data improves generalization across benchmarks and enables reasoning-aware
models to exhibit domain-agnostic cognitive behaviors. We plan to utilize these multi-
domain aware reasoning models to curate more high-quality reasoning data across a wide
range of domains, which will be injected during pretraining. Through these studies, we aim
to identify whether reasoning-aware pretraining leads to cross-domain transferability or
whether its bene ts remain localized, ultimately guiding the construction of datasets and
training objectives for broadly capable reasoning models.

Integrating Reasoning Data in Different Phases. Recent studies have gained a huge jump
in downstream tasks by including high-quality data in post-training. However, Gandhi

et al. (2025a) observes that the scale of improvement in post-training is dependent on certain
capabilities of the base model. To be speci ¢, base models that have strong reasoning ability
are prone to achieving higher accuracy gain after post-training. In our work, integration of
MIND (Akter et al., 2024) in pretraining has shown a signi cant boost in both mathematical
and non-math reasoning tasks. As we have little to no details about the pretraining corpora
of such reasoning models, we want to understand how the inclusion of reasoning data like
MIND translates to the post-training paradigm. Our investigation will include two phases:
(1) Does the base model pretrained on reasoning data provide a further boost in reasoning
after post-training compared to the base model trained without the reasoning data? (2) Does
the base model trained without reasoning data give an equal boost in downstream tasks
after post-training when we include the reasoning data in the post-training? Both studies
will provide insight into when and where this reasoning data is most bene cial.

Reasoning Incentive Pretraining. While most existing LLMs are pretrained using the next-
token prediction objective, this approach does not explicitly reward models for engaging in
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deep or structured reasoning. However, recent ndings suggest that reasoning ability can
be elicited from pretrained models through prompt-based self-re ection strategies (Al et al.,
2025b). These observations open up a new direction for enhancing LLM cognition during
pretraining by incorporating inductive signals that favor re ective and iterative thinking.

In this work, we aim to build a framework for reasoning incentive pretraining, where models
are periodically guided to re ect on intermediate reasoning steps and self-correct through
chain-of-thought prompts or reward-inspired inductive cues. We aim to understand whether
lightweight mechanisms—such as inserting “think step-by-step” tags, reranking interme-
diate thoughts based on plausibility, or prompting for counterfactuals—can shift model
behavior towards more deliberative problem-solving, even without explicit supervision
or external reward. Our study will investigate the alignment between emergent reasoning
behaviors and such incentive signals across pretraining checkpoints, providing insight
into how early reasoning tendencies can be ampli ed, rather than solely extracted, during
later alignment stages. Ultimately, this line of investigation seeks to unify pretraining and
post-training techniques into a single, coherent reasoning-centric objective that endows
LLMs with stronger intrinsic reasoning skills and generalizable cognitive scaffolds.

1.4 Chapter Overview

This thesis is organized around three central research questions: (1) understanding the
anatomy of high-quality data for reasoning (Part 1), (2) examining the effect of reasoning data
across different stages of large language model development (Part I1), and (3) redesigning
the learning pipeline to enable the emergence of reasoning capabilities (Part I11). Each part
of the thesis contains chapters that investigate speci c aspects of these questions. In the
following chapters, we lay out the progression of this thesis through our recent works.

» Part I: Anatomy of high quality data for reasoning

— High-Quality Data for Generative Models (chapter 2): This chapter lays the con-
ceptual foundation for Part | by examining what distinguishes genuinely useful
data for reasoning from data that merely adds volume. | survey the key attributes
of high-quality reasoning data—including educational value, factual grounding,
and structured inferential content—and situate them within the broader context
of pretraining data curation and synthetic data generation. | then map out the
four concrete problem settings addressed in the chapters that follow: visual rea-
soning, unimodal reasoning with multimodal models, structured data synthesis for
pretraining ef ciency, and generalization beyond mathematical domains.

— Data Synthesis for Improved Visual Reasoning (chapter 3): This chapter addresses
a fundamental aw in existing visual question-answering benchmarks: the assump-
tion that every question has a valid answer given the image. | introduce VISREAS,
a large-scale dataset that explicitly includes unanswerable questions constructed
from scene graphs, requiring models to verify question-image consistency before re-
sponding. | also propose LOGIC2VISION, a model that decomposes visual questions
into pseudocode-style reasoning programs and executes them sequentially, without
relying on external APIs or modular pipelines. Experiments show that existing
VQA models are brittle under these conditions, while LOGIC2VISION demonstrates
substantially stronger performance.



e Part

e Part

Unimodal Reasoning with Multimodal Models (chapter 4): This chapter explores a
self-supervised strategy for improving text-only reasoning by exploiting the visual
capabilities of multimodal models. | introduce Self-Imagine, which prompts a Vision-
Language Model to convert a text-based reasoning problem into an HTML-rendered
visual representation and then reason over that self-generated image to produce an
answer. The approach requires no additional data, supervision, or training. Experi-
ments with LLaVA-1.5 and Gemini Pro con rm that self-generated visual scaffolds
can meaningfully improve performance, and | analyze when visual representations
help versus hurt, motivating future work on adaptive image generation.

Structured Data Synthesis for Ef cient Pretraining (chapter 5): This chapter
presents MIND (Math Informed syNthetic Dialogue), a framework for transform-
ing raw web text into structured multi-turn dialogues that expose the step-by-step
reasoning underlying complex problems. | show that existing rephrasing-based
approaches lack the interactive structure necessary for deep multi-hop reasoning,
and that conversations in which participants with different knowledge levels col-
laboratively work through content produce substantially richer training signals.
MIND-OWM, the resulting 64-billion-token corpus, yields improvements of up to
6.29% on mathematical reasoning benchmarks and outperforms models trained on
raw corpora 3.6 times larger, with gains extending to general-purpose reasoning
tasks.

Scaling Self-Learning beyond Math Reasoning (chapter 6): This chapter extends re-
inforcement learning with veri able rewards to domains beyond mathematics, where
reward functions are dif cult to construct due to diverse and non-deterministic
answer spaces. | introduce NEMOTRON-CROSSTHINK, a framework that cu-
rates multi-domain data from sources spanning STEM, humanities, law, and so-
cial sciences; applies structured templates to constrain answer-space variability;
and blends data sources using optimized ratios for GRPO-based self-learning.
The best-performing con guration—using a 2:1 ratio of general-purpose to math
data—achieves a 13.36% average improvement over strong baselines, demonstrating
that data diversity, not data volume, is the primary driver of generalizable reasoning
under the RLVR paradigm.

II: Effect of reasoning data across LLM development phases

Synergy between Pretraining and Post-Training Data (chapter 7): This chapter
presents the rst systematic study of how SFT-style chain-of-thought reasoning data
interacts with different phases of the LLM training pipeline. | investigate whether a
model pretrained without reasoning data can catch up through more intensive SFT,
whether early exposure to reasoning data causes over tting, and whether using the
same data in both pretraining and SFT leads to mastery or forgetting. Experiments on
an 8B model trained to one trillion tokens reveal an asymmetric allocation principle:
diversity and scale drive pretraining effectiveness, while quality governs SFT. | show
that front-loading reasoning data into pretraining creates durable foundations that
post-training alone cannot recover, and that naive SFT scaling with noisy data can be
actively harmful.

[ll: Redesign the learning pipeline to enable reasoning emergence
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— Bridging the Gap between Pretraining and Post-Training (chapter 8): This chapter
introduces Part 11l by framing the core problem: improvements from post-training
are often fragile because models trained purely with next-token prediction have no
incentive to form intermediate reasoning steps. | motivate two directions developed
in subsequent chapters—difference-aware masking during continued pretraining,
and reinforcement-based pretraining objectives—grounding both in recent ndings
that pretrained models already harbor latent reasoning capabilities that can be
ampli ed by the right inductive signals.

— Difference-Masking: Choosing What to Mask in Continued Pretraining (chapter 9):
This chapter introduces DIFFERENCE-MASKING, a masking strategy for continued
pretraining that automatically prioritizes tokens most distinctive to the target domain
rather than selecting them at random. The key insight is that random masking wastes
learning capacity on content the model already understands; by computing a TF-ICF
score that measures how strongly each token characterizes the target domain relative
to the pretraining distribution, DIFFERENCE-MASKING focuses the learning signal
where it matters most. | evaluate the approach across four diverse language and
multimodal video tasks, where it consistently outperforms random and attention-
based masking baselines.

— Reinforcement as Pretraining Objective (chapter 10): This chapter presents RLP
(Reinforcement Learning Pre-training), which embeds reinforcement learning directly
into the pretraining objective before any supervised ne-tuning has occurred. The
core idea is to treat chain-of-thought generation as an exploratory action before
each next-token prediction and reward it in proportion to the information gain it
provides—speci cally, the increase in log-likelihood of the observed token when
the model conditions on its generated thought versus when it does not. This yields
a veri er-free, dense reward signal applicable to ordinary web-scale text without
task-speci c answer checkers. | provide theoretical guarantees linking expected
reward to reductions in cross-entropy, and show empirically that RLP consistently
outperforms compute-matched baselines across datasets, domains, and architectures,
with gains that persist and compound after downstream alignment.

Conclusion (Part IV): The nal chapter synthesizes the thesis's contributions around
three central claims: that strong reasoning depends on carefully structured supervision
rather than scale alone; that the placement of reasoning supervision across training phases
profoundly shapes its durability; and that training objectives themselves can be redesigned
to cultivate reasoning from the outset. | revisit each contribution, articulate the uni ed
perspective that reasoning should be treated as a property cultivated throughout the entire
learning pipeline, and outline future directions around reasoning trace anatomy, teacher
model pipelines for non-mathematical domains, and tighter integration of pretraining and
post-training through hybrid reinforcement objectives.

10



Part |

Anatomy of High Quality Data for
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Chapter 2

High Quality Data for Generative
Models

The previous era of Large Language Model (LLM) development was de ned by a singular
obsession: scale. This was codi ed by the famous Chinchilla scaling laws (Hoffmann
et al., 2022b), which formalized a now widely adopted principle: for a xed compute
budget, model size and training data must be scaled in equal proportion to achieve optimal
performance. In particular, every doubling of parameters should be matched by a doubling
of training tokens. This result reshaped the eld. It suggested that, rather than allocating all
resources to larger models, one could train smaller models on substantially more data and
surpass larger but undertrained models.

At rst glance, this appears to be an encouraging and tractable recipe for progress. If
performance is compute-optimal at a particular data-to-parameter ratio, then increasing
data should systematically unlock gains. In practice, however, this principle exposes a
fundamental bottleneck. As we approach the "data wall," where high-quality human-
generated text becomes a nite resource, the discourse has shifted. Scaling models is an
engineering challenge; scaling reliable, diverse, and legally usable data is a structural
constraint. It is no longer enough to simply ingest the entire internet; the frontier of Al
research now lies in the curation of quality and the architecture of synthetic reasoning.

This tension reframes the central question. If scaling laws require more data for better
performance, what kind of data must be scaled? When data becomes the bottleneck, quality and
structure become rst-order concerns. If the pretraining data is the "fuel” for these models,
then web-scraped data is often crude oil—abundant but full of impurities that can lead to
"unstable" behaviors, such as hallucinations or a failure to verify the premises of a user's
guery. The eld increasingly recognizes that not all tokens contribute equally (Allal et al.,
2025; Abdin et al., 2024a). A smaller corpus that is carefully curated or structurally enriched
can outperform a much larger but unstructured alternative. In other words, once data
scaling collides with data scarcity, the emphasis must shift from quantity to the anatomy of
quality.

Tons of prior works have attempted to mitigate the challenge above. Previous works have
explored these domains mostly by employing large language models to further re ne the
raw text, or improve the data quality by Itering out low quality data (Maini et al., 2024a;
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Gunasekar et al., 2023; Yang et al., 2025b; Ishibashi et al., 2025). However, this provides a
sudden boost in benchmark performance, but we are bounded by the knowledge of the
teacher model. Plainly synthesizing data has diminishing returns beyond the optimal mix.
With the risk of model collapse from recursive self-training. In addition, purely synthetic
pretraining performs worse than mixed with real data (Kang et al., 2025; DatologyAl et al.,
2025). Sometimes the model becomes extremely good at benchmarks but equally bad at
general purpose reasoning tasks (Maini, 2023). This brings us to the conclusion that naively
synthesizing data is not the solution to break the “Data Wall”!

This chapter explores the internal anatomy of what makes data “high quality” for reasoning
tasks. We argue that high-quality data is not merely “clean” text, but data that forces a model
to decompose problems, verify its own assumptions, and bridge the gap between different
modes of representation (e.g., text, logic, and vision). Across three case studies, spanning
multimodal reasoning, unimodal reasoning enhanced through visual scaffolding, and large-
scale synthetic conversational pretraining, we demonstrate that reasoning performance
depends less on raw token volume and more on structural properties embedded in the data.

2.1 De ning Attributes of High-Quality Data for Reasoning

Bringing together the empirical lessons from the preceding studies, we can now articulate
a more complete de nition of high-quality reasoning data, applicable to both pretraining
and post-training settings. The central insight is that reasoning performance does not scale
merely with token count, but with the structural and cognitive properties embedded within
those tokens. High-quality data must therefore shape how models think, not only what they
predict. We identify six core attributes that de ne the internal architecture of high-quality
data, driving generalization in modern generative models (vVLMs and LLMS):

Structured Reasoning Flow and Logical Sequence. Effective reasoning data does not
present isolated question—answer pairs detached from their inferential process. Instead, it
captures the logical sequence that connects premises to conclusions. This structure may
be expressed through stepwise mathematical derivations, semantic programs aligned with
visual scenes, or multi-turn analytical decompositions. What matters is that intermediate
transformations are made explicit. By repeatedly observing coherent reasoning trajectories,
models are encouraged to internalize compositional and multi-hop inference patterns. In
contrast, unstructured corpora incentivize shortcut learning and pattern matching without
deeper abstraction.

Conversational Dynamics as “Inner Monologue". Human reasoning rarely unfolds as

a single declarative statement; it involves questioning assumptions, re ning partial ideas,
revisiting earlier steps, and progressively clarifying the problem space. Data that encodes
these dialogical dynamics provides supervision over the process of thinking itself. Struc-
tured conversations, role-based exchanges, or iterative re nements simulate this internal
reasoning loop. Such formats strengthen robustness by exposing models to partial reasoning
states and controlled revisions, rather than only polished nal outputs.

Cognitive Diversity and Multiple Solution Paths. Reasoning tasks often admit multiple
valid solution strategies, and high-quality data should re ect this plurality. When corpora
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encode varied decomposition styles, alternative representations, and diverse explanatory
pathways, models are less likely to over t to rigid templates. Cognitive diversity enhances
exibility and supports adaptation to unseen problem structures. In synthetic pipelines,
this diversity can be systematically encouraged by varying conversational roles, reasoning
prompts, structural constraints, or representational formats. The result is a richer training
signal that expands the model's hypothesis space.

Generalization Power and Domain Transfer. Beyond internal diversity, high-quality rea-
soning data must exhibit generalization power. Its bene ts should extend across domains
and tasks. A dataset constructed for multimodal veri cation should improve reasoning
robustness even in unimodal settings. Structured mathematical dialogues should enhance
broader logical inference benchmarks. When improvements transfer beyond the original
construction domain, this indicates that the data strengthens fundamental reasoning mech-
anisms rather than narrow task-speci ¢ heuristics. Generalization, therefore, becomes a
de ning empirical test of data quality.

Ef ciency and Scalable Learning. Given the constraints of the Chinchilla scaling laws,
data must be ef cient and scalable. This means the data should have a high "information
density" per token, allowing the model to achieve superior performance with fewer ex-
amples. By utilizing synthetic engines—such as those that generate millions of unique
guestions from scene graphs—we can accelerate the model's learning curve, providing the
“scale" required by modern compute budgets without the prohibitive cost of manual human
curation.

Self-Expanding Potential. Finally, the powerful characteristic of data synthesis is self-
expanding potential. Given the scarcity of curated high-quality corpora, the most sustainable
datasets are those that can generate new structured examples from existing seeds. Synthetic
conversational frameworks, programmatic transformations, and recombinable reasoning
templates enable recursive growth. When a dataset can continuously produce diverse, struc-
turally coherent reasoning instances, it transforms from a nite resource into a generative
engine. This self-expansion property directly addresses the data bottleneck implied by
compute-optimal scaling laws, offering a pathway toward sustained improvement without
exclusive reliance on externally sourced corpora.

2.2 Problem Statements

2.2.1 Visual Reasoning

In visual question answering (VQA), validating question authenticity with the corresponding
image and then reasoning over it is an important requirement in real-world application
dynamics where users may make errors in judgment, leading to invalid queries. Con rming

a question’'s validity becomes pivotal to maintaining consistency, rectifying mistakes, and
preventing misguided responses Rajpurkar et al. (2018). Following the prior vQA datasets'
Goyal et al. (2017); Krishna et al. (2016); Hudson & Manning (2019b) focus on answerable
guestions only, a system trained solely for answerable questions may exhibit unstable
behaviors when faced with unanswerable queries. For instance, a delivery robot receiving
an incorrect address but a valid instruction like place the package by the yellow door
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might overlook the error unless prompted to reevaluate its decision. In contrast, presuming
the correctness of the query would likely lead to unpredictable behaviors. Therefore, a
reliable and responsible system should be able to question the validity of the instruction it
receives before acting upon it.

However, aligning questions with the region of interest in the image breaks down the visual
reasoning task into perception (object detection and scene representation learning) and
reasoning (question interpretation and inference grounded in the scene). Datasets and
models proposed to date have shown signi cant improvement in the detection task, which
therefore improved the perception system Goyal et al. (2017); Krishna et al. (2016); Tan

& Bansal (2019), but they face critical vulnerabilities due to the lack of generalities in the
datasets Zhang et al. (2016b); Agrawal et al. (2016). Recent datasets Johnson et al. (2017);
Selvaraju et al. (2020); Hudson & Manning (2019b) encourage reasoning beyond surface-level
object recognition and focus on multi-step inference. But they tend to reason about object
relations (often questions revolving around a single object) instead of reasoning over clusters
of objects in the image that share common attributes or relations. Reasoning over general
sets of objects requires both identifying objects and understanding their attributes and
relations.Where prior scene-graph based work assumes reasoning follows from traversing a
single path to generate an answer, our goal is to establish a multi-hop approach of identifying
cliques with shared properties.

2.2.2 Unimodal Reasoning with Multimodal Models

Vision Language Models (vLM) are getting increasingly adept at solving a wide range of
reasoning tasks (Liu et al., 2023b;d; You et al., 2023; Ye et al., 2023; Chen et al., 2023b; Zhang
et al.,, 2023a; Chen et al., 2023a; Dai et al., 2023b; Lu et al., 2023). As these capabilities
advance, VLMSs are set to replace the current text-only language models for general-purpose
interfaces like BARD (GoogleAl, 2023) and ChatGPT (OpenAl, 2021). In such scenarios, the
deployed viLM would be required to handle a wide variety of end-user queries. Crucially,

this includes queries that are not inherently multimodal, such as math-reasoning problems

or program synthesis (Cobbe et al., 2021a).

A key question arises in these situations: How should a vLM, capable of functioning in

a text-only mode like an LLM, handle text-based queries? While the default approach
is to process these queries purely as text, this method does not fully exploit the viLM's
capabilities in image processing. Recent studies on human problem-solving provide a clue
to addressing this gap: humans often draw visual representations to better understand and
solve problems (Boonen et al., 2014; van Garderen et al., 2012; Krawec, 2014).

2.2.3 Structured Data Synthesis for Ef cient Pretraining

The ability to reason is a fundamental element of human cognition, encompassing our ability

to think logically, draw conclusions, and make decisions based on available information
(Gendron et al., 2024). Large Language Models (LLMS) have demonstrated remarkable
performance across wide range of general reasoning and specialized knowledge tasks. In
particular, the improvement of LLMs in solving complex mathematical reasoning tasks
(Hendrycks et al., 2021c; Cobbe et al., 2021a) has been signi cant in recent years (Gemini,
2024; Nvidia et al., 2024; OpenAl, 2024b).
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Strong mathematical reasoning ability heavily relies on the abundance of high-quality,
composite, and structured pretraining corpora. An effective mathematical corpus should
not only contain relevant content but also be formatted to guide models to break down
complex problems into smaller sub-problems and solve each part step-by-step—enhancing
the model's ability to process and reason about complex problems (Wei et al., 2022). Prior
studies show that structured and well-formatted corpora play a crucial role in enhancing
multi-hop and logical reasoning abilities (Cobbe et al., 2021a; Li et al., 2023b; Gunasekar et al.,
2023), underscoring the importance of well-organized mathematical datasets in pretraining
LLMS.

Curating complex, high-quality, structured mathematical data is costly and resource-
intensive, largely due to the uneven distribution of high-quality sources. Most advanced
models (OpenAl, 2024b; Gemini, 2024) are not publicly accessible, and it is unclear how
their approach is enhancing math reasoning. To mitigate this challenge, synthetic data
generation has emerged as a scalable and cost-effective alternative for creating a more
balanced and diverse training corpus for pretraining LLMs (Maini et al., 2024a; Eldan &

Li, 2023; Gunasekar et al., 2023; Shah et al., 2024). However, while these techniques have
shown promise in improving general reasoning tasks, their data often lack the step-by-step
problem solving structure crucial for multi-hop reasoning and complex mathematical tasks
(Maini et al., 2024a), making them sub-optimal for such reasoning.

2.2.4 Generalize across Non-math Reasoning Domains

Long thought data has an evident impact on complex mathematical and logical reasoning
tasks, as these tasks inherently require multi-hop reasoning. By deploying reinforcement
learning on top of the base model, DeepSeek-R1-Zero Guo et al. (2025) has surpassed Open-
Al's 01-mini (OpenAl, 2024a) on math and code tasks. This model has later been used to
generate cold-start data DeepSeek-R1's SFT phase, which shows signi cant improvement
across a wide range of tasks. This hints towards R1-Zero being the secret ingredient to
build a reasoning-centric LLM. However, R1-Zero has been explored only on math and code
domain as in these domains, building veri able rewards are very straightforward. Extending

this method to other reasoning domains such as logic, scienti ¢ reasoning, commonsense
inference etc. is still an open question, as developing veri able reward for domains where

the answer space can be diverse is challenging. Synthetic data generation has emerged as a
powerful technique for utilizing raw web texts, aiding both pretraining and post-training
processes (Akter et al., 2024; Maini et al., 2024b; Ge et al., 2024). Synthetic question-answer
pairs have signi cantly enhanced performance across various downstream tasks (Toshniwal
etal., 2024a; Yuan et al., 2025), yet their utility in I-based training for non-math reasoning
remains underexplored. A major challenge in applying Ito general-purpose reasoning
tasks lies in designing a veri able reward model for diverse answer spaces, as, unlike
mathematical reasoning—where correctness can be objectively veri ed—other reasoning
tasks lack deterministic solutions.

In this work, we demonstrate a way to incorporate non-math reasoning domains in RL by
utilizing raw web-texts. Integrating multi-domain data with different formats of questions
for RL paves the way to maximize diversity in reasoning traces beyond a single domain,
which leads to better generalization across diverse reasoning tasks. In addition, we address
the challenge of designing veri able rewards for non-deterministic domains by employing
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different templates on the curated data to limit the nuances in the answer space diversity.
This enables scalable, veri able reward modeling for general-purpose reasoning tasks,
ensuring that RL-trained models generalize effectively across diverse benchmarks. Further-
more, we show an optimal way to combine multi-domain data to ensure maximum gain
across all reasoning tasks. We aim to investigate whether reasoning-aware pretraining leads
to improved transferability across different tasks or if its bene ts remain domain-speci c.
Additionally, we explore methods to create domain-agnostic reasoning datasets that allow
LLMs to develop versatile reasoning capabilities applicable to a wide range of challenges.
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Chapter 3

Data Synthesis for Improved
Visual Reasoning

Verifying a question's validity before answering is crucial in real-world applications, where
users may provide imperfect instructions. In this scenario, an ideal model should address
the discrepancies in the query and convey them to the users rather than generating the
best possible answer. As discussed in Section 2.2.1, many existing datasets overlook this
fundamental requirement and hence training with these corpora implicitly encourage
models to produce an answer for every query, even when the question is invalid or cannot
be resolved from the provided image.

3.1 Task Overview

Bridging the gap in prior benchmarks, we introduce a new dataset, VISREAS (Visual
Reasoning), for studying reasoning over commonalities and differences across objects. The
unnatural assumption in the current VQA datasets - “a correct answer for every question
causes models to produce an answer even when the question is inapplicable and has no
possible answer. To ensure that models verify the consistency of question text with the
image before answering, we curate questions that have no answer given the image by
altering relations and attributes among the objects. We design a question generation engine
that takes the information about objects, attributes, and relations from the Visual Genome
scene graphs Krishna et al. (2016) and nds common features shared among multiple objects.
Based on this retrieved information, we generate 2.07M unique questions covering vast
semantic variations. Each question is paired with a scene graph and a semantic program that
speci es the series of reasoning steps needed to be performed to produce the answer. Our
generated questions require visual reasoning abilities such as comparing, differentiating,
counting, clustering objects, and performing logical reasoning. Most importantly, unlike
other vQA datasets, VISREAS enforces the vQA models to verify the information in the
guestion with the image in each reasoning step before predicting an answer.

We nd existing VQA models less robust in the reasoning and unanswerable settings pre-
sented by VISREAS. Motivated by the shortcomings of existing models, we propose a new
architecture, LOGIC2VISION that has been trained to produce logical reasoning steps from

the query at rst and then predict answers based on the reasoning steps and the image.
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Unlike prior generative models, LOGIC2VISION is compute and cost-ef cient as it does
not require any external expensive APIs or modules and solely relies on the reasoning
capabilities of visual language models (VLM).

In short, our contributions are twofold:

» We introduce VISREAS, a dataset containing complex yet natural reasoning. Our dataset
makes the rst step towards developing reliable viLM adaptable to real-world scenarios
where user instructions may not always be impeccable.

» We present LOGIC2VISION, that aims to handle spatial reasoning by executing consecu-
tive pseudocode with veri cation in each step.

3.2 Data Generation

Figure 3.1: Overview of VISREAS dataset construction process. Using scene graphs, we
cluster objects ( ), relations ( ), and attributes of the related objects (blue) based

on the attribute of the corresponding objects ( ). Then the question engine takes

each template as input and traverses all possible clusters to generate the query as well as
the reasoning steps. Each function in the reasoning steps can return NONE if any object,

attribute, or relation is absent in the image.

The dataset is constructed in three major steps: (1) Process scene graphs, (2) De ne tem-
plates and reasoning functions that the question will involve, (3) Automatically generate
corresponding reasoning steps in pseudocodes along with the nal answer from each query
as shown in Fig. 3.1. Finally, to prevent models from learning statistical biases in attribute,
reasoning, or answer type distributions, we meticulously balance the VISREAS dataset
across three distinct paradigms (section 12.1).
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3.2.1 Scene Graph Processing

To begin with the data construction process, we run two phases of processing on the scene
graphs before passing them to the question engine.

First Phase. We clean up the scene graphs by removing opposite attributes and discarding
object nodes with similar names that share similar attributes and relations. Our processed
scene graphs contain 1703 distinct objects, 14 attributes, and 114 relationships. It is also ob-
served that one object name in the image might correspond to multiple object IDs and bound-
ing boxes in the scene graph. This will cause ambiguity in the later question-generation
process. Thus, we merge bounding boxes corresponding to the same object name with a
high IoU (> 0.7). In addition, there can be images where a bigger bounding box contains
multiple small bounding boxes, which can be either parts of the object represented by the
bigger bounding box (e.g., a cat (bigger bounding box) has a tail, ear, face (small bounding
boxes), etc.) or they can collectively represent the object in the bigger bounding box (e.g.,
lime and apple can together be mentioned as fruits). These overlapping bounding boxes
will be problematic while clustering objects based on similar attributes (e.g., fruits and lime
are all green; for "What has the same color as the lime?' the answer generation module will
produce: fruits and apple - which is ambiguous). To discard these cases, we measure the
ratio of intersection area vs individual bounding box area and check whether the smaller
objects are subclasses of the bigger one using Wordnet Miller (1994). If the ratio is high
and the larger object is a superclass of the smaller one, we discard the larger bounding box
during preprocessing to avoid ambiguity.

Second Phase. We cluster the scene graphs based on the common attributes and relations
among the objects in each image and create several sub-graphs as seeds for the question
engine. Initially, we cluster objects based on a single relation or attribute, later we merge
the clusters recursively if there are objects with multiple attributes or relations in common.
Finally, each cluster represents a collection of objects that share a similar set of attributes and
relations and the question engine exhaustively traverses all clusters to generate questions.
For each object in a cluster, we also store other objects that are related to that object along with
their relation name. This information is used to populate nested compositional references
for multi-hop relation traversal.

Question Engine

For question generation from the clusters, we manually create 182 templates on different
attributes (Table 3.1). Our templates cover ve categories of reasoning (query, count, compare,
verify, and choose) which can be further broken down into nine broad categories of reasoning
mentioned in Appendix. For some categories, we have list answers and no-answer cases.

All of our templates are formulated considering clusters of objects to facilitate multi-object
comparison. To generate no-answer cases, we apply two approaches: (1) We either add an
outlier (object not present in the image) to the cluster or include an object that exists in the
image but not in the cluster and has different relations and attributes from the objects in

the cluster. (2) We perturb the existing relation/attribute of an object inside a cluster (e.g.,
change “apple to the left of knife' to "apple to the right of knife') which derives no-answer cases.
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Attribute Templates Train Validation

Color 12 1326086 1500
Cleanliness 8 7794 900
Material 15 368337 1500
Size 4 116438 1500
Pose 18 36687 1500
Height 10 9894 1200
Weather 6 31376 1500
Length 11 45764 1500
Tone 11 37184 1500
Shape 15 30119 1500
Activity 21 15639 1500
Sport Activity 21 13215 1500
Age 12 19594 1500
Pattern 18 14313 1500
Total 182 2072440 20100

Table 3.1: Question-template distribution over attributes

Answer Generation

The answer generation step involves two consecutive phases. Initially, we formulate the
reasoning steps in pseudocode (Figure 3.1) and produce the intermediate results for each line
of code using our designed parser (Figure 3.2). For each question template and reasoning
type, we have hand-coded the basic reasoning steps necessary to answer the query. Based
on the number of objects, relations, and attributes, our parser generates all intermediate
reasoning steps along with the answers. Finally, we combine all intermediate results to
come up with the answer. If any intermediate reasoning step results in "NONE', the nal
answer becomes’the question itself is problematic' indicating some objects, relations,
or attributes mentioned in the question text cannot be found in the image.

3.2.2 Dataset Analysis and Comparison

The VISREAS dataset consists of 113K images from the Visual Genome where each image
is annotated with dense descriptions of the scene stored in the scene graphs. We re ne
the existing scene graphs and generate 2,072,437M unique questions, twice the size of
current VQA datasets (Table 3.1), that combine features of multiple objects and their relations
and require the implementation of consecutive complex reasoning skills with an in-depth
understanding of object attributes and relations in the image. Our dataset covers 14 different
attributes and 114 diverse relations among 1703 different objects from real-life images. We
de ne ve major types of reasoning (Figure 3.3) while generating the corpus based on the
overall nature of the query template. Figure 12.1 shows details of the query structures along
with examples. However, the intermediate reasoning steps that are necessary to answer the
guery can be diverse and can combine all ve types of reasoning for a single query (as in
Figure 3.1). We combined the data set over 14 attributes and 5 reasoning types (section 12.1).

Compared to existing VQA tasks, VISREAS emphasizes creating longer reasoning chains
(multi-hop) with a larger number of objects (Figure 3.3). The average number of reasoning
hops for VISREAS is 1.42 (95% CI]1.415, 1.41Y), signi cantly higher than GQA (mean: 0.52;
95% CI:[0.517,0.519 and cLEVR (mean: 0.84; 95% CI1{0.839, 0.843. However, to limit the
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Figure 3.2: Semantic string parser. For every line of semantic string, we use regex and
string manipulation to extract operator and its arguments. We represent scene-graph in
adjacency list format and run the parsed operator to get formatted pseudocode and its
expected output.

guestion length and increase human readability (Figure 12.2), the majority of the questions
require at most two hops relation traversal for each object.

Re ecting on human clustering ability based on commonalities, consists of queries that
require consideration of multiple objects based on their attribute or relation similarities.
Therefore, unlike existing datasets, the majority of queries are composed of more than three
objects from the image. The average objects per question for is 3.91, which is higher than
both GQA (1.12) and cLEVR (1.63). Hence, requires multiple object detection and consecutive
reasoning to answer a single query (Figure 3.3). In addition, each query can have multiple
attributes associated with it (Figure 12.3a). For example, in question, "What is the common
material among the silver and blue utensils?' , both <material> and <color> attributes
are needed to be considered for answer generation that involves multiple attribute Itering
along with the associated objects.

In contrast to other spatial reasoning datasets that focus primarily on one-hop relation
traversals (Bottom left of Figure 3.3), we explore two ways of novel traversals: (1) Star
Relation: The target object shares multiple relations with other objects (e.g. is the center of
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Figure 3.3: Overview of VISREAS statistics. (Top left) The dataset covers 14 attributes in
a balanced ratio. (Top right) It consists of ve reasoning types of queries in a balanced
distribution. (Bottom left) Comparison of multi-hop relation traversal for different VQA
datasets. Majority questions of VISREAS require multi-hop traversal compared to others.
(Bottom right) Comparison of number of objects mentioned in the question for different
datasets where VISREAS questions contain larger amount of objects.

Figure 3.4: VISREAS contains two types of relation traversals. Star relation states a single
object that shares multiple relations with other objects (Left). Chain relation states multiple
objects that share a single relation with each other (Right).
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the star and other objects are connected to it with a relation — Figure 3.4 left), and (2) Chain
Relation: The target object is related to an object that is related to another object and the
relation traversal is linear (Figure 3.4 right). The inclusion of these traversals adds multi-hop
complexity to the corpus and makes the each-step veri cation process harder for unanswerable
guestions (as Figure 12.5).

3.3 Visual Reasoning with Structured Data

Figure 3.5: Overview of LOGIC2VISION. In Pseudocode Generation phase, we generate
pseudocode which outlines the reasoning steps. During Pseudocode-Guided Reasoning,
the pseudocodes along with the question and image are provided to the model. The model
executes all intermediate pseudocodes to arrive at the nal answer.

In recent years, LLMS combined with code generation and chain-of-thought prompting have
shown impressive performance in complex reasoning by generating intermediate reasoning
steps before inferring the answer Zhang et al. (2023c); Suris et al. (2023). However, these
frameworks are often prone to hallucinations of LLMs and are too restricted in terms of
reasoning they can perform and dependent on expensive external modules to execute the
reasoning Zhang et al. (2023b); Suris et al. (2023). To address these limitations and elicit the
reasoning capability of vLMS, we propose , a two-stage VQA framework that (1) plans the
necessary reasoning steps using the question and (2) executes the plan with the help of an
image leveraging the SOTA vLM (Figure 3.5).

3.3.1 Pseudocode Generation

Given a natural language question, this module generates a consecutive set of reasoning
steps as pseudocodes. For training our pseudocode generation model, we take advantage of
the existing VQA dataset: GQA as it provides a semantic string that decomposes the question
into a sequence of reasoning steps. For instance, the semantic string for the question’ls
there a red apple on the table?" would be “select: table ! relate: on, subject,

apple ! exist: ?* . We build a custom parser (Figure 3.2) that converts each line of GQA
semantic string to pseudocode and extracts all the intermediate expected outputs along
with the nal answer from the scene graph. The parsed (pseudocode, output) pairs serve
as a rationale to solve the question (Figure 12.4). For the pseudocode generation, we use
an instruction netuned viICUNA-13B Chiang et al. (2023) model which has shown good
performance across various language tasks including code generation. We netune VICUNA
using LoRA on (question, pseudocode) pairs Hu et al. (2022) to generate the pseudocode
for a given question. The netuned model achieves 98.6% METEOR Banerjee & Lavie (2005)
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