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Abstract

The rapid growth in the areas of language generation and reasoning has been significantly facili-
tated by the availability of user-friendly libraries wrapped around large language models. These
solutions often rely on the Seq2Seq paradigm, treating all problems as text-to-text transformations.
While convenient, this approach faces limitations in practical deployments: brittleness when
handling complex problems, the absence of feedback mechanisms, and an inherent black-box
nature hindering model interpretability.

This thesis presents techniques to address these limitations by integrating structured elements
into the design and operation of language models. Structure, in this context, is defined as the
organization and representation of data in systematic, hierarchical, or relational ways, along with
incorporating structural constraints into the learning and reasoning processes. These elements
are integrated at different model development and deployment stages: training, inference, and
post-inference. During training, we present techniques for training a graph-assisted question-
answering model, and discovering orders that help in effectively generating sets as sequences. In
the inference stage, we present techniques for incorporating structure by leveraging code as an
intermediate representation. For the post-inference stage, we introduce methods that integrate a
memory to allow the model to leverage feedback without additional training.

Together, these techniques demonstrate that conventional text-in-text-out solutions may fail to
leverage beneficial structural properties apparent to model stakeholders. Incorporating structures
in the model development process requires a careful look at the problem setup, but often relatively
straightforward implementation can pay significant dividends—a little structure goes a long way.

We conclude by positing that the next generation of AI systems will treat LLMs as powerful
kernels upon which flexible inference procedures can be built to enhance complex reasoning.
This approach, driven by the concept of inference-time compute, has the potential to significantly
improve the problem-solving capabilities of AI.
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Chapter 1

Introduction

1.1 Background and Motivation

Next-token prediction is surprisingly expressive. In theory, a wide range of complex structures,
including text, code, and proteins can be generated incrementally by generating one piece ortoken
at a time.

It is therefore unsurprising that with the broad availability of user-friendly libraries for text-
generation and reasoning, numerous tasks have been successfully framed within the seq2seq
framework [Radford, 2018, Raffel et al., 2020a, Yangfeng Ji and Celikyilmaz, 2020]. This
extends beyond tasks naturally suited to these paradigms, such as dialogue generation and
summarization [Zhang et al., 2020b, Gehrmann et al., 2021b], to include tasks not traditionally
associated with language models, like protein sequence prediction [Gómez-Bombarelli et al.,
2018], graph generation [You et al., 2018], program synthesis [Nijkamp et al., 2022a, Chen et al.,
2021b, Wang et al., 2021], and structured-commonsense reasoning [Bosselut et al., 2019].

While adapting tasks to �t existing tools is generally not recommended1, the ease and accessi-
bility of these libraries [Paszke et al., 2017, Wolf et al., 2019] can sometimes lead to overlooking
the inherent trade-offs and limitations associated with using such out-of-the-box solutions. Often,
developers only need to provide their input data in a prescribed format (e.g., a �le of comma-
separated input and output values), with the libraries handling the remaining steps. The simplicity
of libraries facilitates quick implementation and experimentation. However, this convenience
comes with a trade off.

1.1.1 Limitations of current LLM setups

In this thesis, we argue that recognizing and addressing these trade-offs is crucial for the practical
and challenging deployments of text-generation and reasoning frameworks. These shortcomings
include the brittleness of such frameworks in handling complex problems, the lack of mechanisms
for receiving feedback, and their opaque, black-box nature [Ortega et al., 2021]. Our goal is
to delve into these issues and explore potential solutions that can enhance the practicality and

1“To a man with a hammer, everything looks like a nail.- Mark Twain
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robustness of text-generation and reasoning frameworks in real-world applications. We elaborate
on these challenges next.

(1) The ability to provide feedback: Feedback is crucial for tailoring model outputs to user
preferences and improving the overall user experience. However, current Seq2Seq models are
not designed to receive direct feedback, making it challenging for users to in�uence or guide the
model's output [Kreutzer et al., 2018, Jaques et al., 2019].

The ability to provide feedback would enable more interactive and user-driven outcomes,
allowing for better customization and improved overall performance. For instance, in a dialogue
system, a user looking for Italian restaurants in New York City might want to clarify or correct
information provided by the Seq2Seq model. If the model suggests an incorrect location, there is
no easy way for the user to give feedback and guide the model towards the desired answer. Worse,
without an ability to retain the feedback, the model will continue to repeat the same mistake.

Several approaches have been proposed to address this issue, such as reinforcement learning
from human feedback [Kreutzer et al., 2018, Jaques et al., 2019], actor-critic algorithms for
sequence prediction [Bahdanau et al., 2017], and supervised learning [Stiennon et al., 2020,
Ouyang et al., 2022b]. However, these methods often require additional training or substantial
amounts of data, making them less suitable for few-shot learning or scenarios with limited data
availability. Despite these advances, there remains a signi�cant research gap in developing
practical and ef�cient feedback mechanisms for Seq2Seq models in the context of few-shot
learning. In this thesis, we aim to investigate this gap and explore novel methods that can
effectively incorporate user feedback without the need for re-training, thereby enhancing the
performance and adaptability of Seq2Seq models in real-world applications with limited data
availability.

(2) Brittleness due to mismatched representations: A major challenge faced by Seq2Seq
models is their brittleness when dealing with inputs or outputs that signi�cantly deviate from the
textual data they were trained on. This limitation can result in poor performance when applied to
unconventional tasks or domains that require representations different from those encountered
during training [Lake et al., 2017, Ratner et al., 2017]. Developing models capable of handling
diverse and mismatched representations would not only improve their generalization capabilities
but also expand their applicability to a broader range of tasks.

For example, a Seq2Seq model trained on a large corpus of English text might be ill-suited
for handling input or output in a domain-speci�c language, such as mathematical equations or
computer code. Addressing this gap in handling mismatched representations is essential for
creating more versatile and robust Seq2Seq models that can adapt to a variety of real-world
scenarios and tasks [Graber et al., 2018].

(3) Failure to utilize structure inherent in the data: A signi�cant limitation of vanilla
Seq2Seq models is their tendency to treat input and output data as unstructured sequences, often
ignoring any underlying structure or patterns that could be exploited to enhance the model's
understanding and generation capabilities [Bastings et al., 2017]. Incorporating domain-speci�c
knowledge, structure, or constraints into the model architecture or training process would en-
able more accurate, ef�cient, and coherent output generation, leading to better performance in
specialized tasks or domains.

2



Key Capabilities for Human-Like Text Generation and Reasoning

A common argument in favor of the simplicity of the next-token prediction objective is its
perceived similarity to how humans process and generate language [Heilbron et al., 2022].
However, human reasoning exhibits nuances that current models struggle to replicate. A few
examples highlight these limitations:

1. Generating Multiple Candidates: Humans often create and evaluate multiple options, a
process not inherent in standard LLM outputs.

2. Iterative Generation: In tasks like writing, humans engage in an iterative process of review
and re�nement instead of one-shot generation done byLLM s.

3. Contextual and World Knowledge: Human communication relies on broader knowledge
and contextual information beyond the immediate textual data.

4. Tool Usage:Humans use various tools to accomplish tasks. Crucially, humans realize when
a speci�c tool is required.

5. Question Reframing: Humans often rephrase the question and retry.

6. Prioritizing Simpler Tasks: A common human problem-solving strategy involves tackling
a problem's simpler parts �rst.

The examples share a common theme: the need to move beyond simplistic input/output
relationships.LLM s offer remarkable capabilities, but to address the full spectrum of tasks, they
need to be enhanced with more complex reasoning processes. This need is re�ected in the rise
of few-shot prompting techniques, where strategies like search, self-re�nement, and tool usage
are used to augment these models. Many of these techniques implicitly introduce elements of
structure, explained next.

1.1.2 Infusing Structure: contribution of this thesis

Certain problems may offer an inherent structure that can be exploited for interpretability or
effectiveness. For example, while solving commonsense reasoning questions, it may be useful to
additionally condition the result on a knowledge graph that captures relevant relationships and
dependencies [Han et al., 2020]. Addressing this gap and developing methods to incorporate
structural information into Seq2Seq models has the potential to signi�cantly improve their
performance and applicability across a wide range of domains and tasks [Zhang et al., 2019a,c].

Structure is an ambiguous term with multiple interpretations within the �eld of AI [Newell
et al., 1972, Russell, 2010]. For the purpose of this thesis, we adopt a broad perspective of structure
that includes not only its use in organizing training data [Bengio et al., 2013, Schmidhuber, 2015],
but also its role in the entire model development and deployment lifecycle, from enhancing
training and inference outcomes [Vaswani et al., 2017, Devlin et al., 2019, Lake et al., 2017], to
post-inference adjustments that increase the effectiveness of the �nal results [Nye et al., 2021b,
Dohan et al., 2022].
De�nition 1 (Structure). In the context of Structure-Enhanced Generation and Reasoning, the
termstructurerefers to:

3



Figure 1.1: Overview of this thesis proposal: the goal of this thesis is to integrate structure in the
model development and deployment pipeline.

a. Organization and representation of data, knowledge, or information in a systematic, hierar-
chical, or relational way [Pearl et al., 2000, Bengio et al., 2013, Hovy et al., 2013]. This
helps capture the underlying relationships and dependencies between different elements,
making it easier for AI systems to understand, generate, and reason with natural language.
For example, organizing a knowledge graph to represent relationships between entities in a
domain.

b. Leveraging the inherent structure present in the data or problem domain to optimize out-
comes [Bahdanau et al., 2015a, Vaswani et al., 2017, Battaglia et al., 2018]. This involves
using the structural properties of data or knowledge to improve reasoning, decision-making,
or generation, as well as enhance the ef�ciency, interpretability, or scalability of AI systems.
For example, using the structure of a parse tree to guide the generation of grammatically
correct sentences.

Note that this de�nition goes beyond the traditional de�nition of structure that focuses on the
arrangement of data and includes the process in the de�nition. Thus, our de�nition of structure
encompasses both the structuring of data and the process itself.

4



(a) Infusing Structure in Data (Part I) (b) Structure-Enhanced Modeling (Part II)

(c) Exploiting Structure during Inference (Part III) (d) Post-Inference LLM Enhancements (Part IV)

Figure 1.2: Examples from the four parts of the thesis: (a) Infusing Structure in Data for
Finetuning, (b) Structure-Enhanced Modeling, (c) Exploiting Structure during Inference, and (d)
Post-Inference Enhancements for LLMs.
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1.2 Thesis Overview

This thesis investigates the signi�cance of structure in contemporary language generation and
reasoning models. The thesis is organized into four parts:

• Part I: Infusing Structure in Data for Finetuning covers three chapters that explore
advanced applications of large language models (LLMs) in various tasks.

Chapter 2 examines event-level temporal graph generation for documents using LLMs
(NAACL 2021). It presents the �rst study on using LLMs for automated generation of
event-level temporal graphs for documents and demonstrates the effectiveness of the
approach.

Chapter 3 introducesSETAUG, a novel algorithm for conditional set generation that
effectively leverages order-invariance and cardinality properties (EMNLP 2022). By
training sequence-to-sequence models on augmented data, this method achieves sig-
ni�cant improvements across multiple benchmark datasets.

• Part II: Structure-Assisted Modeling delves into structure-enhanced generation and
reasoning.

Chapter 5 focuses on text style transfer (ACL 2020) and proposes techniques for
effective and interpretable style transfer without parallel data. The two-step process
improves both performance and interpretability.

Chapter 6 investigates structured situational reasoning using graphs (ACL 2021,
EMNLP 2021). It proposes a hierarchical mixture of experts model that learns to
effectively condition on input noisy graphs for improved reasoning.

• Chapter 4 proposes a method for targeted algorithmic optimizations in programs using LLMs
and a dataset of program trajectories (preliminary dataset verison accepted at DL4C 2022).
This work is in progress and aims to improve the optimization process of programming
tasks.

• Part III: Leveraging Structure during Inference explores approaches in graph generation,
structured commonsense reasoning, and program-aided language models.

Chapter 7 introducesCOCOGEN, a novel approach for structured commonsense rea-
soning using large language models (EMNLP 2022). It treats structured commonsense
reasoning tasks as code generation tasks, allowing pre-trained LMs of code to perform
better as structured commonsense reasoners.

Chapter 8 presents the Program-Aided Language models (PAL) approach, which
leverages large language models for problem understanding and decomposition while
outsourcing the solution step to a runtime (ICML 2023). This approach leads to
improved performance in arithmetic and symbolic reasoning tasks.

• Part IV: Post-Inference Enhancements for LLMs examines two chapters focused on
enhancing large language models (LLMs) through user interactions and iterative re�nement.

Chapter 9 presentsMEMPROMPT, an approach that pairs GPT-3 with a memory of user
feedback for improved accuracy across diverse tasks (EMNLP 2022, NAACL 2022).

6



By pairing GPT-3 with a growing memory of recorded misunderstandings and user
feedback for clari�cation, the system can generate enhanced prompts for new queries
based on past user feedback. A variant ofMEMPROMPT, calledFB-NET, leverages
feedback to �x mistakes in the outputs of a �ne-tuned model for structured generation
and was accepted at NAACL 2022.

Chapter 10 introduces SELF-REFINE, a framework for iteratively re�ning LLM
outputs by generating multi-aspect feedback, demonstrating signi�cant improvements
over direct generation in various tasks. The proposed work aims to extend Self-Re�ne
by integrating planning approaches.

Part Work Status
Part I Event-level temporal graph genera-

tion
NAACL 2021

Conditional set generation
(SETAUG)

EMNLP 2022

Performance-Improving Code Edits ICLR 2024
Part II TAGGEN ACL 2020

Graph-conditioned audio generation ASRU 2021
Structured situational reasoning ACL 2021, EMNLP 2021

Part III Graph generation (FLOWGEN) Dynn @ ICML 2022
Structured commonsense reasoning
(COCOGEN)

EMNLP 2022

Program-Aided Language models
(PAL)

ICML 2023

Part IV User feedback memory
(MEMPROMPT, FB-NET)

EMNLP 2022, NAACL 2022

Self-Re�ne Neurips 2023

Table 1.1: Thesis Status
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Part I

Infusing Structure in Data for Finetuning
Before starting with the �ne-tuning process, it is essential to leverage domain knowledge to

introduce structure in the data used for �ne-tuning. This approach requires minimal changes to the
input data while retaining the original modeling process. However, these strategic modi�cations
can signi�cantly improve model performance. By incorporating inductive biases based on domain
knowledge, which may not be inherently accessible to the model, we can enhance the usefulness
of the same data during �ne-tuning.

In this chapter, we discuss the following three works that exemplify the bene�ts of introducing
structure in �ne-tuning data using domain knowledge:

1. Contextualized Temporal Event Graphs: Converts the problem of temporal graph extrac-
tion (Chapter 2).

2. Conditional Set Generation usingSEQ2SEQmodels (Chapter 3).

3. Chapter 4 Large Pre-trained Language Models for Program Optimization: This chapter
proposes to generate targeted edits to optimize programs algorithmically. The primary
objective is to identify pairs of slow and fast programs, analyze their differences, and
subsequently train an optimization model utilizing that information.

8



Chapter 2

Neural Language Modeling for
Contextualized Temporal Graph
Generation

2.1 Introduction

Figure 2.1: Task overview: given a document (left), automatically extract a temporal graph (right).

Temporal reasoning is crucial for analyzing the interactions among complex events and
producing coherent interpretations of text data Duran et al. [2007]. There is a rich body of
research on the use of temporal information in a variety of important application domains,
including topic detection and tracking Makkonen et al. [2003], information extraction Ling and
Weld [2010], parsing of clinical records Lin et al. [2016], discourse analysis Evers-Vermeul et al.
[2017], and question answering Ning et al. [2020].
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Graphs are a natural choice for representing the temporal ordering among events, where the
nodes are the individual events, and the edges capture temporal relationships such as “before”,
“after” or “simultaneous”. Representative work on automated extraction of such graphs from
textual documents includes the early work by Chambers and Jurafsky [2009], where the focus
is on the construction of event chains from a collection of documents, and the more recent
CAEVO Chambers et al. [2014] and Cogcomptime Ning et al. [2018], which extract a graph for
each input document instead. These methods focus on rule-based and statistical sub-modules to
extract verb-centered events and the temporal relations among them.

As an emerging area ofNLP, large scale pre-trained language models have made strides
in addressing challenging tasks like commonsense knowledge graph completion Bosselut et al.
[2019] and task-oriented dialog generation Budzianowski and Vulić [2019]. These systems
typically �ne-tune large language models on a corpus of a task-speci�c dataset. However, these
techniques have not been investigated for temporal graph extraction.

This work focuses on the problem of generation of an event-level temporal graph for each
document, and we refer to this task ascontextualizedgraph generation. We address this open
challenge by proposing a novel reformulation of the task as a sequence-to-sequence mapping
problem Sutskever et al. [2014], which enables us to leverage large pre-trained models for our
task. Further, different from existing methods, our proposed approach is completely end-to-end
and eliminates the need for a pipeline of sub-systems commonly used by traditional methods.

We also address a related open challenge, which is a prerequisite to our main goal: the
dif�culty of obtaining a large quantity of training graphs with human-annotated events and
temporal relations. To this end, we automatically produce a large collection of document-graph
pairs by usingCAEVO [Chambers et al., 2014], followed by a few rule-based post-processing
steps for pruning and noise reduction. We then encode the graph in each training pair as a string
in the graph representation formatDOT, transforming the text-to-graph mapping into sequence-to-
sequence mapping. We �ne-tuneGPT-2 on this dataset of document-graph pairs, which yields
large performance gains over strong baselines on system generated test set and closely matches or
even outperformsCAEVO on TimeBank-Dense Cassidy et al. [2014] on multiple metrics. Figure 1
shows an example of the input document and the generated graph by our system.

As an additional contribution, this work demonstrates the feasibility of knowledge distillation
from complex, multi-step tools. By generating a dataset using a tool likeCAEVO and �ne-tuning a
language model on it, we successfully distill knowledge about event identi�cation and temporal
relation extraction. The model effectively combines its general world understanding gained during
pre-training with the task-speci�c knowledge encoded by the traditional tool. This approach has
the potential to be broadly applicable in other domains where complex tools can be used to create
datasets for �ne-tuning large language models.

2.2 Deriving Large-scale Dataset for the Temporal Graph Gen-
eration

De�nitions and Notations: Let G(V ; E) be a temporal graph associated with a documentD ,
such that verticesV are the events in documentD , and the edgesE are temporal relations (links)
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between the events. Every temporal link inE takes the formr (eq; et ) where the query eventeq

and the target eventet are inV , andr is a temporal relation (e.g., before or after). In this work,
we undertake two related tasks of increasing complexity: i) Node generation, and ii) Temporal
graph generation:

Task 1: Node Generation: Let r (eq; et ) be an edge inE. LetCr be the set of sentences in the
documentD that contains the eventseq or et or are adjacent to them. Given a query consisting of
Cr , r , andeq, generateet .

Task 2: Temporal Graph Generation: Given a documentD , generate the corresponding
temporal graphG(E; V ).

Figure 2.1 illustrates the two tasks. Task 1 is similar to knowledge base completion, except that
the output eventseq are generated, and not drawn from a �xed set of events. Task 2 is signi�cantly
more challenging, requiring the generation of both the structure and semantics ofG.

The training data for both the tasks consists of tuplesf (x i ; yi )gN
i =1 . For Task 1,x i is the

concatenation of the query tokens(Cr ; eq; r ), andyi consists of tokens of eventet . For Task 2,x i

is thei th documentD i , andyi is the corresponding temporal graphG i .
We use the New York Times (NYT) Annotated Corpus1 to derive our dataset of document-

graph pairs. The corpus has 1.8 million articles written and published byNYT between 1987
and 2007. Each article is annotated with a hand-assigned list of descriptive terms capturing
its subject(s). We �lter articles with one of the following descriptors:f “bomb”, “terrorism”,
“murder”, “riots”, “hijacking”, “assassination”, “kidnapping”, “arson”, “vandalism”, “hate crime”,
“serial murder”, “manslaughter”, “extortion”g, yielding 89,597 articles, with a total of 2.6 million
sentences and 66 million tokens. For each documentD , we useCAEVO Chambers et al. [2014]
to extract the dense temporal graph consisting of i) the set of verbs, and ii) the set of temporal
relations between the extracted verbs.CAEVO extracts six temporal relations: before, after,
includes, is included, simultaneous, and vague.
Datasets for Task 1 and Task 2After running the pruning and clustering operations outlined
above on 89k documents, we obtain a corpus of over 890,677 text-graph pairs, with an average of
120.31 tokens per document, and 3.33 events and 4.91 edges per graph. These text-graph pairs
constitute the training data for Task 2. We derive the data for Task 1 from the original (undivided)
89k graphs (each document-graph pair contributes multiple examples for Task 1). In Task 1 data,
nearly 80% of the queries(Cr ; eq; r ) had a unique answeret , and nearly 16% of the queries had
two different trueet . We retain examples with multiple trueet in the training data because they
help the model learn diverse temporal patterns that connect two events. For fairness, we retain
such cases in the test set. Table 2.1 lists the statistics of the dataset. The splits were created using
non-overlapping documents.

2.2.1 Graph Representation

We use language models to generate each graph as a sequence of tokens conditioned on the
document, thus requiring that the graphs are represented as strings. We useDOT language Gansner
et al. [2006] to format each graph as a string. While our method does not rely on any speci�c
graph representation format, we useDOT as it supports a wide variety of graphs and allows

1https://catalog.ldc.upenn.edu/LDC2008T19
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Task train valid test

Task 1 4.26 0.54 0.54

Task 2 0.71 0.09 0.09

Table 2.1: Dataset statistics (counts in million).

augmenting graphs with node, edge, and graph level information. Further, graphs represented
in DOT are readily consumed by popular graph libraries like NetworkX Hagberg et al. [2008b],
making it possible to use the graphs for several downstream applications. Figure 2.2 shows an
example graph and the correspondingDOT code. The edges are listed in the order in which their
constituent nodes appear in the document. This design choice was inspired by our �nding that a
vast majority of temporal links exist between events that are either in the same or in the adjoining
sentence (this phenomenon was also observed by Ning et al. [2017]). Thus, listing the edges in
the order in which they appear in the document adds a simple inductive bias of locality for the
auto-regressive attention mechanism, whereby the attention weightsslidefrom left to right as the
graph generation proceeds. Additionally, a �xed order makes the problem well de�ned, as the
mapping between a document and a graph becomes deterministic.

Figure 2.2: Temporal graph and the correspondingDOT representation for the sentence:Roma
clashed �ercely with the police, leading to arrests in which Roma activists said excessive force
was used.

2.3 Model

The training dataX for both Tasks 1 and 2 comprises of tuplesf (xx i ; xyi )gN
i =1 . For task 1 (node

generation),xx i the concatenation of context, the source, node, and the relation. The targetxyi

consists of the tokens of the target event. For task 2 (graph generation),xx i is a document andxyi is
the corresponding temporal graph represented inDOT. We train a (separate) conditional language
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Method Dataset BLEU MTR RG ACC

SEQ2SEQ TG-Gen (-C) 20.20 14.62 31.95 19.68
SEQ2SEQ TG-Gen 21.23 16.48 35.54 20.99
GPT-2 TG-Gen (-C) 36.60 25.11 43.07 35.07
GPT-2 TG-Gen 62.53 43.78 69.10 61.35

SEQ2SEQ TB-Dense (-C) 11.55 9.23 21.87 10.06
SEQ2SEQ TB-Dense 16.68 12.69 27.75 13.97
GPT-2 TB-Dense (-C) 22.35 15.04 27.73 20.81
GPT-2 TB-Dense 52.21 35.69 57.98 47.91

Table 2.2: Node Generation (task 1) results.

model to solve both the tasks. Speci�cally, given a training corpus of the formf (xx i ; xyi )g,
we aim to estimate the distributionp� (xyi j xx i ). Given a training example(xx i ; xyi ) we set
xui = xx i kxyi

2. p� (xui ) can then be factorized as a sequence of auto-regressive conditional
probabilities using the chain rule:p� (xui ) =

Q n
k=1 p(ui;k jxui;<k ), whereui;k denotes thekth

token of thei th sequence, andxui;<k denotes the sequence of tokensf u1; u2; :::; uk� 1g. Language
models are typically trained by minimizing a cross-entropy loss� logp� (xui ) over each sequence
xui in X . However, the cross-entropy loss captures the joint distributionp� (xx i ; xyi ), and is not
aligned with our goal of learning conditional distributionp� (xyi j xx i ). To circumvent this, we
train our model by masking the loss terms corresponding to the inputxx i , similar to Bosselut
et al. [2019]. Letxmi be a mask vector for each sequencexui , set to0 for positions corresponding
to xx i , and1 otherwise i.e.mi;j = 1 if j > jxx i j, else 0. We combine the mask vector with our
factorization ofp� (xui ) to formulate amaskedlanguage modeling lossL , which is minimized
over the training corpusX to estimate the optimal� :

L (X ) = �
jX jX

i =1

jx i j+ jyi jX

j =1

mi;j � log (p� (ui;j jxui;<j ))

Note that the formulation of masked loss is opaque to the underlying architecture, and can be
implemented with a simple change to the loss function. In practice, we useGPT-2 Radford et al.
[2019] based on transformer architecture Vaswani et al. [2017] for our implementation. Having
trained ap� for each task, we generate a node (xy) given a query (xx) (for Task 1), or a graph (xy)
given a document (xx) (for Task 2) by drawing samples from the appropriatep� (xy j xx) using
nucleus sampling Holtzman et al. [2020]. We provide more details of our training procedure and
the architecture in the Appendix (A.3).
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2.4 Experiments and Results

2.4.1 Evaluation Datasets

We evaluate our method on two different datasets: i)TG-Gen: Test split of synthetically created
dataset (Section 2.2), and ii)TB-Dense:A mixed-domain corpus, with human-annotated temporal
annotations. We create TB-Dense from the test splits of TimeBank-Dense Cassidy et al. [2014]
by applying the same pre-processing operations as we did for TG-Gen. TB-Dense forms a very
challenging dataset for our task because of domain mismatch; our system was trained on a corpus
of terrorism-related events, whereas TB-Dense includes documents from a wide array of domains,
forming a zero-shot evaluation scenario for our method.

SEQ2SEQ: We train a bi-directionalLSTM Hochreiter and Schmidhuber [1997] based sequence-
to-sequence model Bahdanau et al. [2015b] with global attention Luong et al. [2015] and a
hidden size of 500 as a baseline to contrast withGPT-2. The token embeddings initialized using
300-dimensional pre-trained Glove Pennington et al. [2014].

2.4.2 Task 1: Node Generation

Paragraph: Mr. Grier, a former defensive lineman for the New York Giants
who wasordainedas a minister in 1986,testi�ed on Dec. 9 that he had
visitedMr. Simpson a month earlier

Table 2.3: An example ofGPT-2 �xing the label given byCAEVO. Given a queryeventafter “Mr.
Grier visited”, CAEVO incorrectly extractsMr. Grier ordained, whereasGPT-2 generates the
correct event:Mr. Grier testi�ed.

Metrics Given a query(Cr ; eq; r ), with Cr being the context (sentences containing eventseq; et

and their neighboring sentences) andeq as the source event, Task 1 is to generate a target eventet

such thatr (eq; et ). We format each query as “In the context ofC, what happensr eq?”. We found
formatting the query in natural language to be empirically better. Letêt be the system generated
event. We compareet vs. êt usingBLEU Papineni et al. [2002],METEOR Denkowski and Lavie
[2011], andROUGELin [2004]3, and measure the accuracy (ACC) as the fraction of examples
whereet = êt .

Results on TG-GenThe results are listed in Table 2.2. Unsurprisingly,GPT-2 achieves high
scores across the metrics showing that it is highly effective in generating correct events. To
test the generative capabilities of the models, we perform an ablation by removing the sentence
containing the target eventet from Cr (indicated with-C). Removal of context causes a drop in
performance for bothGPT-2 andSEQ2SEQ, showing that it is crucial for generating temporal

2k denotes concatenation
3Sharma et al. [2017],https://github.com/Maluuba/nlg-eval
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events. However,GPT-2 obtains higher relative gains with context present, indicating that it uses
its large architecture and pre-training to use the context more ef�ciently.GPT-2 also fares better
as compared withSEQ2SEQ in terms of drop in performance for the out-of-domain TB-Dense
dataset on metrics like accuracy (� 21%vs. � 33%) andBLEU (� 16%vs. � 21%), indicating that
pre-training makes helpsGPT-2 in generalizing across the domains.
Human Evaluation To understand the nature of errors, we analyzed 100 randomly sampled incor-
rect generations. For 53% of the errors,GPT-2 generated a non-salient event which nevertheless
had the correct temporal relation with the query. Interestingly, for 10% of the events, we found
thatGPT-2 �xed the label assigned byCAEVO (Table 2.3), i.e.,et was incorrect but̂et was correct.

2.4.3 Task 2: Graph Generation

Dataset BLEU MTR RG DOT%

SEQ2SEQ TG-Gen 4.79 15.03 45.95 86.93
GPT-2 TG-Gen 37.77 37.22 64.24 94.47

SEQ2SEQ TB-Dense 2.61 12.76 28.36 89.31
GPT-2 TB-Dense 26.61 29.49 49.26 92.37

Table 2.4: Graph string metrics.

Dataset vP vR vF1 eP eR eF1

SEQ2SEQ TG-Gen 36.84 24.89 28.11 9.65 4.29 4.70
GPT-2 TG-Gen 69.31 66.12 66.34 27.95 25.89 25.22

SEQ2SEQ TB-Dense 24.86 15.25 17.99 4.7 0.14 0.24
CAEVO TB-Dense 37.5379.83 48.96 7.95 14.62 8.96
GPT-2 TB-Dense45.96 48.44 44.97 8.74 8.89 7.96

Table 2.5: Graph semantic metrics.

Metrics Let G i (V i ; E i ) andĜ i (V̂ i ; Ê i ) be the true and the generated graphs for an examplei in
the test corpus. Please recall that our proposed method generates a graph from a given document
as a string inDOT. Let xyi andxŷi be the string representations of the true and generated graphs.
We evaluate our generated graphs using three types of metrics:
1. Graph string metrics: To comparexyi vs. xŷi , we useBLEU, METEOR, andROUGE, and also
measure parse accuracy (DOT%) as the % of generated graphsxŷi which are validDOT �les.

2. Graph structure metrics To compare the structures of the graphsG i vs. Ĝ i , we use i)
Graph edit distance (GED) Abu-Aisheh et al. [2015] - the minimum numbers of edits required to
transform the predicted graph to the true graph by addition/removal of an edge/node; ii) Graph
isomorphism (ISO) Cordella et al. [2001] - a binary measure set to1 if the graphs are isomorphic
(without considering the node or edge attributes); iii) The average graph size(jV i j; jE i j; jV̂ i j; jÊ i j)
and the average degree (d(V )).
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3. Graph semantic metrics: We evaluate the node sets (V i vs. V̂ i ) and the edge sets (E i

vs. Ê i ) to compare the semantics of the true and generated graphs. For every examplei , we
calculate node-set precision, recall, andF1 score, and average them over the test set to obtain
node precision (vP ), recall (vR), andF1 (vF ). We evaluate the predicted edge set using temporal
awareness UzZaman and Allen [2012], UzZaman et al. [2013]. For an examplei , we calculate

ei
P = jÊ �

i \ E i
+ j

jÊ �
i j

; ei
R = jÊ +

i \ E i
� j

jE i
� j where symbol+ denotes the temporal transitive closure Allen

[1983] of the edge set. Similarly,� indicates the reduced edge set, obtained by removing all the
edges that can be inferred from other edges transitively. TheF1 scoreei

F1
is the harmonic mean

of ei
P andei

R , and these metrics are averaged over the test set to obtain the temporal awareness
precision (eP ), recall (eR), andF1 score (eF1 ). Intuitively, the node metrics judge the quality of
generated events in the graph, and the edge metrics evaluate the corresponding temporal relations.

Results Tables 2.4, 2.6, and 2.5 present results for graph generation, and we discuss them next.

Dataset jV j jEj d(V ) GED # ISO "

True TG-Gen 4.15 5.47 1.54 0 100
SEQ2SEQ TG-Gen 2.24 2.23 1.12 6.09 32.49
GPT-2 TG-Gen 3.81 4.60 1.40 2.62 41.66

True TB-Dense 4.39 6.12 2.02 0 100
SEQ2SEQ TB-Dense 2.21 2.20 1.11 6.22 23.08
CAEVO TB-Dense 10.73 17.68 2.76 18.68 11.11
GPT-2 TB-Dense 3.72 4.65 1.75 4.05 24.00

Table 2.6: Graph structure metrics.

GPT-2 vs. SEQ2SEQ GPT-2 outperformsSEQ2SEQ on all the metrics by a large margin in
both �ne-tuned (TG-Gen) and zero-shot settings (TB-Dense).GPT-2 generated graphs are closer
to the true graphs in size and topology, as shown by lower edit distance and a higher rate of
isomorphism in Table 2.6. Both the systems achieve high parsing rates (DOT %), with GPT-2
generating validDOT �les 94.6% of the time. The high parsing rates are expected, as even
simpler architectures like vanilla RNNs have been shown to generate syntactically valid complex
structures like LATEXdocuments with ease Karpathy [2015].

GPT-2 vs. CAEVO We compare the graphs generated byGPT-2 with those extracted byCAEVO Cham-
bers et al. [2014]4 from the TB-Dense documents. We remove all the vague edges and the light
verbs from the output ofCAEVO for a fair comparison. Please recall thatCAEVO is the tool we used
for creating the training data for our method. Further,CAEVO was trained using TB-Dense, while
GPT-2 was not. Thus,CAEVO forms an upper bound over the performance ofGPT-2. The results
in Tables 2.5 and 2.6 show that despite these challenges,GPT-2 performs strongly across a wide
range of metrics, includingGED, ISO, and temporal awareness. Comparing the node-set metrics,

4https://github.com/nchambers/caevo
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Top 10 Verbs: found, killed, began, called, want,
took, came, used, trying, asked
Randomly Sampled Verbs:shooting, caused,
accused, took, conceived, visit, vowing, play,
withdraw, seems

Table 2.7: Verbs inGPT-2 generated graphs.

Query (C; eq; r ) et Explanation

The suspected car bombings...turning busy
streets...Which event happened before the sus-
pected car bombings?

many cars drove
Plausible:The passage men-
tions busy streets and car
bombing.

He...charged...killed one person. Which event
happened after he was charged?

He was acquitted
Somewhat plausible:An ac-
quittal is a possible outcome
of a trial.

Table 2.8: Sample open-ended questions and the answerset generated by our system. Note that
the answers generated by our systemet are complete event phrases (not just verbs).

we see thatGPT-2 leadsCAEVO by over eight precision points (vP ), but loses on recall (vR) as
CAEVO extracts nearly every verb in the document as a potential event. On temporal awareness
(edge-metrics),GPT-2 outperforms bothCAEVO andSEQ2SEQ in terms of average precision score
eP and achieves a competitiveeF1 score. These results have an important implication: they show
that our method can best or match a pipeline of specialized systems given reasonable amounts
of training data for temporal graph extraction.CAEVO involves several sub-modules to perform
part-of-speech tagging, dependency parsing, event extraction, and several statistical and rule-based
systems for temporal extraction. In contrast, our method involves no hand-curated features, is
trained end-to-end (singleGPT-2), and can be easily scaled to new datasets.

Node extraction and Edge Extraction The node-set metrics in Table 2.5 shows thatGPT-2
avoids generating noisy events (highP), and extracts salient events (highR). This is con�rmed
by manual analysis, done by randomly sampling 100 graphs from theGPT-2 generated graphs
and isolating the main verb in each node (Table 2.7). We provide several examples of generated
graphs in the Appendix. We note from Table 2.5 that the relative difference between theeF1 scores
for GPT-2 andSEQ2SEQ(25.22 vs. 4.70) is larger than the relative difference between theirvF1

scores (66.34 vs. 28.11), showing that edge-extraction is the more challenging task which allows
GPT-2 to take full advantage of its powerful architecture. We also observe that edge extraction
(eF1 ) is highly sensitive to node extraction (vF1 ); for GPT-2, a 27% drop invF1 (66.34 on TG-Gen
vs. 44.97 on TB-Dense) causes a 68% drop ineF1 (25.22 on TG-Gen vs. 7.96 on TB-Dense).
As each node is connected to multiple edges on average (Table 2.6), missing a node during the
generation process might lead to multiple edges being omitted, thus affecting edge extraction
metrics disproportionately.
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2.4.4 Answering for Open-ended Questions

A bene�t of our approach of using a pre-trained language model is that it can be used togenerate
an answer for open-ended temporal questions. Recently, Ning et al. [2020] introduced Torque, a
temporal reading-comprehension dataset. Several questions in Torque have no answers, as they
concern a time scope not covered by the passage (the question is about events not mentioned in
the passage). We test the ability of our system for generating plausible answers for such questions
out of the box (i.e., without training on Torque). Given a (passage, question) pair, we create a
query(C; eq; r ), whereC is the passage, andeq andr are the query event and temporal relation in
the question. We then use ourGPT-2 based model for node-generation trained without context
and generate an answeret for the given query. A human-judge rated the answers generated for
100 such questions for plausibility, rating each answer as beingplausible, somewhat plausible,
or incorrect. For each answer rated as eitherplausibleor somewhat plausible, the human-judge
wrote a short explanation to provide a rationale for the plausibility of the generated event. Out
of the 100 questions, the human-judge rated 22 of the generated answers as plausible and ten as
somewhat plausible, showing the promise of our method on this challenging task (Table 2.8).
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Figure 3.1: An illustrative task where given an inputx , the output is a set of emotions. Our
method �rst discovers a partial order graph (middle) in which speci�c labels (joy) come before
more general labels (pride). Listing the speci�c labels �rst gives the model more clues about the
rest of the set. Topological samples from this partial order graph are label sequences that can
be ef�ciently generated usingSEQ2SEQmodels. The size of each set is also added as the �rst
element for joint modeling of output with size.

Chapter 3

Conditional Set Generation with SEQ2SEQ

models

3.1 Introduction

Conditional set generation is the task of modeling the distribution of an output set given an input
sequence of tokens [Kosiorek et al., 2020]. SeveralNLP tasks are instances of set generation,
including open-entity typing [Choi et al., 2018, Dai et al., 2021], �ne-grained emotion classi�-
cation [Demszky et al., 2020], and keyphrase generation [Meng et al., 2017, Yuan et al., 2020,
Ye et al., 2021]. The recent successes of the pretraining-�netuning paradigm have encouraged
a formulation of set generation as aSEQ2SEQgeneration task [Vinyals et al., 2016, Yang et al.,
2018a, Meng et al., 2019, Ju et al., 2020].

In this paper, we posit that modeling set generation as a vanillaSEQ2SEQgeneration task is
sub-optimal, because theSEQ2SEQ formulations do not explicitly account for two key properties
of a set output:order-invarianceandcardinality. Forgoing order-invariance, vanillaSEQ2SEQ

generation treats a set as a sequence, assuming an arbitrary order between the elements it outputs.
Similarly, the cardinality of sets is ignored, as the number of elements to be generated is typically
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not modeled.
Prior work has highlighted the importance of these two properties for set output through loss

functions that encourage order invariance [Ye et al., 2021], exhaustive search over the label space
for �nding an optimal order [Qin et al., 2019, Rezato�ghi et al., 2018, Vinyals et al., 2016], and
post-processing the output [Nag Chowdhury et al., 2016]. Despite the progress, several important
gaps remain. First, exhaustive search does not scale with large output spaces typically found in
NLP problems, thus stressing the need for an optimal sampling strategy for the labels. Second,
cardinality is still not explicitly modeled in theSEQ2SEQsetting despite being an essential aspect
for a set. Finally, architectural modi�cations required for specialized set-generation techniques
might not be viable for modern large-language models.

We address these challenges with a novel data augmentation strategy. Speci�cally, we take
advantage of the auto-regressive factorization used bySEQ2SEQ models and (i) impose an
informativeorder over the label space, and (ii) explicitly modelcardinality. First, the label sets
are converted to sequences using informative orders by grouping labels and leveraging their
dependency structure. Our method imposes a partial order graph over the labels to ef�ciently
search for such informative orders over a combinatorial space, where the nodes are the labels,
and the edges denote the conditional dependence relations. We then generate the training data
with orders over the label set that are sampled by performing topological traversals over the
graph. Labels that are not constrained by dependency relations are augmented in different
positions in each sample, reinforcing the order-invariance. We then create an augmented training
dataset, where each input instance is paired with various valid label sequences sampled from the
dependency graph. Next, we jointly model a set with its cardinality by simply prepending the
set size to the output sequence. This strategy aligns with the current trend of very large language
models which do not lend themselves to architectural modi�cations but increasingly rely on the
informativeness of the inputs [Yang et al., 2020, Liu et al., 2021a].

Figure 3.1 illustrates the key intuitions behind our method using sample task where given an
input x (say a conversation), the output is a set of emotions (Y). While the original data may
contain various orderings of emotions, we discover that certain orderings are generally more
informative. Consider a case where one of the emotions isjoy, which leads to a more general
emotion ofpride. After �rst generatingjoy, the model can generatepride with certainty (joy leads
to pride in all samples). In contrast, the reverse order (generatingpride �rst) still leaves room
for multiple possible emotions (joy and love). The order[joy; pride] is thus more informative
than[pride; joy]. The cardinality of a set can also be helpful. In our example, joy contains two
sub-emotions, and love contains one. A model that �rst predicts the number of sub-emotions
can be more precise and avoid over-generation, a signi�cant challenge with language generation
models [Welleck et al., 2020, Fu et al., 2021]. We ef�ciently sample such informative orders from
the combinatorial space of all possible orders and jointly model cardinality by leveraging the
auto-regressive nature ofSEQ2SEQmodels.

Our contributions
(i) We show an ef�cient way to model sequence-to-set prediction as aSEQ2SEQ task by jointly
modeling the cardinality and augmenting the training data with informative sequences using our
novelTSAMPLE data augmentation approach. (§3.3.1, 3.3.2).
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(ii) We theoretically ground our approach: treating the order as a latent variable, we show that our
method serves as a better proposal distribution in a variational inference framework. (§3.3.1)

(iii) With our approach,SEQ2SEQmodels of different sizes achieve a� 20% relative improvement
on four real-world tasks, with no additional annotations or architecture changes. (§3.4).

3.2 Task

We are given a corpusD = f (x t ; Yt )gm
t=1 wherex t is a sequence of tokens andYt = f y1; y2; : : : ; ykg

is a set. For example, in multi-label �ne-grained sentiment classi�cation,x t is a paragraph, and
Yt is a set of sentiments expressed by the paragraph. We useyi to denote an output symbol,
[yi ; yj ; yk ] to denote an ordered sequence of symbols andf yi ; yj ; ykg to denote a set.

3.2.1 Set generation usingSEQ2SEQ model

Task Given a corpusf (x t ; Yt )gm
t=1 , the task of conditional set generation is to ef�ciently estimate

p(Yt j x t ). SEQ2SEQmodels factorizep(Yt j x t ) autoregressively (AR) using the chain rule:

p(Yt j x t ) = p(y1; y2; : : : ; yk j x t )

= p(y1 j x t )
kY

j =2

p(yj j x i ; y1 : : : yj � 1)

where the orderYt = [ y1; y2; : : : ; yk ] factorizes the joint distribution using chain rule. In
theory, any of thek! orders can be used to factorize the same joint distribution. In practice, the
choice of order is important. For instance, Vinyals et al. [2016] show that output order affects
language modeling performance when usingLSTM basedSEQ2SEQmodels for set generation.

Consider an example input-output pair(x t ; Yt = f y1; y2g). By chain rule, we have the
following equivalent factorizations of this sequence:p(Yt j x t ) = p(y1 j x )p(y2 j x ; y1) = p(y2 j
x )p(y1 j x ; y2). However, order-invariance is only guaranteed withtrue conditional probabilities,
whereas the conditional probabilities used to factorize a sequence areestimatedby a model from
a corpus. Further, one of the two factorizations might closely approximate the true distribution,
thus being a better choice.

3.3 Method

This section expands on two critical components of our system,TSAMPLE. Section 3.3.1 presents
TSAMPLE, a novel method to create informative orders over sets tractably. Section 3.3.2 presents
our method for jointly modeling cardinality and set output.

3.3.1 TSAMPLE : Adding informative orders for set output

SEQ2SEQ formulation requires the output to be in a sequence. Prior work [Vinyals et al., 2016,
Rezato�ghi et al., 2018, Chen et al., 2021e] has noted that listing the output in orders that have
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the highest conditional likelihood given the input is an optimal choice. Unlike these methods, we
sidestep exhaustive searching during training using our proposed approachTSAMPLE.

Our core insight is that knowing the optimal order between pairs of symbols in the output
drastically reduces the possible number of permutations. We thus impose pairwise order con-
straints for a subset of labels. Speci�cally, given an output setYt = y1; y2; : : : ; yk , if yi ; yj are
independent, they can be added in an arbitrary order. Otherwise, an order constraint is added to
the order between yi ; yj .

Learning pairwise constraints We estimate the dependence between elementsyi ; yj using
pointwise mutual information:pmi (yi ; yj ) = log p(yi ; yj )=p(yi )p(yj ). Here,pmi (yi ; yj ) > 0
indicates that the labelsyi ; yj co-occur more than would be expected under the conditions of
independence [Wettler and Rapp, 1993]. We usepmi (yi ; yj ) > � to �lter our such pairs of
dependent pairs, and perform another check to determine if the order between them should be
�xed. For each dependent pairyi ; yj , the order is constrained to be[yi ; yj ] (yj should come afteryi )
if logp(yj j yi ) � logp(yi j yj ) > � , and[yj ; yi ] otherwise. Intuitively,logp(yj j yi ) � logp(yi j
yj ) > � implies that knowledge that a set containsyi , increases the probability ofyj being present.
Thus, �xing the order to[yi ; yj ] will be more ef�cient for generating a set withf yi ; yj g.

Generating samples To systematically create permutations that satisfy these constraints, we
construct a topological graphGt where each node is a labely i 2 Yt , and the edges are determined
using thepmi and the conditional probabilities as outlined above (Algorithm 1). The required
permutations can then be generated as topological traversalsGt (Figure 3.2). We begin the
traversal from a different starting node to generate diverse samples. We call this methodTSAMPLE.
Our method of generating graphs avoids cycles by design (proof in B.4), and thus topological sort
remains well-de�ned. We show thatTSAMPLE can be interpreted as a proposal distribution in
variational inference framework, which distributes the mass uniformly over informative orders
constrained by the graph.

Do pairwise constraints hold for longer sequences? While TSAMPLE uses pairwise (and not
higher-order) constraints for ordering variables, we note that the pairwise checks remain relevant
with extra variables. First, dependence between pair of variables is retained in joint distributions
involving more variables (yi 6?? yj =) yi 6?? yj ; yk) for someyk 2 Y (Appendix B.1).
Further, ifyi ; yj ?? yk , then it can be shown thatp(yi j yj ) > p(yj j yi ) =) p(yi j yj ; yk) >
p(yj j yi ; yk) (Appendix B.2). The �rst property shows that the pairwise dependencies hold
in the presence of other set elements. The second property shows that an informative order
continues to be informative when additional independent symbols are added. Thus, using pairwise
dependencies between the set elements is still effective. Using higher-order dependencies might
be suboptimal for practical reasons: higher-order dependencies (or includingx t ) might not be
accurately discovered due to sparsity, and thus cause spurious orders.

Finally, we note that if all the labels are independent, then the order is guaranteed not to matter
(Lemma B.3. Thus, our method will only be useful when labels have some degree of dependence.
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Algorithm 1 Generating permutations forYt

Input : SetYt , number of permutationsn
Parameter: �; �
Output : n topological sorts overGt (V; E)

1: Let V = Yt ; E = ; .
2: for all yi ; yj 2 Yt do
3: if pmi (yi ; yj ) > � ; lg p(yi j yj ) � lg p(yj j yi ) > � then
4: E = E [ yj ! yi
5: end if
6: end for
7: return topo sort (Gt (V; E); n)

Complexity analysis Let Y be the label space,(x t ; Yt ) be a particular training example,N be
the size of the training set, andc be the maximum number of elements for any setYt in the input.
Our method requires three steps: i) iterating over training data to learn conditional probabilities
and pmi, and ii) given aYt , building the graphGt (Algorithm 1), and iii) doing topological
traversals overGt to create samples for(x t ; Yt ).

The time complexity of the �rst operation isO(Nc2): for each element of the training set,
the pairwise count for each pairyi ; yj and unigram count for eachyi is calculated. The pairwise
counts can be used for calculating joint probabilities. In principle, we needO(jYj2) space for
storing the joint probabilities. In practice, only a small fraction of the combinations will appear
jYj2 in the corpus.

Given a setYt , the graphGt is created inO(c2) time. Then, generatingk samples fromGt

requires a topological sort, forO(kc) (or O(c) per traversal). For training data of sizeN , the total
time complexity isO(Nck). The entire process of building the joint counts and creating graphs
and samples takes less than �ve minutes for all the datasets on an 80-core Intel Xeon Gold 6230
CPU.

Interpreting TSAMPLE as a proposal distribution over orders We show that our method
of augmenting permutations to the training data can be interpreted as an instance of variational
inference with the order as a latent variable, andTSAMPLE as an instance of a richer proposal
distribution.

Let � j be thej th order overYt (out of jYt j! possible orders� ), and� j (Yt ) be the sequence of
elements inYt arranged with order� j . Treating� as a latent random variable, the output distribu-
tion can then be recovered by marginalizing over� : logp� (Yt j x t ) = log

P
� z 2 � p� (� z(Yt ) j x t ),

� : logp� (Yt j x t ) = log
P

� z 2 � p� (Yt ; � z j x t ) wherep� is theSEQ2SEQconditional generation
model. While summing over� is intractable, standard techniques from the variational inference
framework allow us to write a lower bound (ELBO) on the actual likelihood:
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Figure 3.2: Our sampling methodTSAMPLE �rst builds a graphGt over the setYt , and then
samples orders fromGt using topological sort (topo sort ). The topological sorting rejects
samples that do not follow the conditional probability constraints.

logp� (Yt j x t ) = log
X

� z 2 �

p� (� z(Yt ) j x t )

� Eq� (� z ) [
logp� (� z (Yt ) j x t )

q� (� z )
]

| {z }
ELBO

= L(�; � )

In practice, the optimization procedure drawsk samples from the proposal distribution
q to optimize a weightedELBO [Burda et al., 2016, Domke and Sheldon, 2018]. Crucially,
q can be �xed (e.g., to uniform distribution over the orders), and in such cases only� are
learned (Appendix B.6).

TSAMPLE can thus be seen as a particular proposal distribution that assigns all the support to
the topological ordering over the label dependence graphs. We experiment with sampling from a
uniform distribution over the samples (referred to asRANDOM experiments in our baseline setup).
The idea of using an informative proposal distribution over space of structures to do variational
inference has also been used in the context of grammar induction [Dyer et al., 2016] and graph
generation [Jin et al., 2018, Chen et al., 2021e]. Our formulation is closest in spirit to Chen et al.
[2021e]. However, the set of nodes to be ordered is already given in their graph generation setting.
In contrast, we infer the order and the set elements jointly from the input.

3.3.2 Modeling cardinality

Let m = jYt j be the cardinality ofYt (or the number of elements inYt ). Our goal is to
jointly estimatem andYt (i.e.,p(m; Yt j x t )). Additionally, the model must use the cardinality
information for generatingYt . We add the order information at the beginning of the sequence
by converting a sample(x t ; Yt ) to (x t ; [jYt j; � (Yt )]), and then train ourSEQ2SEQ model as
usual fromx ! [jYt j; � (Yt )]. As SEQ2SEQmodels use autoregressive factorization, listing the
order information �rst ensures that the sequence factorizes asp([jYt j; � (Yt )] j x t ) = p(jYt j j
x t )p(� (Yt ) j jYt j; x t ). Thus, the generation ofYt is conditioned on the input and the cardinality
(note thep(� (Yt ) j jYt j; x t ) term).
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Why should cardinality help? Unlike models like deep sets [Zhang et al., 2019b],SEQ2SEQ

models are not restricted by the number of elements generated. However, adding cardinality
information has two potential bene�ts: i) it can help avoid over-generation [Welleck et al.,
2020, Fu et al., 2021], and ii) unlike free-form text output, the distribution of the set output
size (p(jYt j j x t )) might bene�t the model to adhere to the set size constraint.

3.4 Experiments

TSAMPLE comprises: i)TSAMPLE, a way to generate informative orders to convert sets to
sequences, and ii)CARD: jointly modeling cardinality and the set output. This section answers
two questions:
RQ1:How well doesTSAMPLE improve existing models?Speci�cally, how well TSAMPLE

can take an existingSEQ2SEQmodel and improve it just using our data augmentation and joint
cardinality prediction, without making any changes to the model architecture. We also measure
if these performance improvements carry across diverse datasets, model classes, and inference
settings.

RQ2:Why does our approach improve performance?We study the contributions ofTSAMPLE

and joint cardinality prediction (CARD), and analyze whereTSAMPLE works or fails.

3.4.1 Setup

Tasks We consider multi-label classi�cation and keyphrase generation. These tasks represent set
generation problems where the label space spans a set of �xed categories (multi-label classi�cation)
or free-form phrases (keyphrase generation).
1. Multi-label classi�cation task : We have three datasets of varying sizes and label space:

� Go-Emotions classi�cation (GO-EMO, Demszky et al. [2020]): generate a set of emotions for
a paragraph.

� Open Entity Typing (OPENENT, Choi et al. [2018]): assigning open types (free-form phrases)
to the tagged entities in the input text.

� Reuters-21578 (REUTERS, Lewis [1997]): labeling news article with the set of mentioned
economic subjects.

2. Keyphrase generation (KEYGEN ): We experiment with a popular keyphrase generation
dataset, KP20K [Meng et al., 2017] which involves generating keyphrases for a scienti�c paper
abstract.

Table 3.1 lists the dataset statistics and examples from each dataset are shown in Appendix B.4.
We treat all the problems as open-ended generation, and do not use any specialized pre-processing.
For all the datasets, we �lter out samples with a single label. For each training sample, we create
n permutations usingTSAMPLE.

Baselines We compare with two baselines:
i) MULTI -LABEL : As a non-SEQ2SEQ baseline, we train a multi-label classi�er that makes
independent predictions of the output labels. Encoder-only and encoder-decoder approaches can be
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Task
Avg/min/max

labels per sample
Unique
labels

Train/test/dev
samples per split

GO-EMO 3.03/3/5 28 0.6k/0.1k/0.1k
OPENENT 5.4/2/18 2519 2k/2k/2k
REUTERS 2.52/2/11 90 0.9k/0.4k/0.3k
KEYGEN 3.87/3/79 274k 156k/2k/2k

Table 3.1: Datasets used in our experiments.

adapted forMULTI -LABEL , and we experiment withBART (encoder-decoder) andBERT (encoder-
only). This baseline represents a standard method for doing multi-label classi�cation (e.g.,
Demszky et al. [2020]). During inference, top-k logits are returned as the predicted set. We search
overk = [1; 3; 5; 10; 50]and usek that performs the best on the dev set. Table 16 in Appendix B.5
shows precision, recall, andF scores at each-k.
ii) SET SEARCH: each training sample(x ; f y1; y2; : : : ; ykg) is converted intok training examples
f (x ; yi )g

k
i =1 . We �ne-tune BART-base to generate one training sample for inputx . During

inference, we run beam-search with the maximum set size in the training data (Table 3.1). The
unique elements generated by beam search are returned as the set output, a popular approach for
one-to-many generation tasks [Hwang et al., 2021].
iii) TSAMPLE can apply toanySEQ2SEQmodel. We show results with models of various capacity:
[iii)] BART-base [Lewis et al., 2020a] (110M),T5 [Raffel et al., 2020c] (11B), andGPT-3 [Brown
et al., 2020a] (175B).

Training We augmentn = 2 permutations to the original data usingTSAMPLE. For all the
results, we use three epochs and the same number of training samples (i.e., input data for the
baselines is oversampled). This controls for models trained with augmented data improving
only because of factors such as longer training time. All the experiments were repeated for
three different random seeds, and we report the averages. We found from our experiments1 that
hyperparameter tuning over�; � did not affect the results in any signi�cant way. For all the
experiments reported, we use� = 1 and� = log2(3). We use a single GeForce RTX 2080 Ti for
all our experiments on bart, and a single TPU for all experiments done with T5-11B. ForGPT-3,
we use the OpenAI completion engine (davinci) API [OpenAI, 2021]. Additional hyperparameter
details in Appendix B.3. We use greedy sampling for all experiments.

3.4.2 TSAMPLE improves existing models

Our method helps across a wide range of models (BART, T5, andGPT-3) and tasks.

1We conduct a one-tailed proportion of samples test [Johnson et al., 2000] to compare with the strongest baseline,
and underscore all results that are signi�cant withp < 0:0005. For Algorithm 1, we try� = f 0:5; 1; 1:5g and
� = f log2(2); log2(3); log2(4)g, and use networkx implementation of topological sort [Hagberg et al., 2008a].
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GO-EMO OPENENT REUTERS

SET SEARCH(BART) 7.4 26.3 7.5
MULTI -LABEL (BART) 25.6 16.4 25.2
MULTI -LABEL (BERT) 25.7 16.2 25.5

BART 23.4 44.6 15.6
BART + TSAMPLE 30.0 53.5 26.7

T5 47.8 53.6 45.3
T5 + TSAMPLE 50.9 57.0 48.5

Table 3.2:TSAMPLE improvesSEQ2SEQmodels by� 20% relativeF 1- points, on three multilabel
classi�cation datasets.BART andT5 are trained on the original datasets with a random order and
no cardinality. “+TSAMPLE” indicates augmented train data usingTSAMPLE and cardinality is
prepended to the output sequence.

Multi-label classi�cation

Table 3.2 shows improvements across all datasets and models for the multi-label classi�cation
task (� 20% relative gains). For brevity, we list macroF score, and include detailed results
including macro/micro precision, recall,F scores in Table 12 (Appendix B.5). We attribute the
comparatively lower performance ofSET SEARCHbaseline to two speci�c reasons - repeated
generation of the same set of terms (e.g.,person, businessfor OPENENT) and generating elements
not present in the test set (see Section 3.4.3 for a detailed error analysis). We see similar trends
with GPT-3 (3.4.2).

Keyphrase generation

To further motivate the utility ofSEQ2SEQmodels for set generation tasks, we experiment on
KP-20k, which is an extreme multi-label classi�cation dataset [Meng et al., 2017] with label
space spanning over 257k unique keyphrases. Due to the large label space, training multi-class
classi�cation baselines is not computationally viable. In this dataset, the input text is an abstract
from a scienti�c paper. We use the splits used by Ye et al. [2021]. For a fair comparison with
Ye et al. [2021], we useBART-base for this experiment. Table 3.3 shows the results. Similar to
datasets with smaller label space, our method improves on vanillaSEQ2SEQ.

We want to emphasize that while specialized models for individual tasks might be possible, we
aim to propose a general approach that shows that sampling informative orders can help ef�cient
and general set-generation modeling.

Ye et al. [2021] BART BART + TSAMPLE

5.8 5.3 6.5
39.2 36.3 39.1

Table 3.3:TSAMPLE improves off-the-shelfBART-base for keyphrase generation task
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Few-shot prompting with GPT-3

We �ne-tune the generation models using augmented data for bothBART andT5. However, �ne-
tuning models at the scale ofGPT-3 is prohibitively expensive. Thus such models are typically
used ina few-shot prompting setup.2 Our approach is the only feasible candidate for such settings,
as it does not involve changing the model or additional post-processing. We apply our approach
for tuning prompts for generating sets in few-shot settings. We focus onGO-EMO andOPENENT

tasks, as the relatively short input examples allow cost-effective experiments. We randomly
create a prompt withM = 24 examples from the training set and run inference over the test
set for each. For each example in the prompt, we order the set of emotions using our ordering
approachTSAMPLE and compare the results with random orderings. UsingTSAMPLE to arrange
the labels outperforms random ordering for bothOPENENT(macroF 34 vs. 39.5 with ours, 15%
statistically signi�cant relative improvement), andGO-EMO (macroF 16.5 vs. 14.5, 14% relative
improvement). This suggests that ordering helps performance in resource-constrained settings
e.g., few-shot prompting.

Figure 3.3: Label dependency discovered byTSAMPLE for OPENENT: speci�c entities (e.g.,
volleyball) precede generic ones (event). Appendix B.2 has more examples

3.4.3 Why doesTSAMPLE improve performance?

As mentioned in Section 7.2, our method of generating sets withSEQ2SEQmodels consists of
two components: i) a strategy for sampling informative orders over label space (TSAMPLE),
and ii) jointly generating cardinality of the output (CARD). This section studies the individual
contributions of these components in order to answer RQ2.

2In a few-shot prompting setup,M (� 10-100) input-output examples are selected as a promptp. A new inputx is
appended to the promptp, andpkx is the input to GPT3.
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Figure 3.4:TSAMPLE (T) consistently outperformsRANDOM (U) as the number of permuta-
tions (n) is increased.

Ablation study

We ablate the two critical components of our system: cardinality (TSAMPLE- CARD) and or-
der (TSAMPLE- TSAMPLE) and investigate the performance for each of these settings usingBART

for multi-label classi�cation. Table 3.4 presents the results. Both the components individually
help, but a larger drop is seen by removing cardinality. We also train usingRANDOM orders,
instead ofTSAMPLE. RANDOM does not improve overSEQ2SEQ consistently (both with and
without CARD), showing that merely augmenting with random permutations does not help.

GO-EMO OPENENT REUTERS

TSAMPLE 30.0 53.5 26.7
TSAMPLE- CARD 23.3 (-22%) 48.0 (-10%) 15.8 (-40%)
TSAMPLE- TSAMPLE 26.8 (-11%) 50.5 (-6%) 24.3 (-9%)
RANDOM 27.5 (-8%) 50.4 (-6%) 24.7 (-7%)

Table 3.4: Ablations: modeling cardinality (CARD) and sampling informative orders (TSAMPLE)
both help, with larger gains fromCARD. RANDOM ordering hurts.

Role of order

Nature of permutations created byTSAMPLE TSAMPLE encourages highly co-occurring pairs
(yi ; yj ) to be in the orderyi ; yj if p(yj j yi ) > p(yi j yj ). In our analysis, this dependency in the
datasets shows that the orders exhibit a pattern wherespeci�c labels appear before thegeneric
ones. E.g., in entity typing, the more generic entityeventis generated after the more speci�c
entitieshome gameandmatch(see Figure 3.3).
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Increasing # permutations (n) helps: Fig. 3.4 shows thatTSAMPLE andRANDOM improve as
n is increased fromn = 2 to 10; TSAMPLE outperformsRANDOM acrossn.

Reversing the order hurts performance In order to check our hypothesis of whether only
informative orders helping with set generation, we invert the label dependencies returned by
TSAMPLE for all the datasets and train with the same model settings. Across all datasets, we
observe that reversing the order leads to an average of 12% drop inF 1- score. The reversed order
not only closes the gap betweenTSAMPLE andRANDOM, but in many instances, the performance
is slightly worse thanRANDOM.

Role of cardinality

Cardinality is successfully predicted and used Table 3.4 shows that cardinality is crucial to
modeling set output. To study whether the models learn to condition on predicted cardinality, we
compute anagreementscore - de�ned as the % of times the predicted cardinality matches the
number of elements generated by the model. The model effectively predicts the cardinality almost
exactly inGO-EMO andREUTERSdatasets (avg. 95%). While the exact match agreement is low
in OPENENT(35%), the model is within an error of� 1 in 93% of the cases. These results show
that cardinality predicts the end of sequence (EOS) token. The accuracy for predicting the exact
cardinality is 61% across datasets, and it increases to 76% within an error of 1 SD.

Information about cardinality improves multi-label classi�cation MULTI -LABEL baseline
uses different values of k for predicting labels. To test if knowledge of cardinality improves
multi-class classi�cation, we experiment with a setting where the true cardinality is available at
inference (i.e.,k is set to the true value of cardinality). Table 3.5 shows that cardinality improves
performance.

GO-EMO OPENENT REUTERS

MULTI -LABEL 22.4 14.3 21.7
MULTI -LABEL -K* 21.3(-4.9%) 17.8(+24.5%) 25.6(+18%)

Table 3.5: Cardinality improves multi-label classi�cation.

Error analysis

We manually compare the outputs generated by the vanillaBART model withBART + TSAMPLE.
For the open-entity typing dataset, we randomly sample 100 examples and �nd that vanilla
SEQ2SEQapproach generates sets with an ill-formed element 22% of the time, whereasTSAMPLE

completely avoids this. Examples of such ill-formed elements includepersonformer, businessirm,
polit, foundationirm, politplomat, eventlete. This analysis indicates that training the model with
an informative order infuses more information about the underlying type-hierarchy, avoiding the
ill-formed elements.
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3.5 Conclusion

We present a novel method for performing conditional set generation usingSEQ2SEQmodels that
leverages both incorporating informative orders and adding cardinality information. Experiments
in simulated settings and real-world datasets show that our method is more effective than strong
baselines at set generation.TSAMPLE is a computationally ef�cient and general-purpose plug-in
data augmentation algorithm that improvesSEQ2SEQmodels for set generation in a wide array of
settings.
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Figure 4.1: An example of a program that solves the problem of “compute the sum of the numbers
from 1 to N”. The program in Figure 4.1(a) runs in� ( N ), whereas the program in Figure 4.1(b)
runs in constant time complexity.

Chapter 4

Learning to Generate Performance
Enhancing Code Edits

4.1 Introduction

Despite the impressive progress of optimizing compilers and other tools for performance engi-
neering [Aho et al., 2007], programmers are still largely responsible for high-level performance
considerations such as algorithms and API choices. Recent work has demonstrated the promise
of deep learning for automating performance optimization [Garg et al., 2022, Mankowitz et al.,
2023]. However, these techniques are either narrow or dif�cult to build on due to the lack of open
datasets and lack of reliable performance measurement techniques, which has stymied research in
this direction. Recently, pre-trained large language models (LLM s) have demonstrated impressive
performance at a wide range of programming tasks [Chen et al., 2021c, Fried et al., 2022b, Xu
et al., 2022b, Nijkamp et al., 2022b]. Yet, the effectiveness of large, pre-trainedLLM s for program
optimization remains an open research question. We study whether suchLLM s can be adapted for
performance optimization. To this end, we introduce a novel benchmark for performance opti-
mization that addresses the key challenge of replicable performance measurement, and perform
an extensive evaluation of a wide range of adaptation techniques based on it.

First, we construct a dataset ofPerformance-ImprovingEdits (GPT-2). We collect C++
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programs written to solve competitive programming problems, where we track a single program-
mer's submissions as they evolve over time, �ltering for sequences of edits that correspond to
performance improvements.

Next, a major challenge is the signi�cant variability of measuring performance on real
hardware due to server workload and con�guration issues. Indeed, we �nd that benchmarking on
real hardware can lead to large, phantom performance “improvements” due only to random chance.
To address this challenge, we evaluate performance using the gem5 CPU simulator [Binkert et al.,
2011], the gold standard CPU simulator in academia and industry, and models state-of-the-art
general-purpose processors. This evaluation strategy is entirely deterministic, ensuring both
reliability and reproducibility.

Based on this benchmark, we evaluate a variety of techniques for adapting pre-trained code
LLMs for performance optimization. First, we consider baseline prompting approaches, including
techniques such as chain-of-thought [Wei et al., 2022d] (CoT). We �nd thatLLM s are limited
in the challenging task of code optimization. Without data-driven methods that leverageGPT-2,
our strongest baselineCOT only warrants a 1.6� average speedup over 8 submissions vs. the
3.65� human reference. Next we consider a retrieval-based prompting approach where retrieval
is used to select examples most similar to the current one [Liu et al., 2022a, Poesia et al., 2022].
Lastly, we consider several �netuning strategies: these include using synthetic data generated
via self-play [Haluptzok et al., 2022], where synthetic training examples are generated by an
LLM without the need for direct human examples, as well as performance-conditioned generation,
where we condition generation on the performance of the generated program.

We �nd that data-driven methods usingGPT-2, like retrieval-based few-shot prompting and
�ne-tuning, are highly effective at achieving strong optimization abilities inLLM s. When allow-
ing a model to take 8 samples and �ltering for correctness and execution time, our �ne-tuned
performance-conditioned version ofCODELLAMA 13B can achieve an average speedup of 5.65�
on our test set, and a �ne-tuned version ofGPT-3.5augmented with synthetic data via self-play
achieves an average speedup of 6.86� , the average human sampled in our test set achieved an
average speedup of 3.65� . Aggregating over all human submissions in the test set, these models
achieve respective speedups of 9.11� and 9.15� surpassing the best human submission over all
available submissions across all programmers we benchmarked.

4.1.1 Motivating Example

The example in Figure 4.1 demonstrates the potential of large language models for program
optimization. The program in Figure 4.1(a) is a na�̈ve implementation of a program that prints
the “sum of the numbers from 1 to N”, which runs in� ( N ) – it performs N iterations. However,
this problem has a closed-form solution using an arithmetic expression that runs in constant
time. When we providedCODEX with the example in Figure 4.1(a) along with a comment:
// Optimize the above program.we received the program in Figure 4.1(b) as an output. When run
with an input of 100,000, the program in Figure 4.1(b) runs over 100x faster than the program
in Figure 4.1(a) when compiled with GCC's -O3 optimization level. Without prior knowledge
of the formula, it may be non-trivial for an optimizer to propose or even prove the equivalence
between the two programs. In contrast,LLM s that were trained on vast amounts of code may
have implicitly learned to write ef�cient code. In this work, we explore the potential of large
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language models to improve programs in a similar fashion beyond such contrived examples. We
also investigate how to improve the optimization ability of these large language models.

4.2 Performance Improving Edits (PIE) Dataset

We construct a dataset targeted at adapting code LLMs to performance optimization, focusing on
optimizing program execution time. Our dataset is constructed based on performance-improving
edits (PIE) made by human programmers in a range of competitive programming tasks from
CodeNet [Puri et al., 2021a]. We exclusively focus on C++ programs since it is a performance-
oriented language compatible with the gem5 simulator. Given a problem, programmers typically
write an initial solution and iteratively improve it. LetYu = [ yu

1 ; yu
2 ; :::] be a chronologically

sorted series of programs, written by useru for problemx. FromYu, we remove programs
that were not accepted by the automated system, eliminating incorrect programs (fail one or
more unit tests) or take more than the allowed time to run, resulting in atrajectoryof programs
Y � = [ y�

1; y�
2; : : : ; y�

n ].
For each trajectoryY � , we construct pairsP = ( y1; y2); (y1; y3); (y2; y3) : : :, and keep only

pairs for which(time (yi )� time (y>i ))
time (yi )

> 10%wheretime (y) is the measured latency of program
y (i.e., the relative time improvement is more than 10%). The CodeNet dataset includes CPU
time, but we found the information to be inconsistent (see Appendix D.8). Thus, we relabel the
execution time using gem5 as described below; to create these annotated runtimes, we performed
over 42.8 million simulations in our gem5 environment.

We split the resulting dataset of pairsP into train/validation/test sets, ensuring that any
particular competitive programming problem only appears in one of them. We obtain a training
set of 77,967 pairs from 1,474 problems, a validation set of 2,544 pairs from 77 problems, and
a test set of 978 pairs from 41 problems. For each pair in the test set, we also record the fastest
human submission execution time for that problem; in Section 4.3.3, we include this running time
as a comparison point.

Test cases.Our goal is to improve performance while ensuring correctness. We evaluate
correctness through unit tests; we reject the program if a single test fails. CodeNet includes an
average of 4 test cases per problem. To improve coverage, we include additional test cases from
AlphaCode [Li et al., 2021b] generated with a �ne-tunedLLM . A small set of test cases would
lead to substantial timeouts above 2 minutes in gem5; after excluding them, we obtain a median
of 82.5 test cases per problem in our training set, 75 test cases per problem in our validation set,
and 104 test cases per problem for our test set. See Appendix D.4 for additional details.

Performance measurement using gem5.Benchmarking program performance is notoriously
dif�cult. For instance, code instrumentation introduces overhead, and there is substantial variance
across executions due to numerous factors, including server load and idiosyncrasies introduced
by the operating system. If benchmarking is not performed carefully, it is easy to mistakenly
over-report program optimization results. With enough samples and variance, benchmarking the
same exact program can easily lead us to report signi�cant optimizations.

To illustrate the challenges, considerHYPERFINE Peter [2023], a Rust library designed to
precisely benchmark binaries. We benchmarked 500 programs “pairs” where the “slow” and “fast”
programs are identical. Ideally, we should havesource time

target time = 1 (i.e., the two programs have identical
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performance). However, we observed a mean speedup of 1.12� , with a standard deviation of 0.36,
and the top 5% of pairs exhibited a speedup of 1.91� . These results underscore the signi�cant
challenges in performance measurement.

To address this challenge, we measure program performance using the gem5 [Binkert et al.,
2011] full system detailed microarchitectural simulator of state-of-the-art processors. Executing
deterministic programs in gem5 provides fully deterministic performance results, enabling re-
liable isolation of the impact of performance-improving edits and reproducibility. We use the
Verbatim con�guration of the Intel Skylake architecture from gem5.1. An advantage of this
approach is that our framework can be applied to other platforms like ARM or RISC-V without
having access to hardware for those platforms.

4.3 Learning to Improve Code Performance

4.3.1 Few-Shot Prompting

Instruction-prompting. We use prompts instructing theLLM to improve the performance of the
given program, an approach commonly referred to as instruction prompting [Mishra et al., 2022b,
Gupta et al., 2022, Longpre et al., 2023]; details on the prompt are in Figure 24 in Appendix D.10.

Few-shot prompting. Next, we use few-shot prompting [Brown et al., 2020b]. In particular,
we create a prompt with the format “slow1 ! fast1 —— slow2 ! fast2 —— . . . ”. A slow test set
program is appended to this prompt during inference and supplied to the model. We create the
prompts by randomly sampling two (fast, slow) pairs from the training set. Examples of prompts
are shown in Figure 25 in Appendix D.10.

Chain-of-thought prompting. Inspired by Chain-of-Thought (COT) prompting [Wei et al.,
2022d], we also designed prompts that ask theLLM to think abouthow to optimize the program
before actually producing the optimized program. This strategy is used in conjunction with
few-shot prompting. Examples of prompts are shown in Figure 26 in Appendix D.10.

Dynamic retrieval-based few-shot prompting.Recent work has demonstrated that retrieval-
based mechanisms can improve language models for various tasks requiring factual or procedural
knowledge [Liu et al., 2022a, Poesia et al., 2022, Odena and Sutton, 2020, Madaan et al., 2022a,
Shrivastava et al., 2023]. Program optimization is a non-trivial task requiring knowledge of
algorithms, data structures, and programming grounded in performance; thus, retrieving highly
relevant examples may improve an LLM's optimization ability. For example, a solution optimized
for a knapsack problem in dynamic programming could inform strategies for the coin change
problem. Through dynamic retrieval-based prompts, we aim to match tasks with analogous
structures or challenges, allowing models to better harness the patterns inPIE. We use the
CodeBertScore models trained forC++ [Zhou et al., 2023b] to embed both the program to be
optimized and the programs inPIE. We use FAISS [Johnson et al., 2019a] to retrieveK closest
programs from the training set; and to construct a “slow1 ! fast1 —— ...” style prompt on the �y.
Examples of prompts are shown in Figure 27 in Appendix D.10.

1https://github.com/darchr/gem5-skylake-config
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4.3.2 Finetuning

We also consider �ne-tuning to improve pretrained codeLLM s using ourPIE dataset. In addition
to standard �ne-tuning on the entire dataset, we describe additional strategies we used.
Dataset imbalance.While we have tens of thousands of slow-fast pairs in thePIE training
dataset, these submissions target just 1,474 problems, which may limit the learned model's ability
to generalize to new programs. Furthermore, submissions are not uniformly distributed across
problems. To address this imbalance, we additionally introduce a subset of 4,085 “high-quality”
slow-fast pairs—in particular, we take examples with the highest speedup and disallow more than
4 submissions per problem, for an average of 2.77 submissions per problem. Given the high costs
of training models through the OpenAI API, we also use this dataset as a base for �ne-tuning
experiments withGPT-3.

This is a slow program we want
to optimize to score
{score_tag}/10.

,!

,!

### Program:
{src_code}

### Optimized Version with score
{score_tag}/10:,!

This is a slow program we want
to optimize to score 10/10.,!

### Program:
{src_code}

Figure 4.2: Training (left) and inference (right) prompts for Goal-Conditioned optimization with
GPT-2.

Performance-conditioned generation.Programs can typically be written in many ways with
different performance pro�les. Consequently, when training a model to predict performance-
improving edits with a large dataset likePIE, it is trained on a mix of large and small improvements,
without any information on which improvements are more desirable than others. Inspired by
recent prompting strategies [Zhang et al., 2023] and of�ine-rl [Chen et al., 2021a], we introduce
performance tags during training by associating each “fast” program with a tag indicating the
optimal achievable performance across all solutions in the dataset. Speci�cally, the tag indicates
how close that program is to peak performance on a binned-scalef 1; 2; : : : ; 10g. We instantiate our
tags by categorizing the top 10% of optimized solutions in the dataset for a given task as “10/10”,
the next 10% as “9/10”, and so on. These tags enable the model to discern the relationship between
speci�c problem attributes and their corresponding high-performance solutions (Figure 4.2, left).
During inference, we prompt the model with a test input and a maximal score tag “10/10”,
directing it to generate the most optimal solution (Figure 4.2, right).

Synthetic data.Given the high cost of obtaining human-written programs, we also augment
our dataset with synthetic examples through a multi-stage process. First, we prompt OpenAI's
GPT-3 with examples from thePIE dataset, instructing it to produce new programs that produce
different outputs given the same inputs. After �ltering out programs producing outputs identical
to those inPIE and tracking semantic duplicates among those generated, we obtain 3,314 unique
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Table 4.1:Baselines:Results for baseline prompting strategies and models for Best@1 and
Best@8.

Best@1 Best@8
Method Model %Opt Speedup %Correct %Opt Speedup %Correct

Instruction-Only CODELLAMA 7B 0.92% 1.01� 23.52% 5.21% 1.06� 68.30%
Instruction-Only CODELLAMA 13B 0.41% 1.00� 10.02% 2.45% 1.03� 40.49%
Instruction-Only CODELLAMA 34B 2.86% 1.05� 44.27% 18.92% 1.26� 84.97%
Instruction-Only GPT-3.5 16.26% 1.20� 80.67% 39.16% 1.54� 98.77%
Instruction-Only GPT-4 8.49% 1.15� 93.25% 21.17% 1.31� 98.77%

Few-Shot CODELLAMA 7B 2.15% 1.02� 43.46% 9.51% 1.15� 85.07%
Few-Shot CODELLAMA 13B 2.25% 1.02� 40.29% 13.70% 1.21� 83.03%
Few-Shot CODELLAMA 34B 2.66% 1.02� 43.97% 13.70% 1.16� 82.62%
Few-Shot GPT-3.5 11.45% 1.13� 80.98% 29.04% 1.38� 95.91%
Few-Shot GPT-4 18.92% 1.25� 82.82% 36.40% 1.44� 98.98%

COT CODELLAMA 7B 0.82% 1.01� 27.40% 7.46% 1.13� 73.31%
COT CODELLAMA 13B 2.25% 1.04� 32.92% 11.15% 1.20� 79.24%
COT CODELLAMA 34B 3.99% 1.08� 30.27% 19.63% 1.30� 78.73%
COT GPT-3.5 21.37% 1.25� 65.95% 43.05% 1.60� 91.72%
COT GPT-4 26.99% 1.32� 63.09% 42.74% 1.58� 84.87%

synthetic programs and many thousand more duplicates. Next, we generate an optimized version
for each synthetic ”slow” program using aGPT-3 model that has been �ne-tuned on the original
PIE dataset. Finally, we retain pairs where the optimized program is at least 5� faster and limit
semantic duplicates to three, resulting in 1,485 optimized synthetic examples. This methodol-
ogy aligns with self-play and self-instruct approachs in neural program synthesis [Haluptzok
et al., 2022, Roziere et al., 2023]. We provide additional details on the generation process in
Appendix D.5.

4.3.3 Results for Few-Shot Prompting
Baseline few-shot prompting.Table 4.1 (top) shows results on standard few-shot prompting
techniques (Section 4.3.1, prompts are shown in appendix D.10). We �nd that generic few-shot
prompts often yield similar results compared to simple instruction-prompting. For instance, when
prompted with instructions alone, bothGPT-3.5 andCODELLAMA 34B demonstrated superior
%OPT andSPEEDUPmetrics. This observation aligns with the �ndings of Zhao et al. [2021],
which highlighted that few-shot examples can sometimes bias the model and lead to an incorrect
understanding of the task. In the context of our study, the consistent use of the same �xed prompt
might constrain the model to only apply optimization techniques present in the prompt, thereby
resulting in sub-optimal performance. Finally, in line with the �ndings of Wei et al. [2022a] that
identi�ed COT prompting as an emergent capability, we observe improvements with this approach
over both instruction-tuned and �xed prompt setups, but notably only for the largerCODELLAMA

(13B and 34B) andGPT-3.5models. For CoT prompting; we note thatGPT-4 outperformsGPT-3
Best@1 and under-performsGPT-3 Best@8: this may demonstrate a lack of output diversity from
GPT-4 despite using the same sampling hyper-parameters.
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Retrieval-based few-shot prompting. Table 4.1 (bottom) shows results using our dynamic
retrieval-based few-shot prompting strategy, with the optimal setting atK = 2 retrieved prompts.
Extended results forK 2 f 1; 2; 4g are detailed in Appendix D.6. The results show that dynamic
few-shot prompting outperforms all the baseline variants, showing thatGPT-2 effectively adapts
LLM s for program optimization in few-shot settings. We note that increased speedup may, however,
come with some cost of correctness.

Table 4.2:Dynamic retrieval-based few-shot prompting: Results for dynamic retrieval-
based few-shot prompting across models for Best@1 and Best@8.

Best@1 Best@8

Method Model %Opt Speedup%Correct %Opt Speedup%Correct

Dynamic Retrieval, K=2 CODELLAMA 7B 4.40% 1.13� 20.55% 16.87% 1.51� 55.32%
Dynamic Retrieval, K=2 CODELLAMA 13B 9.10% 1.35� 28.73% 28.02% 1.97� 64.72%
Dynamic Retrieval, K=2 CODELLAMA 34B 10.22% 1.27� 25.87% 34.25% 2.28� 63.19%

Dynamic Retrieval, K=2 GPT-3 26.18% 1.58� 80.37% 48.06% 2.14� 97.85%
Dynamic Retrieval, K=2 GPT-4 50.00% 2.61� 80.57% 74.74% 3.95� 97.85%

4.3.4 Results for Finetuning

Fine-tuning with GPT-2 substantially improves all models.We �ne-tuneCODELLAMA and
GPT-3 models on ourGPT-2 dataset. Due to the cost of �ne-tuning and sampling models through
the OpenAI API, we were only able to trainGPT-3 on the smaller, high-quality dataset (HQ) in
Section 4.3.2. The top of Table 4.3 shows results for traditional �ne-tuning on all models. We see
substantially stronger results when �ne-tuning on the smaller, high-quality dataset. These results
re�ect the observation that to adaptLLM s, a small set of high-quality examples can elicit strong
performance [Zhou et al., 2023a, Chen et al., 2023].

Performance-conditioned training outperforms �ne-tuning. Table 4.3 shows results for
performance-conditioned (PERF-COND) generation (Section 4.3.2). Both �ne-tunedCODELLAMA

models (7B and 13B) show signi�cant improvements in%OPT andSPEEDUP. These gains
highlight how the performance improvement information (Figure 4.2) can enable models to
distinguish optimal and sub-optimal solutions, leading to more effective optimizations.

Synthetic data from self-play marginally improves generalization.Next, we �ne-tuned
bothCODELLAMA andGPT-3 using ourGPT-2 dataset augmented with our synthetic examples.
We show results at the bottom of Table 4.3. ForCODELLAMA andGPT-3, compared to using no
synthetic data, the additional data improves both%OPT and oftenSPEEDUP, particularly with
BEST@1. We believe the small set of synthetic examples helped generalize the �ne-tuned model,
as evidenced by the higher%OPT. 2 We note that the difference saturates with more samples (See
Appendix D.2 for details).

2For GPT-3, to be sure the increases came from the type of data and not the quantity of data, we performed an
ablation by �ne-tuning on the top 5,793 examples fromGPT-2 with a maximum of 8 duplicates (instead of the 5,570
pairs that included synthetic programs), and we sawBEST@1 performance degrade%OPT to 36.66% andSPEEDUP

to 2.67� , andBEST@8 performance degrade %OPT to 83.63% and SPEEDUPto 6.03� .
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Table 4.3:Fine-Tuning: Results for various models and dataset con�gurations.

Best@1 Best@8

Dataset Model %Opt Speedup %Correct %Opt Speedup %Correct

All CODELLAMA 7B 9.20% 1.31� 55.21% 35.58% 2.21� 74.03%
All CODELLAMA 13B 12.78% 1.52� 55.42% 43.76% 2.71� 75.46%

HQ CODELLAMA 7B 10.33% 1.40� 76.38% 45.30% 3.14� 87.63%
HQ CODELLAMA 13B 11.55% 1.43� 70.55% 47.75% 3.43� 85.07%
HQ GPT-3 38.55% 2.70� 59.10% 86.71% 6.74� 95.40%

All w/Perf-Cond CODELLAMA 7B 25.15% 2.45� 34.76% 56.95% 4.86� 63.91%
All w/Perf-Cond CODELLAMA 13B 32.00% 2.95� 38.55% 66.56% 5.65� 70.96%

HQ + Self-Play CODELLAMA 7B 15.34% 1.59� 75.77% 46.22% 3.32� 87.42%
HQ + Self-Play CODELLAMA 13B 14.31% 1.61� 76.28% 49.69% 3.51� 86.20%
HQ + Self-Play GPT-3 45.50% 3.02� 61.55% 87.63% 6.86� 95.09%

4.3.5 Discussion and Key Takeaways

CODELLAMA vs. GPT-3-175B. Our results demonstrate that openly available models such as
CODELLAMA can be competitive withGPT-3. For prompting,CODELLAMA 34B with dynamic
retrieval (34.25%%OPT, 2.28� SPEEDUPfor BEST@8) roughly matched the performance of
GPT-3 with dynamic retrieval (48.06%%OPT, 2:14� SPEEDUPfor BEST@8). With �ne-tuning,
CODELLAMA 13B with performance-conditioned generation (66.56%%OPT, 5.65� SPEEDUP

for BEST@8) approached the performance ofGPT-3 with synthetic data (87.63%%OPT, 6.86�
SPEEDUPfor BEST@8); indeed, we may expect that �ne-tuningCODELLAMA 34B using the same
strategy would further bridge this gap. These results demonstrate that with the right adaptation
strategies, open models can be competitive with private ones.

Prompting vs. �ne-tuning. Our results demonstrate that while prompting can be an effective
way to adapt models (with retrieval), �ne-tuning signi�cantly outperforms prompting for models
of the same size.

Effectiveness of retrieval-based few-shot learning.Our results show that dynamic retrieval
provides enormous gains over all other prompting approaches; for instance, it improved the
performance ofCODELLAMA 34B from 19.63%OPT, 1.30� SPEEDUPto 34.25%%OPT, 2.28�
SPEEDUPfor BEST@8.

Effectiveness of performance-conditioned generation.We �nd that performance-conditioned
generation is incredibly effective for achieving good performance; in particular, it improved the
performance ofCODELLAMA 13B from 47.75%%OPT, 3.43� SPEEDUPto 66.56%%OPT,
5.65� SPEEDUPfor BEST@8.

Ineffectiveness of LoRA.We also experimented with low-rank adaptors (LoRA) [Hu et al.,
2021], but they performed signi�cantly worse than end-to-end; see Appendix D.9 for results.
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4.3.6 Analysis of Generated Code Edits

Next, we study the kinds of edits LLMs make that lead to our performance gains, focusing on our
best-performing model,GPT-3 �ne-tuned with synthetic data. We manually analyze a randomly
sampled set of 120 (source, optimized) program pairs to understand the algorithmic and structural
changes responsible for the performance gains. We �nd that the transformations can be broadly
categorized into four kinds:Algorithmic changes, Input/Output operations(IO), Data Structure
modi�cations, andMiscellaneous adjustments. Algorithmic changes(complex modi�cations, such
as changing recursive methods to dynamic programming, and unexpected ones, such as omitting
Binary Indexed Trees for simpler constructs) are most common, comprising ˜34.15% of changes;
Input/Output operations(e.g., changing `cin/cout` to `scanf/printf`, ef�ciently reading strings)
comprised ˜26.02%;Data Structures(e.g., switching from vectors to arrays) comprised ˜21.14%,
andMiscellaneous(e.g., code cleanups and constant optimizations) comprised ˜18.70%. Please
see Appendix D for details and Appendix D.1 for examples of optimizations made by our model.

4.4 Appendix
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Part II

Structure-Assisted Modeling
In the previous chapter, we explored techniques for infusing structure into data before �ne-

tuning, taking advantage of inherent structure and domain knowledge to improve model perfor-
mance. However, there are cases where these techniques may not be suf�cient, particularly when
we want the model to exhibit speci�c behaviors or leverage complex structures present in the data.
In such scenarios, it is bene�cial to employ specialized models or setups that can directly integrate
these structures.

In this chapter, we discuss two such cases where specialized models and setups play a crucial
role in effectively incorporating structure and domain knowledge:

1. A tag and generate pipeline for politeness and style transfer, which utilizes stylistic attributes
to improve content preservation and style transfer accuracy while preserving the meaning
of sentences.

2. A hierarchical mixture of experts model for structured situational reasoning using graphs,
named CURIOUS, which achieves state-of-the-art performance on three different defeasible
reasoning datasets by explicitly modeling problem scenarios before answering queries.

41



Chapter 5

Politeness Transfer: A Tag and Generate
Approach

Politeness plays a crucial role in social interaction, and is closely tied with power dynamics, social
distance between the participants of a conversation, and gender Brown et al. [1987], Danescu-
Niculescu-Mizil et al. [2013]. It is also imperative to use the appropriate level of politeness for
smooth communication in conversations Coppock [2005], organizational settings like emails
Peterson et al. [2011], memos, of�cial documents, and many other settings. Notably, politeness
has also been identi�ed as an interpersonal style which can be decoupled from content Kang and
Hovy [2019]. Motivated by its central importance, in this paper we study the task of converting
non-polite sentences to polite sentences while preserving the meaning.

Prior work on text style transfer Shen et al. [2017], Li et al. [2018], Prabhumoye et al. [2018],
Rao and Tetreault [2018], Xu et al. [2012], Jhamtani et al. [2017] has not focused on politeness
as a style transfer task, and we argue that de�ning it is cumbersome. While native speakers of a
language and cohabitants of a region have a good working understanding of the phenomenon of
politeness for everyday conversation, pinning it down as a de�nition is non-trivial Meier [1995].
There are primarily two reasons for this complexity. First, as noted by Brown et al. [1987], the
phenomenon of politeness is rich and multifaceted. Second, politeness of a sentence depends
on the culture, language, and social structure of both the speaker and the addressed person. For
instance, while using “please” in requests made to the closest friends is common amongst the
native speakers of North American English, such an act would be considered awkward, if not
rude, in the Arab culture Ḱad́ar and Mills [2011].

We circumscribe the scope of politeness for the purpose of this study as follows: First, we
adopt the data driven de�nition of politeness proposed by Danescu-Niculescu-Mizil et al. [2013].
Second, we base our experiments on a dataset derived from the Enron corpus Klimt and Yang
[2004] which consists of email exchanges in an American corporation. Thus, we restrict our
attention to the notion of politeness as widely accepted by the speakers of North American English
in a formal setting.

Even after framing politeness transfer as a task, there are additional challenges involved that
differentiate politeness from other styles. Consider a common directive in formal communication,
“send me the data”. While the sentence is not impolite, a rephrasing “could you please send
me the data” would largely be accepted as a more polite way of phrasing the same statement
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[Danescu-Niculescu-Mizil et al., 2013]. This example brings out a distinct characteristic of
politeness. It is easy to pinpoint the signals forpoliteness. However, cues that signal theabsence
of politeness, like direct questions, statements and factuality Danescu-Niculescu-Mizil et al.
[2013], do not explicitly appear in a sentence, and are thus hard to objectify. Further, the other
extreme of politeness, impolite sentences, are typically riddled with curse words and insulting
phrases. While interesting, such cases can typically be neutralized using lexicons. For our study,
we focus on the task of transferring the non-polite sentences to polite sentences, where we simply
de�ne non-politeness to be the absence of both politeness and impoliteness. Note that this is in
stark contrast with the standard style transfer tasks, which involve transferring a sentence from a
well-de�ned style polarity to the other (like positive to negative sentiment).

We propose atagandgeneratepipeline to overcome these challenges. Thetaggeridenti�es
words or phrases potentially indicating non-politeness (e.g., ”I need this �leright now”) and
replaces them with a tag token. Additionally, the tagger adds tag tokens in positions where phrases
characteristic of the target style can be inserted (e.g., ”[tag] send me the data”, where [tag] can be
replaced with a phrase indicating a request). Thegeneratortakes as input the output of the tagger
and generates a sentence in the target style. For example, the generator could transform the tagged
sentence into ”Could you pleasesend me the data?”. Additionally, unlike previous systems, our
system's intermediate outputs are fully realized, making the pipeline interpretable. Finally, if the
input sentence is already in the target style, our model won't add any stylistic markers and thus
would allow the input to �ow as is.

We evaluate our model on politeness transfer as well as 5 additional tasks described in prior
work Shen et al. [2017], Prabhumoye et al. [2018], Li et al. [2018] on content preservation, �uency
and style transfer accuracy. Both automatic and human evaluations show that our model beats the
state-of-the-art methods in content preservation, while either matching or improving the transfer
accuracy across six different style transfer tasks(§5.4). The results show that our technique is
effective across a broad spectrum of style transfer tasks.

Our methodology is inspired by Li et al. [2018] and improves upon several of its limitations
as described in (§5.1).

Our main contribution is the design of politeness transfer task. To this end, we provide a
large dataset of nearly 1.39 million sentences labeled for politeness (https://github.com/
tag-and-generate/politeness-dataset ). Additionally, we hand curate a test set of 800
samples (from Enron emails) which are annotated as requests. To the best of our knowledge,
we are the �rst to undertake politeness as a style transfer task. In the process, we highlight an
important class of problems wherein the transfer involves going from a neutral style to the target
style. Finally, we design a “tag and generate” pipeline that is particularly well suited for tasks like
politeness, while being general enough to match or beat the performance of the existing systems
on popular style transfer tasks.

5.1 Related Work

Politeness and its close relation with power dynamics and social interactions has been well docu-
mented Brown et al. [1987]. Recent work Danescu-Niculescu-Mizil et al. [2013] in computational
linguistics has provided a corpus ofrequestsannotated for politeness curated from Wikipedia and
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StackExchange. Niu and Bansal [2018] uses this corpus to generate polite dialogues. Their work
focuses on contextual dialogue response generation as opposed to content preserving style transfer,
while the latter is the central theme of our work. Prior work on Enron corpus Yeh and Harnly
[2006] has been mostly from a socio-linguistic perspective to observe social power dynamics
Bramsen et al. [2011], McCallum et al. [2007], formality Peterson et al. [2011] and politeness
Prabhakaran et al. [2014]. We build upon this body of work by using this corpus as a source for
the style transfer task.

Prior work on style transfer has largely focused on tasks of sentiment modi�cation Hu et al.
[2017], Shen et al. [2017], Li et al. [2018], caption transfer Li et al. [2018], persona transfer
Chandu et al. [2019], Zhang et al. [2018], gender and political slant transfer Reddy and Knight
[2016], Prabhumoye et al. [2018], and formality transfer Rao and Tetreault [2018], Xu et al.
[2019]. Note that formality and politeness are loosely connected but independent styles Kang and
Hovy [2019]. We focus our efforts on carving out a task for politeness transfer and creating a
dataset for such a task.

Current style transfer techniques Shen et al. [2017], Hu et al. [2017], Fu et al. [2018], Yang
et al. [2018b], John et al. [2019] try to disentangle source style from content and then combine
the content with the target style to generate the sentence in the target style. Compared to prior
work, “Delete, Retrieve and Generate” Li et al. [2018] (referred to asDRG henceforth) and its
extension Sudhakar et al. [2019] are effective methods to generate outputs in the target style while
having a relatively high rate of source content preservation. However,DRG has several limitations:
(1) the delete module often marks content words as stylistic markers and deletes them, (2) the
retrieve step relies on the presence of similar content in both the source and target styles, (3) the
retrieve step is time consuming for large datasets, (4) the pipeline makes the assumption that style
can be transferred by deleting stylistic markers and replacing them with target style phrases, (5)
the method relies on a �xed corpus of style attribute markers, and is thus limited in its ability
to generalize to unseen data during test time. Our methodology differs from these works as it
does not require the retrieve stage and makes no assumptions on the existence of similar content
phrases in both the styles. This also makes our pipeline faster in addition to being robust to noise.

Wu et al. [2019] treats style transfer as a conditional language modelling task. It focuses only
on sentiment modi�cation, treating it as a cloze form task of �lling in the appropriate words in the
target sentiment. In contrast, we are capable of generating the entire sentence in the target style.
Further, our work is more generalizable and we show results on �ve other style transfer tasks.

5.2 Tasks and Datasets

5.2.1 Politeness Transfer Task

For the politeness transfer task, we focus on sentences in which the speaker communicates a
requirement that the listener needs to ful�ll. Common examples include imperatives “Let's stay in
touch” and questions that express a proposal “Can you call me when you get back?”. Following
Jurafsky et al. [1997], we use the umbrella term “action-directives” for such sentences. The goal
of this task is to convert action-directives to polite requests. While there can be more than one
way of making a sentence polite, for the above examples, adding gratitude (“Thanksand let's stay
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in touch”) or counterfactuals (“Couldyou please call me when you get back?”) would make them
polite Danescu-Niculescu-Mizil et al. [2013].

Data Preparation The Enron corpus Klimt and Yang [2004] consists of a large set of email
conversations exchanged by the employees of the Enron corporation. Emails serve as a medium
for exchange of requests, serving as an ideal application for politeness transfer. We begin by
pre-processing the raw Enron corpus following Shetty and Adibi [2004]. The �rst set of pre-
processing1 steps and de-duplication yielded a corpus of roughly 2.5 million sentences. Further
pruning2 led to a cleaned corpus of over 1.39 million sentences. Finally, we use a politeness
classi�er Niu and Bansal [2018] to assign politeness scores to these sentences and �lter them into
ten buckets based on the score (P0-P9; Fig. 5.1). All the buckets are further divided into train, test,
and dev splits (in a 80:10:10 ratio).

For our experiments, we assumed all the sentences with a politeness score of over 90% by the
classi�er to be polite, also referred as the P9 bucket (marked in green in Fig. 5.1). We use the
train-split of the P9 bucket of over 270K polite sentences as the training data for the politeness
transfer task. Since the goal of the task is making action directives more polite, we manually
curate a test set comprising of such sentences from test splits across the buckets. We �rst train
a classi�er on the switchboard corpus Jurafsky et al. [1997] to get dialog state tags and �lter
sentences that have been labeled as either action-directive or quotation.3 Further, we use human
annotators to manually select the test sentences. The annotators had a Fleiss's Kappa score (� ) of
0.774 and curated a �nal test set of 800 sentences.

Figure 5.1: Distribution of Politeness Scores for the Enron Corpus

In Fig. 5.2, we examine the two extreme buckets with politeness scores of< 10%(P0 bucket)
and> 90%(P9 bucket) from our corpus by plotting 10 of the top 30 words occurring in each
bucket. We clearly notice that words in the P9 bucket are closely linked to polite style, while
words in the P0 bucket are mostly content words. This substantiates our claim that the task of
politeness transfer is fundamentally different from other attribute transfer tasks like sentiment
where both the polarities are clearly de�ned.

1Pre-processing also involved steps for tokenization (done using spacy Honnibal and Montani [2017]) and
conversion to lower case.

2We prune the corpus by removing the sentences that 1) were less than 3 words long, 2) had more than 80%
numerical tokens, 3) contained email addresses, or 4) had repeated occurrences of spurious characters.

3We used AWD-LSTM based classi�er for classi�cation of action-directive.
4The score was calculated for 3 annotators on a sample set of 50 sentences.
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Figure 5.2: Probability of occurrence for 10 of the most common 30 words in the P0 and P9 data
buckets

Figure 5.3: Our proposed approach:tagandgenerate. The tagger infers the interpretable style
free sentencez(x i ) for an inputx (1)

i in source styleS1. The generator transformsx (1)
i intox̂ (2)

i
which is in target styleS2.

5.2.2 Other Tasks

TheCaptionsdataset Gan et al. [2017] has image captions labeled as being factual, romantic or
humorous. We use this dataset to perform transfer between these styles. This task parallels the
task of politeness transfer because much like in the case of politeness transfer, the captions task
also involves going from a style neutral (factual) to a style rich (humorous or romantic) parlance.

For sentiment transfer, we use theYelp restaurant review dataset Shen et al. [2017] to train,
and evaluate on a test set of 1000 sentences released by Li et al. [2018]. We also use theAmazon
dataset of product reviews He and McAuley [2016]. We use the Yelp review dataset labelled for
theGenderof the author, released by Prabhumoye et al. [2018] compiled from Reddy and Knight
[2016]. For thePolitical slant task Prabhumoye et al. [2018], we use dataset released by Voigt
et al. [2018].

5.3 Methodology

We are given non-parallel samples of sentencesX 1 = f x (1)
1 : : : x (1)

n g andX 2 = f x (2)
1 : : : x (2)

m g
from stylesS1 andS2 respectively. The objective of the task is to ef�ciently generate samples
X̂ 1 = f x̂ (2)

1 : : :x̂ (2)
n g in the target styleS2, conditioned on samples inX 1. For a styleSv where

v 2 f 1; 2g, we begin by learning a set of phrases (� v) which characterize the styleSv. The
presence of phrases from� v in a sentencex i would associate the sentence with the styleSv. For
example, phrases like “pretty good” and “worth every penny” are characteristic of the “positive”
style in the case of sentiment transfer task.
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We propose a two staged approach where we �rst infer a sentencez(x i ) from x (1)
i using a

model, the tagger. The goal of the tagger is to ensure that the sentencez(x i ) is agnostic to the
original style (S1) of the input sentence. Conditioned onz(x i ), we then generate the transferred
sentencêx (2)

i in the target styleS2 using another model, the generator. The intermediate variable
z(x i ) is also seen in other style-transfer methods. Shen et al. [2017], Prabhumoye et al. [2018],
Yang et al. [2018b], Hu et al. [2017] transform the inputx (v)

i to a latent representationz(x i ) which
(ideally) encodes the content present inx (v)

i while being agnostic to styleSv. In these casesz(x i )
encodes the input sentence in a continuous latent space whereas for usz(x i ) manifests in the
surface form. The ability of our pipeline to generate observable intermediate outputsz(x i ) makes
it somewhat more interpretable than those other methods.

We train two independent systems for the tagger & generator which have complimentary
objectives. The former identi�es the style attribute markersa(x(1)

i ) from source styleS1 and either
replaces them with a positional token called[TAG] or merely adds these positional tokens without
removing any phrase from the inputx(1)

i . This particular capability of the model enables us to
generate these tags in an input that is devoid of any attribute marker (i.e.a(x(1)

i ) = fg ). This
is one of the major differences from prior works which mainly focus on removing source style
attributes and then replacing them with the target style attributes. It is especially critical for tasks
like politeness transfer where the transfer takes place from a non-polite sentence. This is because
in such cases we may need to add new phrases to the sentence rather than simply replace existing
ones. The generator is trained to generate sentencesx̂ (2)

i in the target style by replacing these
[TAG] tokens with stylistically relevant words inferred from target styleS2. Even though we have
non-parallel corpora, both systems are trained in a supervised fashion as sequence-to-sequence
models with their own distinct pairs of inputs & outputs. To create parallel training data, we �rst
estimate the style markers� v for a given styleSv & then use these to curate style free sentences
with [TAG] tokens. Training data creation details are given in sections §5.3.2, §5.3.3.

Fig. 5.3 shows the overall pipeline of the proposed approach. In the �rst examplex (1)
1 , where

there is no clear style attribute present, our model adds the[TAG] token inz(x1), indicating that a
target style marker should be generated in this position. On the contrary, in the second example,
the terms “ok” and “bland” are markers of negative sentiment and hence the tagger has replaced
them with[TAG] tokens inz(x2). We can also see that the inferred sentence in both the cases is
free of the original and target styles. The structural bias induced by this two staged approach is
helpful in realizing an interpretable style free tagged sentence that explicitly encodes the content.
In the following sections we discuss in detail the methodologies involved in (1) estimating the
relevant attribute markers for a given style, (2) tagger, and (3) generator modules of our approach.

5.3.1 Estimating Style Phrases

Drawing from Li et al. [2018], we propose a simple approach based on n-gram tf-idfs to estimate
the set� v, which represents the style markers for stylev. For a given corpus pairX 1; X 2 in styles
S1; S2 respectively we �rst compute a probability distributionp2

1(w) over the n-gramsw present
in both the corpora (Eq. 5.2). Intuitively,p2

1(w) is proportional to the probability of sampling an
n-gram present in bothX 1; X 2 but having a much higher tf-idf value inX 2 relative toX 1. This is
how we de�ne the impactful style markers for styleS2.
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� 2
1(w) =

1
m

mP

i =1
tf-idf (w;x (2)

i )

1
n

nP

j =1
tf-idf (w;x (1)

j )
(5.1)

p2
1(w) = � 2

1 (w) 

P

w 0
� 2

1 (w0) 
 (5.2)

where,� 2
1(w) is the ratio of the mean tf-idfs for a given n-gramw present in bothX 1; X 2 with

jX 1j = n andjX 2j = m. Words with higher values for� 2
1(w) have a higher mean tf-idf inX 2 vs

X 1, and thus are more characteristic ofS2. We further smooth and normalize� 2
1(w) to getp2

1(w).
Finally, we estimate� 2 by

� 2 = f w : p2
1(w) � kg

In other words,� 2 consists of the set of phrases inX 2 above a given style impactk. � 1 is
computed similarly where we usep1

2(w); � 1
2(w).

5.3.2 Style Invariant Tagged Sentence

The tagger model (with parameters� t ) takes as input the sentences inX 1 and outputsf z(x i ) :
x (1)

i 2 X 1g. Depending on the style transfer task, the tagger is trained to either (1) identify and
replace style attributesa(x (1)

i ) with the token tag[TAG] (replace-tagger) or (2) add the[TAG]
token at speci�c locations inx (1)

i (add-tagger). In both the cases, the[TAG] tokens indicate
positions where the generator can insert phrases from the target styleS2. Finally, we use the
distributionp2

1(w)/p1
2(w) over� 2/� 1 (§5.3.1) to draw samples of attribute-markers that would be

replaced with the [TAG] token during the creation of training data.
The �rst variant, replace-tagger, is suited for a task like sentiment transfer where almost every

sentence has some attribute markersa(x (1)
i ) present in it. In this case the training data comprises

of pairs where the input isX 1 and the output isf z(x i ) : x (1)
i 2 X 1g. The loss objective for

replace-tagger is given byL r (� t ) in Eq. 5.3.

L r (� t ) = �
jX 1 jX

i =1

logP� t (z(x i )jx
(1)
i ; � t ) (5.3)

The second variant, add-tagger, is designed for cases where the transfer needs to happen from
style neutral sentences to the target style. That is,X 1 consists of style neutral sentences whereas
X 2 consists of sentences in the target style. Examples of such a task include the tasks of politeness
transfer (introduced in this paper) and caption style transfer (used by Li et al. [2018]). In such
cases, since the source sentences have no attribute markers to remove, the tagger learns to add
[TAG] tokens at speci�c locations suitable for emanating style words in the target style.

The training data (Fig. 5.4) for the add-tagger is given by pairs where the input isf x (2)
i na(x (2)

i ) :
x (2)

i 2 X 2g and the output isf z(x i ) : x (2)
i 2 X 2g. Essentially, for the input we take samples
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Figure 5.4: Creation of training data for add-tagger.

x (2)
i in the target styleS2 and explicitly remove style phrasesa(x (2)

i ) from it. For the output we
replace the same phrasesa(x (2)

i ) with [TAG] tokens. As indicated in Fig. 5.4, we remove the style
phrases “you would like to” and “please” and replace them with[TAG] in the output. Note that
we only use samples fromX 2 for training the add-tagger; samples from the style neutralX 1 are
not involved in the training process at all. For example, in the case of politeness transfer, we only
use the sentences labeled as “polite” for training. In effect, by training in this fashion, the tagger
learns to add[TAG] tokens at appropriate locations in a style neutral sentence. The loss objective
(L a) given by Eq. 5.4 is crucial for tasks like politeness transfer where one of the styles is poorly
de�ned.

L a(� t ) = �
jX 1 jX

i =1

logP� t (z(x i )jx
(2)
i na(x (2)

i ); � t ) (5.4)

5.3.3 Style Targeted Generation

The training for the generator model is complimentary to that of the tagger, in the sense that the
generator takes as input the tagged outputz(x i ) inferred from the source style and modi�es the
[TAG] tokens to generate the desired sentencex̂ (v)

i in the target styleSv.

L (� g) = �
jX v jX

i =1

logP� g (x (v)
i jz(x i ); � g) (5.5)

The training data for transfer into styleSv comprises of pairs where the input is given by
f z(x i ) : x(v)

i 2 X v ; v 2 f 1; 2gg and the output isX v, i.e. it is trained to transform a style
agnostic representation into a style targeted sentence. Since the generator has no notion of the
original style and it is only concerned with the style agnostic representationz(x i ), it is convenient
to disentangle the training for tagger & generator.

Finally, we note that the location at which the tags are generated has a signi�cant impact on
the distribution over style attributes (in� 2) that are used to �ll the[TAG] token at a particular
position. Hence, instead of using a single[TAG] token, we use a set of positional tokens[TAG] t

wheret 2 f 0; 1; : : : Tg for a sentence of lengthT. By training both tagger and generator with
these positional[TAG] t tokens we enable them to easily realize different distributions of style
attributes for different positions in a sentence. For example, in the case of politeness transfer, the
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Politeness Gender Political

Acc BL-s MET ROU Acc BL-s MET ROU Acc BL-s MET ROU

CAE 99.62 6.94 10.73 25.71 65.21 9.25 14.72 42.42 77.71 3.17 7.79 27.17
BST 60.75 2.55 9.19 18.99 54.4 20.73 22.57 55.5588.49 10.71 16.26 41.02
DRG 90.25 11.83 18.07 41.09 36.29 22.9 22.84 53.30 69.79 25.69 21.6 51.8

OURS 89.5070.44 36.26 70.99 82.21 52.76 37.42 74.59 87.74 68.44 45.44 77.51

Table 5.1: Results on the Politeness, Gender and Political datasets.

Yelp Amazon Captions

Acc BL-s BL-r MET ROU Acc BL-s BL-r MET ROU Acc BL-s BL-r MET ROU

CAE 72.1 19.95 7.75 21.70 55.9 78 2.64 1.68 9.52 29.16 89.66 2.09 1.57 9.61 30.02
DRG 88.8 36.69 14.51 32.09 61.06 52.2 57.07 29.8550.16 79.31 95.65 31.79 11.78 32.45 64.32

OURS 86.647.14 19.76 36.26 70.99 66.4 68.74 34.8045.3 83.45 93.17 51.01 15.63 43.67 79.51

Table 5.2: Results on the Yelp, Amazon and Captions datasets.

tags added at the beginning (t = 0) will almost always be used to generate a token like “Would
it be possible ...” whereas for a highert, [TAG] t may be replaced with a token like “thanks” or
“sorry.”

5.4 Experiments and Results

Baselines We compare our systems against three previous methods.DRG Li et al. [2018],
Style Transfer Through Back-translation (BST) Prabhumoye et al. [2018], and Style transfer from
non-parallel text by cross alignment Shen et al. [2017] (CAE). For DRG, we only compare against
the best reported method, delete-retrieve-generate. For all the models, we follow the experimental
setups described in their respective papers.

Implementation Details We use 4-layered transformers Vaswani et al. [2017] to train both
tagger and generator modules. Each transformer has4 attention heads with a512dimensional
embedding layer and hidden state size. Dropout Srivastava et al. [2014] with p-value0:3 is added
for each layer in the transformer. For the politeness dataset the generator module is trained with
data augmentation techniques like random word shuf�e, word drops/replacements as proposed
by Im et al. [2017]. We empirically observed that these techniques provide an improvement
in the �uency and diversity of the generations. Both modules were also trained with the BPE
tokenization Sennrich et al. [2016] using a vocabulary of size16000for all the datasets except
for Captions, which was trained using4000BPE tokens. The value of the smoothing parameter

 in Eq. 5.2 is set to0:75. For all datasets except Yelp we use phrases withp2

1(w) � k = 0:9 to
construct� 2, � 1 (§5.3.1). For Yelpk is set to0:97. During inference we use beam search (beam
size=5) to decode tagged sentences and targeted generations for tagger & generator respectively.
For the tagger, we re-rank the �nal beam search outputs based on the number of[TAG] tokens in
the output sequence (favoring more [TAG] tokens).
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Automated Evaluation Following prior work Li et al. [2018], Shen et al. [2017], we use
automatic metrics for evaluation of the models along two major dimensions: (1) style transfer
accuracy and (2) content preservation. To capture accuracy, we use a classi�er trained on the
nonparallel style corpora for the respective datasets (barring politeness). The architecture of the
classi�er is based onAWD-LSTM Merity et al. [2018] and a softmax layer trained via cross-entropy
loss. We use the implementation provided by fastai.5 For politeness, we use the classi�er trained
by Niu and Bansal [2018].6 The metric of transfer accuracy(Acc) is de�ned as the percentage of
generated sentences classi�ed to be in the target domain by the classi�er. The standard metric for
measuring content preservation isBLEU-self (BL-s) Papineni et al. [2002] which is computed with
respect to the original sentences. Additionally, we report theBLEU-reference(BL-r) scores using
the human reference sentences on the Yelp, Amazon and Captions datasets Li et al. [2018]. We
also reportROUGE(ROU) Lin [2004] andMETEOR (MET ) Denkowski and Lavie [2011] scores.
In particular,METEOR also uses synonyms and stemmed forms of the words in candidate and
reference sentences, and thus may be better at quantifying semantic similarities.

Table 5.1 shows that our model achieves signi�cantly higher scores onBLEU, ROUGEand
METEOR as compared to the baselinesDRG, CAE andBST on the Politeness, Gender, and Political
datasets. TheBLEU score on the Politeness task is greater by58:61points with respect toDRG. In
general,CAE andBST achieve high classi�er accuracies but they fail to retain the original content.
The classi�er accuracy on the generations of our model are comparable (within1%) with that of
DRG for the Politeness dataset.

In Table 5.2, we compare our model againstCAE andDRG on the Yelp, Amazon, and Captions
datasets. For each of the datasets our test set comprises 500 samples (with human references)
curated by Li et al. [2018]. We observe an increase in theBLEU-reference scores by5:25, 4:95
and3:64on the Yelp, Amazon, and Captions test sets respectively. Additionally, we improve the
transfer accuracy for Amazon by14:2%while achieving accuracies similar toDRG on Yelp and
Captions. As noted by Li et al. [2018], one of the unique aspects of the Amazon dataset is the
absence of similar content in both the sentiment polarities. Hence, the performance of their model
is worse in this case. Since we don't make any such assumptions, we perform signi�cantly better
on this dataset.

While popular, the metrics of transfer accuracy andBLEU have signi�cant shortcomings
making them susceptible to simple adversaries.BLEU relies heavily on n-gram overlap and
classi�ers can be fooled by certain polarizing keywords. We test this hypothesis on the sentiment
transfer task by aNaive Baseline. This baseline adds“but overall it sucked”at the end of the
sentence to transfer it to negative sentiment. Similarly, it appends“but overall it was perfect”for
transfer into a positive sentiment. This baseline achieves an average accuracy score of91:3%and
a BLEU score of61:44on the Yelp dataset. Despite high evaluation scores, it does not re�ect a
high rate of success on the task. In summary, evaluation via automatic metrics might not truly
correlate with task success.

Changing Content Words Given that our model is explicitly trained to generate new content
only in place of the TAG token, it is expected that a well-trained system will retain most of

5https://docs.fast.ai/
6This is trained on the dataset given by Danescu-Niculescu-Mizil et al. [2013].
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Con Att Gra

DRG Ours DRG Ours DRG Ours

Politeness 2.9 3.6 3.2 3.6 2.0 3.7
Gender 3.0 3.5 - - 2.2 2.5
Political 2.9 3.2 - - 2.5 2.7
Yelp 3.0 3.7 3 3.9 2.7 3.3

Table 5.3: Human evaluation on Politeness, Gender, Political and Yelp datasets.

the non-tagged (content) words. Clearly, replacing content words is not desired since it may
drastically change the meaning. In order to quantify this, we calculate the fraction of non-tagged
words being changed across the datasets. We found that the non-tagged words were changed for
only 6.9% of the sentences. In some of these cases, we noticed that changing non-tagged words
helped in producing outputs that were more natural and �uent.

Input DRG Output Our Model Output Strategy

what happened to my per-
sonal station?

what happened to my
mother to my co???

could you please let me
know what happened to my
personal station?

Counterfactual
Modal

yes, go ahead and re-
move it.

yes, please go to the link
below and delete it.

yes, we can go ahead and
remove it.

1st Person
Plural

not yet-i'll try this wk-
end.

not yet to say-i think this
will be a< unk> long.

sorry not yet-i'll try to
make sure this wk

Apologizing

please check on metro-
media energy,

thanks again on the en-
ergy industry,

please check on metrome-
dia energy, thanks

Mitigating
please start

Table 5.4: Qualitative Examples comparing the outputs fromDRG and Our model for the Politeness
Transfer Task

Human Evaluation Following Li et al. [2018], we select 10 unbiased human judges to rate the
output of our model andDRG on three aspects: (1) content preservation(Con) (2) grammaticality
of the generated content(Gra) (3) target attribute match of the generations(Att) . For each of
these metrics, the reviewers give a score between 1-5 to each of the outputs, where 1 re�ects a
poor performance on the task and 5 means a perfect output. Since the judgement of signals that
indicate gender and political inclination are prone to personal biases, we don't annotate these
tasks for target attribute match metric. Instead we rely on the classi�er scores for the transfer.
We've used the same instructions from Li et al. [2018] for our human study. Overall, we evaluate
both systems on a total of 200 samples for Politeness and 100 samples each for Yelp, Gender and
Political.

Table 5.3 shows the results of human evaluations. We observe a signi�cant improvement in
content preservation scores across various datasets (speci�cally in Politeness domain) highlighting
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the ability of our model to retain content better thanDRG. Alongside, we also observe consistent
improvements of our model on target attribute matching and grammatical correctness.

Qualitative Analysis We compare the results of our model with theDRG model qualitatively as
shown in Table 5.4. Our analysis is based on the linguistic strategies for politeness as described
in Danescu-Niculescu-Mizil et al. [2013]. The �rst sentence presents a simple example of the
counterfactual modalstrategy inducing“Could you please”to make the sentence polite. The
second sentence highlights another subtle concept of politeness of1st Person Pluralwhere adding

“we” helps being indirect and creates the sense that the burden of the request is shared between
speaker and addressee. The third sentence highlights the ability of the model to addApologizing
words like“Sorry” which helps in de�ecting the social threat of the request by attuning to the
imposition. According to thePlease Startstrategy, it is more direct and insincere to start a
sentence with“Please”. The fourth sentence projects the case where our model uses“thanks” at
the end to express gratitude and in turn, makes the sentence more polite. Our model follows the
strategies prescribed in Danescu-Niculescu-Mizil et al. [2013] while generating polite sentences.7

Ablations We provide a comparison of the two variants of the tagger, namely the replace-tagger
and add-tagger on two datasets. We also train and compare them with acombinedvariant.8 We
train these tagger variants on the Yelp and Captions datasets and present the results in Table 5.5.
We observe that for Captions, where we transfer a factual (neutral) to romantic/humorous sentence,
the add-tagger provides the best accuracy with a relatively negligible drop inBLEU scores. On
the contrary, for Yelp, where both polarities are clearly de�ned, the replace-tagger gives the best
performance. Interestingly, the accuracy of the add-tagger is� 50%in the case of Yelp, since
adding negative words to a positive sentence or vice-versa neutralizes the classi�er scores. Thus,
we can use the add-tagger variant for transfer from a polarized class to a neutral class as well.

To check if the combined tagger is learning to perform the operation that is more suitable for
a dataset, we calculate the fraction of times the combined tagger performs add/replace operations
on the Yelp and Captions datasets. We �nd that for Yelp (a polar dataset) the combined tagger
performs 20% more replace operations (as compared to add operations). In contrast, on the
CAPTIONSdataset, it performs 50% more add operations. While the combined tagger learns to
use the optimal tagging operation to some extent, a deeper understanding of this phenomenon
is an interesting future topic for research. We conclude that the choice of the tagger variant is
dependent on the characterstics of the underlying transfer task.

7We provide additional qualitative examples for other tasks in the supplementary material.
8Training of combined variant is done by training the tagger model on the concatenation of training data for

add-tagger and replace-tagger.
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Yelp Captions

Acc BL-r Acc BL-r

Add-Tagger 53.2 20.66 93.17 15.63
Replace-Tagger 86.6 19.76 84.5 15.04
Combined 72.522.46 82.17 18.51

Table 5.5: Comparison of differenttaggervariants for Yelp and Captions datasets
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Chapter 6

Think about it! Improving Defeasible
Reasoning by First Modeling the Question
Scenario

Figure 6.1:CURIOUS: Given a premise (drinking glass fell), defeasible reasoning seeks to answer
whether new information thatthe glass fell on a pillowwill strengthen or weaken the premise that
the glass broke. CURIOUS improves defeasible reasoning by modeling the question scenario with
a model-generated inference graphG. The graphG includes new events (e.g.,glass fell on �oor)
that contextualize the given premise, hypothesis, and update. The graph is encoded judiciously
using our graph encoderh(:), improving end-task performance.
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Defeasible reasoning is the mode of reasoning where conclusions can be overturned by taking
into account new evidence. Existing cognitive science literature on defeasible reasoning suggests
that a person forms amental modelof the problem scenario before answering questions. Our
research goal asks whether neural models can similarly bene�t from envisioning the question
scenario before answering a defeasible query. Our approach is, given a question, to have a model
�rst create a graph of relevant in�uences, and then leverage that graph as an additional input when
answering the question. Our system,CURIOUS, achieves a new state-of-the-art on three different
defeasible reasoning datasets. This result is signi�cant as it illustrates that performance can be
improved by guiding a system to “think about” a question and explicitly model the scenario, rather
than answering re�exively.1

6.1 Introduction

Defeasible inference is a mode of reasoning where additional information can modify conclusions
Koons [2017]. Here we consider the speci�c formulation and challenge in Rudinger et al. [2020]:
Given that some premisep plausibly implies a hypothesisH , does new information that the
situation isS weaken or strengthen the conclusionH ? For example, consider the premise “The
drinking glass fell” with a possible implication “The glass broke”. New information that “The
glass fell on a pillow” hereweakensthe implication.

We borrow ideas from the cognitive science literature that supports defeasible reasoning for
humans with aninference graph[Pollock, 2009, 1987]. Inference graphs formulation in Madaan
et al. [2021a], which we use in this paper, draws connections between thep, H , andS through
mediating events. This can be seen as amental modelof the question scenario before answering
the question Johnson-Laird [1983]. This paper asks the natural question: can modeling the
question scenario with inference graphs help machines in defeasible reasoning?

Our approach is as follows. First, given a question, generate an inference graph describing
important in�uences between question elements. Then, use that graph as an additional input when
answering the defeasible reasoning query. Our proposed system,CURIOUS, comprises a graph
generation module and a graph encoding module to use the generated graph for the query (Figure
6.2).

To generate inference graphs, we build upon past work that uses a sequence-to-sequence
approach [Madaan et al., 2021a]. Brie�y, Madaan et al. [2021a] train a T5-XXL [Raffel et al.,
2020a] on a dataset of in�uence graphs [Tandon et al., 2019], and use the trained model to generate
similar graphs for a new situation. However, our analysis revealed that the graphs can often be
erroneous, andCURIOUS also includes an error correction module (Section 6.3.3) to generate
higher quality inference graphs. This was important because we found that better graphs are more
helpful in the downstream QA task.

The generated inference graph is then used for the QA task on three existing defeasible
inference datasets from diverse domains, viz.,� -SNLI (natural language inference) Bowman
et al. [2015],� -SOCIAL (reasoning about social norms) Forbes et al. [2020], and� -ATOMIC

(commonsense reasoning) Sap et al. [2019]. We show that the way the graph is encoded for input

1Code and data located athttps://github.com/madaan/thinkaboutit
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Figure 6.2: An overview ofCURIOUS

is important. If we simply augment the question with the generated graphs, there are some gains
on all datasets. However, the accuracy improves substantially across all datasets with a more
judicious encoding of the graph-augmented question that accounts for interactions between the
graph nodes. To achieve this, we use the mixture of experts approach Jacobs et al. [1991] to
include a mixture of experts layers during encoding, enabling the ability to attend to speci�c
nodes while capturing their interactions selectively.

In summary, our contribution is in drawing on the idea of an inference graph from cognitive
science to show bene�ts in a defeasible inference QA task. Using an error correction module in the
graph generation process, and a judicious encoding of the graph augmented question,CURIOUS

achieves a new state-of-the-art over three defeasible datasets. This result is signi�cant also
because our work illustrates that guiding a system to “think about” a question before answering
can improve performance.

6.2 Task

We use the defeasible inference task and datasets de�ned in Rudinger et al. [2020], namely given
an inputx = (p,H ,S), predict the outputy 2 f strengthens; weakensg, wherep, H , andS are
sentences describing a premise, hypothesis, and scenario respectively, andy denotes whetherS
strengthens/weakens the plausible conclusion thatH follows fromp, as described in Section 6.1.

6.3 Approach

Inspired by past results Madaan et al. [2021a] that humans found inference graphs useful for
defeasible inference, we investigate whether neural models can bene�t from envisioning the
question scenario using an inference graph before answering a defeasible inference query.
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Figure 6.3: An overview of our method to perform graph-augmented defeasible reasoning using
a hierarchical mixture of experts. First,MOE -V selectively pools the node representations to
generate a representationhG of the inference graph. Then,MOE -GX pools the query representation
hx and the graph representation generated byMOE -V to pass to the upstream classi�er.

Inference graphs As inference graphs are central to our work, we give a brief description
of their structure next. Inference graphs were introduced in philosophy by Pollock [2009] to
aid defeasible reasoning for humans, and in NLP by Tandon et al. [2019] for a counterfactual
reasoning task. We interpret the inference graphs as having four kinds of nodes Pollock [2009],
Madaan et al. [2021a]:

i. Contextualizers (C-, C+): these nodes set the context around a situation and connect to thep.

ii. Situations (S, S-): these nodes are new situations that emerge which might overturn an
inference.

iii. Hypothesis (H-, H+): Hypothesis nodes describe the outcome/conclusion of the situation.

iv. Mediators (M-, M+): Mediators are nodes that help bridge the knowledge gap between a
situation and a hypothesis node by explaining their connection explicitly. These node can
either act as aweakeneror strengthener.

Each node in an in�uence graph is labeled with an event (a sentence or a phrase). The signs- and
+ capture the nature of the in�uence event node. Concrete examples are present in Figures 6.1,
6.4, and in Appendix E.4.

6.3.1 Overview ofCURIOUS

Our system,CURIOUS, comprises three components, (i) a graph generatorGENinit, (ii) a graph
correctorGENcorr, (iii) a graph encoder (Figure 6.1).GENinit generates an inference graph from the
input x. We borrow the sequence to sequence approach ofGENinit from Madaan et al. [2021a]
without any architectural changes. However, we found that the resulting graphs can often be
erroneous (which hurts task performance), soCURIOUS includes an error correction module
GENcorr to generate higher quality inference graphs that are then judiciously encoded using the
graph encoder. This encoded representation is then passed through a classi�er to generate an end
task label. The overall architecture is shown in Figure 6.2.
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6.3.2 Graph generator

Figure 6.4: The graphs generated byGENinit.The input graph has repetitions for nodesf C� ; C+ g
andf S; S�g . The corrected graph generated byGENcorr replaces the repetitions with meaningful
labels.

As the initial graph generator, we use the method described in Madaan et al. [2021a] (GENinit) to
generate inference graphs for defeasible reasoning.2 Their approach involves �rst training a graph-
generation module, and then performing zero-shot inference on a defeasible query to obtain an
inference graph. They obtain training data for the graph-generation module fromWIQA dataset Tan-
don et al. [2019].WIQA is a dataset of 2107(T i ; G i ) tuples, whereT i is the passage text that
describes a process (e.g., waves hitting a beach), andG i is the corresponding in�uence graph.
The graph generatorGENinit is trained as a seq2seq model, by settinginput = [Premise]T i j
[Situation]Si j [Hypothesis]H i , andoutput = G i . Note thatSi andH i are nodes in the in�u-
ence graphG i , allowing grounded generation.[Premise], [Situation], [Hypothesis]are special
tokens used to demarcate the input.

2We use their publicly available code and data
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6.3.3 Graph corrector

We found that 70% of the randomly sampled 100 graphs produced byGENinit (undesirably) had
repeatednodes (an example of repeated nodes is in Figure 6.4). Repeated nodes introduce noise
because they violate the semantic structure of a graph, e.g., in Figure 6.4, nodes C+ and C- are
repeated, although they are expected to have opposite semantics. Higher graph quality yields
better end task performance when using inference graphs (as we will show in §6.4.3)

To repair such problems, we train a graph corrector,GENcorr, that takes as inputG0, and
as output it gives a graphG � , with repetitions �xed. To train the model, we require (G0, G � )
examples, which we generate using a data augmentation technique described in the Appendix E.1.
Because the nodes in the graph are from an open vocabulary, we then train a T5 sequence-to-
sequence model Raffel et al. [2020c] with input =G0 and output =G � . In summary, given a
defeasible queryPHS , we generate a potentially incorrect initial graphG0usingGENinit. We then
feedG0 to GENcorr to obtain an improved graphG.

6.3.4 Graph Encoder

For each defeasible query (p, H , S), we add the inference graphG from CURIOUS(the corrected
graph from 6.3.3), to provide additional context for the query, as we now describe.

We concatenate the components (p, H , S) of the defeasible query into a single sequence of to-
kensx = ( PkH kS), wherek denotes concatenation. Thus, each sample of our graph-augmented
binary-classi�cation task takes the form((x; G); y), wherey 2 f strengthener, weakenerg. Fol-
lowing Madaan et al. [2021a], we do not use edge labels and treat all the graphs as undirected
graphs.

Overview: We �rst use a language modelLMs to obtain a dense representationhx for the
defeasible queryx, and a dense representationhv for each nodev 2 G. The node representations
hv are then pooled using a hierarchical mixture of experts (MOE) to obtain a graph representation
hG . The query representationhx and the graph representationhG are combined to solve the
defeasible task. We now provide details on obtaininghx , hv , hG .

Encoding the query and nodes

Let LMs be a pre-trained language model (in our case RoBERTa Liu et al. [2019]). We use
hS = L(S) 2 Rd to denote the dense representation of sequence of tokensS returned by the
language modelLMs. Speci�cally, we use the pooled representation of the beginning-of-sequence
token<s> as the sequence representation.

We encode the defeasible queryx and the nodes of the graph usingLMs. Query representation
is computed ashx = L(x), and we similarly obtain a matrix of node representationshV by
encoding each nodev in G with LMs as follows:

hV = [ hv1 ; hv2 ; : : : ; h jV j ] (6.1)

wherehvi 2 Rd refers to the dense representation for thei th node ofG derived fromLMs (i.e.,
hvi = L(vi )), andhV 2 RjV j� d to refer to the matrix of node representations.
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Graph representations usingMOE

Recently, mixture-of-experts Jacobs et al. [1991], Shazeer et al. [2017], Fedus et al. [2021] has
emerged as a promising method of combining multiple feature types. Mixture-of-experts (MOE)
is especially useful when the input consists of multiplefacets, where each facet has a speci�c
semantic meaning. Previously, Gu et al. [2018], Chen et al. [2019] have used the ability ofMOE

to pool disparate features on low-resource and cross-lingual language tasks. Since each node
in the inference graphs used by us plays a speci�c role in defeasible reasoning (contextualizer,
situation node, or mediator), we take inspiration from these works to design a hierarchicalMOE

model Jordan and Xu [1995] to pool node representationshV into a graph representationhG .
An MOE consists ofn expert networksE1; E2; : : : ;En and a gating networkM . Given an

inputx 2 Rd, each expert networkE i : Rd ! Rk learns a transform over the input. The gating
networkM : Rd ! � d gives the weightsp = f p1; p2; : : : ; png to combine the expert outputs for
input x. Finally, the outputy is returned as a convex combination of the expert outputs:

p = M (x)

y =
nX

i =1

pi E i (x) (6.2)

The outputy can either be the logits for an end task Shazeer et al. [2017], Fedus et al. [2021]
or pooled features that are passed to a downstream learner Chen et al. [2019], Gu et al. [2018].
The gating networkM and the expert networksE1; E2; : : : ;En are trained end-to-end. During
learning, the gradients toM train it to generate a distribution over the experts that favors the best
expert for a given input. Appendix E.2 presents a further discussion on ourMOE formulation and
an analysis of the gradients.

Hierarchical MOE for defeasible reasoning Different parts of the inference graphs might help
answer a query to a different degree. Further, for certain queries, graphs might not be helpful
(and could even be distracting), and the model could rely primarily on the input query alone. This
motivates a two-level architecture that can: (i) select a subset of the nodes in the graph and ii)
selectively reason across the query and the graph to varying degrees.

Given these requirements, a hierarchicalMOE Jordan and Jacobs [1994] model presents itself
as a natural choice to model this task. The �rstMOE (MOE -V) creates a graph representation by
taking a convex combination of the node representations. The secondMOE (MOE -GX) then takes
a convex-combination of the graph representation returned byMOE -V and query representation
and passes it to an MLP for the downstream task.

� MOE -V consists of �ve node-experts and gating network to selectively pool node representa-
tionshv to graph representationhG :

p = M (hV )

hG =
X

v2 V

pvEv(v) (6.3)

� MOE -GX contains two experts (graph expertEG and question expertEQ ) and a gating network
to combine the graph representationhG returned byMOE -GX and the query representation
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hx :

p = M ([hG ; hQ ])

hy = EG (hG ) + EQ (hQ ) (6.4)

hy is then passed to a 1-layer MLP to perform classi�cation. The gates and the experts in our
MOE model are single-layer MLPs, with equal input and output dimensions for the experts.

6.4 Experiments

In this section, we empirically investigate ifCURIOUS can improve defeasible inference by
�rst modeling the question scenario using inference graphs. We also study the reasons for any
improvements.

6.4.1 Experimental setup

Dataset Split # Samples Total

� -ATOMIC

train 35,001
42,977test 4137

dev 3839

� -SOCIAL

train 88,675
92,295test 1836

dev 1784

� -SNLI

train 77,015
95,795test 9438

dev 9342

Table 6.1: Number of samples in each dataset by split.

Datasets Our end task performance is measured on the three existing datasets for defeasible
inference provided by Rudinger et al. [2020]:3 � -ATOMIC, � -SNLI, � -SOCIAL (Table 6.1). These
datasets exhibit substantial diversity because of their domains:� -SNLI (natural language inference),
� -SOCIAL (reasoning about social norms), and� -ATOMIC (commonsense reasoning). Thus, it
would require a general model to perform well across these diverse datasets.

Baselines and setup The previous state-of-the-art (SOTA) is the RoBERTa Liu et al. [2019]
model presented in Rudinger et al. [2020], and we report the published numbers for this baseline.
For an additional baseline, we directly use the initial inference graphG0 generated byGENinit,

3github.com/rudinger/defeasible-nli
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and provide it to the model simply as a string (i.e., sequence of tokens; a simple, often-used
approach). This baseline is calledE2E-STR. We use the same hyperparameters as Rudinger et al.
[2020], and add a detailed description of the hyperparameters in Appendix E.3. For all theQA

experiments, we report the accuracy on the test set using the checkpoint with the highest accuracy
on the development set. We use the McNemar's test McNemar [1947], Dror et al. [2018] and use
p < 0:05as a threshold for statistical signi�cance. All the p-values are reported in Appendix E.7.

6.4.2 Results

Table 6.2 compares QA accuracy on these datasets without and with modeling the question
scenario. The results suggest that we get consistent gains across all datasets, with� -SNLI gaining
about 4 points.CURIOUSachieves a new state-of-the-art across three datasets, as well as now
producing justi�cations for its answers with inference graphs.

� -
ATOMIC

� -SNLI � -
SOCIAL

Prev-SOTA 78.3 81.6 86.2
E2E-STR 78.8 82.2 86.7
CURIOUS 80.2* 85.6* 88.6*

Table 6.2:CURIOUS is better across all the datasets. This demonstrates that understanding the
question scenario through generating an inference graph helps. * indicates statistical signi�cance.

6.4.3 UnderstandingCURIOUS gains

In this section, we study the contribution of the main components of theCURIOUSpipeline.

Impact of graph corrector

We ablate the graph corrector moduleGENcorr in CURIOUSby directly supplying the output from
GENinit to the graph encoder. Table 6.3 shows that this ablation consistently hurts across all the
datasets.GENcorr provides 2 points gain across datasets. This indicates that better graphs lead to
better task performance, assuming thatGENcorr actually reduces the noise. Next, we investigate if
GENcorr can produce more informative graphs.

Do graphs corrected byGENcorr show fewer repetitions? We evaluate the repetitions in the
graphs produced byGENinit andGENcorr using two metrics: (i) repetitions per graph: average
number of repeated nodes in a graph. (ii) % with repetitions: % of graphs with at least one
repeated node.

Table 6.4 showsGENcorr does reduce repetitions by approximately 40% (2.11 to 1.25) per
graph across all datasets, and also reduces the fraction of graphs with at least one repetition by
25.7% across.
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� -ATOMIC � -SNLI � -SOCIAL

G0 78.5 83.8 88.2
G 80.2* 85.6* 88.6

Table 6.3: Performance w.r.t. the graph used.G0 is the initial graph fromGENinit, G is the
corrected graph fromGENcorr. Better graphs lead to better task performance. * indicates statistical
signi�cance.

Repetitions GENinit GENcorr

� -ATOMIC per graph 2.05 1.26
% graphs 72 48

� -SNLI per graph 2.09 1.18
% graphs 73 46

� -SOCIAL per graph 2.2 1.32
% graphs 75 49

OVERALL per graph � -40%
% graphs � -25.7%

Table 6.4:GENcorr reduces the inconsistencies in graphs. The number of repetitions per graph and
percentage of graphs with some repetition, both improve.

Impact of graph encoder

We experiment with two alternative approaches to graph encoding to compare ourMOE approach
by using the graphs generated byGENcorr:
1. Graph convolutional networks: We follow the approach of Lv et al. [2020] who useGCN Kipf
and Welling [2017] to learn rich node representations from graphs. Broadly, node representations
are initialized byLMs and then re�ned using aGCN. Finally, multi-headed attention Vaswani et al.
[2017] between question representationhx and the node representations is used to yieldhG . We
add a detailed description of this method in Appendix E.8.
2. String based representation: Another popular approach Sakaguchi et al. [2021a] is to
concatenate the string representation of the nodes, and then usingLMs to obtain the graph
representationhG = L(v1kv2k::) wherek denotes string concatenation.

Table 6.5 shows thatMOE graph encoder improves end task performance signi�cantly com-
pared to the baseline.4 In the following analysis, we study the reasons for these gains in-depth.

We hypothesize thatGCN is less resistant to noise thanMOE in our setting, thus causing a
lower performance. The graphs augmented with each query are not human-curated and are instead
generated by a language model in a zero-shot inference setting. Thus, theGCN style message
passing might amplify the noise in graph representations. On the other hand,MOE -V �rst selects
the most useful nodes to answer the query to form the graph representationhG . Further,MOE -GX

can also decide to completely discard the graph representations, as it does in many cases where
the true answer for the defeasible query isweakens.

4Appendix E.5 provides an analysis on time and memory requirements.
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To further establish the possibility of message passing hampering the downstream task perfor-
mance, we experiment with aGCN-MOE hybrid, wherein we �rst re�ne the node representations
using a 2-layerGCN as used by Lv et al. [2020], and then pool the node representations using an
MOE. We found the results to be about the same as ones we obtained withGCN (3rd-row Table 6.5),
indicating that bad node representations are indeed the root cause for the bad performance ofGCN.
This is also supported by Shi et al. [2019] who found that noise propagation directly deteriorates
network embedding andGCN is sensitive to noise.

Interestingly, graphs help the end-task even when encoded using a relatively simpleSTR based
encoding scheme, further establishing their utility.

� -ATOMIC � -SNLI � -SOCIAL

STR 79.5 83.1 87.2
GCN 78.9 82.4 88.1
GCN + MOE 78.7 84.3 87.8
MOE 80.2 85.6 88.6

Table 6.5: Contribution of MoE-based graph encoding compared with alternative graph encoding
methods. The gains ofMOE overGCN are statistically signi�cant for all the datasets, and the gains
overSTR are signi�cant for� -SNLI and� -SOCIAL.

Detailed MOE analysis

We now analyze the two MoEs used inCURIOUS: (i) the MOE over the nodes (MOE -V), and (ii)
theMOE overG and inputx (MOE -GX).

Figure 6.5:MOE -GX gate values for the classes strengthens and weakens, averaged over the three
datasets.

MOE -GX performs better for y = strengthens: Figure 6.5 shows that the graph makes a
stronger contribution than the input, when the label isstrengthens. In instances where the label
is weakens, the gate ofMOE -GX gives a higher weight to the question. This trend was present
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across all the datasets. We conjecture that this happens because language models are tuned to
generate events that happen rather than events that do not. In the case of a weakener, the nodes
must be of the typeevent1 leads to less of event2, whereas language models are naturally trained
for event1 leads to event2. Understanding this in-depth requires further investigation in the future.

MOE -V relies more on speci�c nodes: We study the distribution over the types of nodes and
their contribution toMOE -V. Recall from Figure 6.3 that C- and C+ nodes are contextualizers that
provide more background context to the question, and S- node is typically an inverse situation
(i.e., inverseS), while M- and M+ are the mediator nodes leading to the hypothesis. Figure 6.6
shows that the situation node S- was the most important, followed by the contextualizer and the
mediator. Notably, our analysis shows that mediators are less important for machines than they
were for humans in the experiments conducted by Madaan et al. [2021a]. This is probably because
humans and machines use different pieces of information.

Figure 6.6:MOE -V gate values for the three datasets.

MOE -V, MOE -GX have a peaky distribution: A peaky distribution over the gate values implies
that the network is judiciously selecting the right expert for a given input. We compute the
average entropy ofMOE -V andMOE -GX and found the entropy values to be 0.52 (max 1.61)
for MOE -V, and 0.08 (max 0.69) forMOE -GX. The distribution of the gate values ofMOE -
V is relatively �at, indicating that specialization of the node experts might have some room
for improvement (additional discussion in Appendix E.2). Analogous to scene graphs-based
explanations in visual QA Ghosh et al. [2019], peaky distributions over nodes can be considered
as an explanation through supporting nodes.

MOE -V learns the node semantics: The network learned the semantic grouping of the nodes
(contextualizers, situation, mediators), which became evident when plotting the correlation
between the gate weights. As Figure 6.7 shows, there is a strong negative correlation between the
situation nodes and the context nodes, indicating that only one of them is activated at a time.
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Figure 6.7: Correlation between probability assigned to each semantic type of the node byMOE -V

6.5 Summary and Conclusion

Cognitive science suggests that people form “mental models” of a situation to answer questions
about it. Drawing on those ideas, we have presented a simple instantiation in which the situational
model is an inference graph. Different fromGCN-based models popular in graph learning, we
use mixture-of-experts to pool graph representations. Our experiments show thatMOE-based
pooling can be a strong (both in terms of performance and explainability) alternative toGCN

for graph-based learning for reasoning tasks. Our method establishes a new state-of-the-art on
three defeasible reasoning datasets. Overall, our method shows that performance can be improved
by guiding a system to “think about” a question and explicitly model the scenario, rather than
answering re�exively.
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Part III

Leveraging Structure During Inference
In Part 3 of this thesis, we address the challenges arising from the increasing size and

complexity of large pre-trained language models (LLMs). As LLMs grow, training them becomes
increasingly dif�cult due to their billions of parameters, often requiring infrastructure beyond the
reach of all but a few large companies. On the other hand, these larger models exhibit remarkable
few-shot inference capabilities, enabling them to perform a wide range of tasks with just a few
examples. This often results in superior performance compared to smaller �ne-tuned models.

Given the limitations imposed by the size of these models, the techniques presented in the
previous chapters may not be directly applicable. However, we demonstrate that infusing structure
remains advantageous even in the few-shot prompting regime. By incorporating structure during
inference time, we can still achieve signi�cant improvements in model performance, overcoming
the constraints imposed by the model's size.

The chapters included in this part are:

1. Chapter 7 introduces CoCoGen, an approach for structured commonsense reasoning using
large language models, which treats structured commonsense reasoning tasks as code
generation tasks (EMNLP 2022).

2. Chapter 8 presents the Program-Aided Language models (PAL) approach, which leverages
large language models for problem understanding and decomposition while outsourcing
the solution step to a runtime (under submission at ICML 2023). This approach leads to
improved performance in arithmetic and symbolic reasoning tasks.

These chapters highlight the value of incorporating structure during inference in the context
of few-shot prompting, showcasing that even in the face of growing model complexity, we can
still improve LLM performance by leveraging structured approaches.
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Chapter 7

Language Models of Code are Few-Shot
Commonsense Learners

We address the general task ofstructuredcommonsense reasoning: given a natural language input,
the goal is to generate agraphsuch as an event or a reasoning-graph. To employ large language
models (LMs) for this task, existing approaches “serialize” the output graph as a �at list of nodes
and edges. Although feasible, these serialized graphs strongly deviate from the natural language
corpora that LMs were pre-trained on, hindering LMs from generating them correctly. In this
paper, we show that when we instead frame structured commonsense reasoning tasks ascode
generationtasks, pre-trained LMs ofcodearebetterstructured commonsense reasoners than LMs
of natural language, even when the downstream task does not involve source code at all. We
demonstrate our approach across three diverse structured commonsense reasoning tasks. In all
thesenatural languagetasks, we show that using our approach, acodegeneration LM (CODEX)
outperforms natural-LMs that are �ne-tuned on the target task (e.g.,T5) and other strong LMs
such as GPT-3 in the few-shot setting.

7.1 Introduction

The growing capabilities of large pre-trained language models (LLM ) for generating text have
enabled their successful application in a variety of tasks, including summarization, translation,
and question-answering [Wang et al., 2019, Raffel et al., 2020b, Brown et al., 2020b, Chowdhery
et al., 2022b].

Nevertheless, while employing LLMs for natural language (NL) tasks is straightforward, a
major remaining challenge is how to leverage LLMs forstructured commonsense reasoning,
including tasks such as generating event graphs [Tandon et al., 2019], reasoning graphs [Madaan
et al., 2021b], scripts [Sakaguchi et al., 2021b], and argument explanation graphs [Saha et al.,
2021]. Unlike traditional commonsense reasoning tasks such as reading comprehension or
question answering,structuredcommonsense aims to generate structured output given a natural
language input. This family of tasks relies on the natural language knowledge learned by the
LLM, but it also requires complex structured prediction and generation.

To leverageLLM , existing structured commonsense generation models modify theoutput
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format of a problem. Speci�cally, the structure to be generated (e.g., a graph or a table) is
converted, or “serialized”, into text. Such conversions include “�attening” the graph into a list
of node pairs (Figure 7.1d), or into a speci�cation language such asDOT [Figure 7.1c; Gansner
et al., 2006].

While converting the structured output into text has shown promising results Rajagopal et al.
[2022], Madaan and Yang [2021],LLM struggle to generate these “unnatural” outputs: LMs are
primarily pre-trained on free-form text, and these serialized structured outputs strongly diverge
from the majority of the pre-training data. Further, for natural language, semantically relevant
words are typically found within a small span, whereas neighboring nodes in a graph might be
pushed farther apart when representing a graph as a �at string.

Thus, a language model which was trained on natural language text is likely to fail to capture
the topology of the graph. Consequently, usingLLM for graph generation typically requires a
large amount of task-speci�c training data, and their generated outputs show structural errors and
semantic inconsistencies, which need to be further �xed either manually or by using a secondary
downstream model [Madaan et al., 2021d].

Despite these struggles, the recent success of large-language models ofcode[Code-LLMs;
Chen et al., 2021d, Xu et al., 2022a] for tasks such as code generation from natural language
Austin et al. [2021], Nijkamp et al. [2022a], code completion Fried et al. [2022a], and code
translation Wang et al. [2021], show that Code-LLMs are able to perform complex reasoning on
structured data such as programs. Thus, instead of forcingLLM of natural language (NL-LLMs)
to be �ne-tuned on structured commonsense data, an easier way to close the discrepancy between
the pre-training data (free-formtext) and the task-speci�c data (commonsense reasoninggraphs)
is to adapt LLMs that were pre-trained oncodeto structured commonsense reasoning innatural
language.

Thus, our main insight is thatlarge language models of code are good structured commonsense
reasoners. Further, we show that Code-LLMs can be even better structured reasoners than NL-
LLMs, when converting the desired output graph into a format similar to that observed in the code
pre-training data. We call our methodGPT-2: models ofCode forCommonsenseGeneration, and
it is demonstrated in Figure 7.1.

Our contributions are as follows:

1. We highlight the insight that Code-LLMs are better structured commonsense reasoners than
NL-LLMs, when representing the desired graph prediction as code.

2. We proposeGPT-2: a method for leveraging LLMs ofcode for structuredcommonsense
generation.

3. We perform an extensive evaluation across three structured commonsense generation tasks
and demonstrate thatGPT-2 vastly outperforms NL-LLM , either �ne-tuned or few-shot
tested, while controlling for the number of downstream task examples.

4. We perform a thorough ablation study, which shows the role of data formatting, model size,
and the number of few-shot examples.
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Take the pies out to coolOpen cabinet drawer

Take out several plates

Begin putting
pies on plate

Fill pies onto
plates evenly

Serve the potpies on a plate

(a) The scriptG

class Tree :

goal = "serve the potpies on a
plate"

def init ( self ) :
# nodes
take pies out to cool = Node()
open cabinet drawer = Node()
take out several plates = Node()
...
# edges
take pies out to cool.children =

[ take out several plates ]
open cabinet drawer.children =

[ take out several plates ]
...

(b) G converted to Python codeGc using our ap-
proach

digraph G {
begin -> take_pies_out_to_cool;
begin -> open_cabinet_drawer;
take_pies_out_to_cool ->

take_out_several_plates;
open_cabinet_drawer ->

take_out_several_plates;
take_out_several_plates ->

begin_putting_pies_on_plates;
begin_putting_pies_on_plates ->

serve_potpies_on_plate;
fill_pies_onto_plates_evenly ->

serve_potpies_on_plate;
serve_potpies_on_plate -> end;

}

(c) Straightforward encodings of the graph using the
“DOT”

[
(take_pies_out_to_cool,

take_out_several_plates),
(open_cabinet_drawer,

take_out_several_plates),
(take_out_several_plates,

begin_putting_pies_on_plates),
(take_out_several_plates,

fill_pies_onto_plates_evenly),
(begin_putting_pies_on_plates,

serve_potpies_on_plate),
(fill_pies_onto_plates_evenly,

serve_potpies_on_plate),
(serve_potpies_on_plate, end)

]

(d) Text format, or as a list of edges (node pairs)

Figure 7.1: An illustration ofGPT-2 for the task of script generation. An input graph (7.1a)
is typically represented using the DOT format (7.1c) or as a list of edges (7.1d), which allows
modeling the graph using standard language models. These popular choices are suf�cient in
principle; however, these formats are loosely structured, verbose, and not common in text corpora,
precluding language models from effectively generating them. In contrast,GPT-2 converts
structures into Python code (7.1b), allowing to model them using large-scale language models of
code.
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7.2 GPT-2: Representing Commonsense structures with code

We focus on tasks of structured commonsense generation. Each training example for such tasks
is in the form(T ; G), whereT is a text input, andGis the structure to be generated (typically a
graph). The key idea ofGPT-2 is transforming an output graphGinto a semantically equivalent
programGc written in a general-purpose programming language. In this work, we chose Python
due to its popularity in the training data of modern Code-LLMs [Xu et al., 2022a], but our
approach is agnostic to the programming language. The code-transformed graphs are similar in
their format to the pre-training data of Code-LLMs, and thus serve as easier to generalize training
or few-shot examples than the original raw graph.GPT-2 uses Code-LLMs to generateGc given
T , which we eventually convert back into the graphG.

We use the task of script generation (PROSCRIPT, Figure 7.1) as a running example to motivate
our method: script generation aims to create a script (G) to achieve a given high-level goal (T ).

7.2.1 Converting(T ; G) into Python code

We convert a(T ; G) pair into a Python class or function. The general procedure involves adding the
input textT in the beginning of the code as a class attribute or descriptive comment, and encoding
the structureGusing standard constructs for representing structure in code (e.g., hashmaps, object
attributes) or function calls. The goal here is to compose Python code that represents a(T ; G)
pair, but retains the syntax and code conventions of typical Python code.

For example, for the script generation task, we convert the(T ; G) pair into aTree class (Fig-
ure 7.1b). The goalT is added as class attribute (goal ), and the scriptG is added by listing the
nodes and edges separately. We �rst instantiate the list of nodes as objects of classNode. Then,
the edges are added as an attributechildren for each node (Figure 7.1b). For example, we
instantiate the node “Take out several plates” as take out several plates = Node() ,
and add it as a child of the nodetake pies out to cool .

While there are multiple ways of representing a training example as a Python class, we found
empirically that this relatively simple format is the most effective, especially with larger models.
We analyze the choice of format and its connection with the model size in Section 7.4.

7.2.2 Few-shot prompting for generatingG

We focus on large-language models of the scale ofCODEX [Chen et al., 2021b]. Due to their
prohibitively expensive cost to �ne-tune, these large models are typically used in afew-shot
promptingmode. Few-shot prompting usesk input-output examplesf (x i ; yi )gk

i =1 to create an
in-context prompt:p = x1 � y1 � x2 � y2 � : : : � xk � yk , where� is a symbol that separates an
input from its output, and� separates different examples.

A new (test) inputx is appended to the promptp (that is:p � x), andp � x � is fed to the
model for completion. As found by Brown et al. [2020b], large language models show impressive
few-shot capabilities in generating a completionŷ given the inputp � x � . The main question is
how to construct the prompt?

In all experiments in this work, the promptp consists ofk Python classes, each representing
a (T ; Gc) pair. For example, for script generation, each Python class represents a goalT and a
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scriptGc from the training set. Given a new goalT for inference, a partial Python class (i.e., only
specifying the goal) is created and appended to the prompt. Figure 7.2 shows such a partial class.
Here, the code generation model is expected to complete the class by generating the de�nition for
Node objects and their dependencies for the goalmake hot green tea.

class Tree :
goal = "make hot green tea."

def init ( self ) :
# generate

Figure 7.2:GPT-2 uses a prompt consisting ofk (5-10) Python classes. During inference, the test
input is converted to a partial class, as shown above, appended to the prompt, and completed by a
code generation model such as CODEX.

In our experiments, we usedCODEX [Chen et al., 2021b] and found that it nearly always
generates syntactically valid Python. Thus, the generated code can be easily converted back into a
graph and evaluated using the dataset's standard, original, metrics. Appendix G.6 lists sample
prompts for each of the tasks we experimented with.

7.3 Evaluation

We experiment with three diverse structured commonsense generation tasks: (i) script gen-
eration (PROSCRIPT, Section 7.3.2), (ii) entity state tracking (PROPARA, Section 7.3.3), and
(iii) explanation graph generation (EXPLAGRAPHS, Section 7.3.4) Dataset details are included
in Appendix G.4. Despite sharing the general goal of structured commonsense generation, the
three tasks are quite diverse in terms of the generated output and the kind of required reasoning.

7.3.1 Experimental setup

Model As our main Code-LLM forGPT-2, we experiment with the latest version ofCODEX

code-davinci-002 from OpenAI1 in few-shot prompting mode. While codex was initially
released as a code generation model2, OpenAI mentioned in a blog post released later that
code-davinci-002 was used to initializetext-davinci-002 [Fu and Khot, 2022]. This
suggests that code-based pre-training can boost a model's general reasoning abilities – a �nding
corroborated by recent research [Shao et al., 2024]. Also see [Fu and Khot, 2022] for a discussion
on how pretraining on code could have assisted reasoning capabilities for large language models.

Baselines We experimented with the following types of baselines:

1As of June 2022
2https://openai.com/blog/openai-codex
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BLEU ROUGE-L BLEURT ISO GED Avg(d) Avg(jV j) Avg(jE j)

G(reference graph) - - 1.00 0.00 1.84 7.41 6.80

T5 (�ne-tuned) 23.80 35.50 -0.31 0.51 1.89 1.79 7.46 6.70

CURIE (15) 11.40 27.00 -0.41 0.15 3.92 1.47 8.09 6.16
DAVINCI (15) 23.11 36.51 -0.27 0.64 1.44 1.74 7.58 6.59
GPT-2 (15) 25.24 38.28 -0.26 0.53 2.10 1.79 7.44 6.70

Table 7.1: Semantic and structural metrics for the script generation task onPROSCRIPT. T5 is
�ne-tuned on the entire dataset, while the few-shot models (CURIE, DAVINCI , CODEX) use 15
examples in the prompt.

1. Text few-shot: Our hypothesis is that code-generation models can be repurposed to gen-
erate structured output better. Thus, natural baselines for our approach are NL-LLMs –
language models trained on natural language corpus. We experiment with the latest versions
of CURIE (text-curie-001 ) andDAVINCI (text-davinci-002 ), the two GPT-3
based models by OpenAI [Brown et al., 2020b]. For both these models, the prompt consists
of (T ; G) examples, whereGis simply �attened into a string (as in Figure 7.1c).DAVINCI

is estimated to be much larger in size thanCURIE, as our experiments also reveal (Ap-
pendix G.1).DAVINCI , popularly known as GPT-3, is the strongest text-generation model
available through OpenAI APIs.3

2. Fine-tuning: we �ne-tune aT5-large model forEXPLAGRAPHS, and use the results from
Sakaguchi et al. [2021b] onT5-xxl for PROSCRIPTtasks. In contrast to the few-shot setup
where the model only has access to a few examples, �ne-tuned models observe theentire
training data of the downstream task.

Choice of prompt We created the promptp by randomly samplingk examples from the training
set. As all models have a bounded input size (e.g., 4096 tokens forCODEX code-davinci-002
and 4000 for GPT-3text-davinci-002 ), the exact value ofk is task dependent: more exam-
ples can �t in a prompt in tasks where(T ; G) is short. In our experiments,k varies between5 and
30, and the GPT-3 baseline is always fairly given the same prompts asCODEX. To control for
the variance caused by the speci�c examples selected intop, we repeat each experiment with at
least 3 different prompts, and report the average. We report the mean and standard deviations in
Appendix G.9.

GPT-2: We useGPT-2 to refer to setups where aCODEX is used with a Python prompt. In
Section 7.4, we also experiment with dynamically creating a prompt for each input example, using
a NL-LLMs with code prompts, and using Code-LLMs with textual prompts.

3https://beta.openai.com/docs/models/gpt-3
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Method prec rec F1

�ne-tuned
T5 (100) 52.26 52.91 51.89
T5 (1k) 60.55 61.24 60.15
T5 (4k) 75.71 75.93 75.72

few-shot
CURIE (15) 10.19 11.61 10.62
DAVINCI (15) 50.62 49.30 48.92
GPT-2 (15) 57.34 55.44 56.24

Table 7.2: Precision, recall, andF1 for PROSCRIPTedge-prediction task.GPT-2 with 15 samples
outperforms strong few-shot models, andT5 trained on 100 samples.

7.3.2 Script generation:PROSCRIPT

Given a high-level goal (e.g.,bake a cake), the goal of script generation is to generate a graph
where each node is an action, and edges capture dependency between the actions (Figure 7.1a). We
use thePROSCRIPT[Sakaguchi et al., 2021b] dataset, where the scripts are directed acyclic graphs,
which were collected from a diverse range of sources including ROCStories [Mostafazadeh et al.,
2016], Descript [Wanzare et al., 2016], and Virtual home [Puig et al., 2018].

Let G(V; E) be a script for a high-level goalT with node and edge setsV andE, respectively.
Following Sakaguchi et al. [2021b], we experiment with two sub-tasks: (i)script generation:
generating the entire scriptG(V; E) given a goalT , and (ii)edge prediction: predicting the edge
setE given the nodesV and the goalT .

Figure 7.1 shows an input-output example fromPROSCRIPT, and our conversion of the graph
into Python code: we convert each nodev 2 V into an instance of aNode class; we create the
edges by addingchildren attribute for each of the nodes. Additional examples are present in
Figure 39

To represent a sample for edge prediction, we list the nodes in a random order (speci�ed after
the comment# nodes in Figure 7.1b). The model then completes the class by generating the
code below the comment# edges .

Script Generation metrics We denote the script that was generated by the model asĜ, and
evaluateĜvs. Gfor both semantic and structural similarity. To evaluate semantic similarity, we
useBLEU, ROUGE-L, and the learned metricBLEURT to determine the content overlap. Following
Sakaguchi et al. [2021b], we use the following metrics for structural evaluation of generated
scripts:

• Graph edit distance (GED): the number of required edits (node/edge removal/additions) to
transformĜ to GAbu-Aisheh et al. [2015];

• Graph isomorphism [ISO; Cordella et al., 2001]: determines whetherĜandGare isomor-
phic based on their structure, disregarding the textual content of nodes;

• Graph size: average number of nodes and edges,(jG(V)j; jG(E)j; jĜ(V)j; jĜ(V)) and the
average degree (d(G(V))), where the high-level goal is for̂G to have as close measures to
Gas possible.
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Edge Prediction metrics For the edge prediction task, the set of nodes is given, and the goal is
to predict the edges between them.

Following Sakaguchi et al. [2021b], we measure precision, recall, andF1 comparing the true
and predicted edges. Speci�cally,p = jE \ Ê j

jÊ j
, r = jE [ Ê j

jE j , andF1 = 2pr
p+ r .

Action Entity

water light CO2

Initial states soil sun -

Roots absorb
water from soil roots sun ?

The water �ows
to the leaf leaf sun ?

def main () :
# init
# roots absorb water from soil
# the water flows to the leaf
# state_0 tracks the location/state water
# state_1 tracks the location/state light
# state_2 tracks the location/state CO2
def init () :

state 0 = "soil"
state 1 = "sun"
state 2 = None

def roots absorb water from soil () :
state 0 = "roots"
state 1 = "sun"
state 2 = "UNK"

def water flows to leaf () :
state 0 = "leaf"
state 1 = "sun"
state 2 = "UNK"

Figure 7.3: APROPARAexample (left) and its corresponding Python code (right). We use a string
to represent a concrete location (e.g.,soil ), UNKto represent an unknown location, andNone
to represent non-existence.

Results Table 7.1 shows the results for script generation. The main results are thatGPT-2 (based
on CODEX), with just 15 prompt examples, outperforms the �ne-tuned modelT5 which has been
�ne-tuned onall 3500 samples. Further,GPT-2 outperforms the few-shot NL-LMCURIE across all
semantic metrics and structural metrics.GPT-2 outperformsDAVINCI across all semantic metrics,
while DAVINCI performs slightly better in two structural metrics.

Table 7.2 shows the results for edge prediction:GPT-2 signi�cantly outperforms the NL-LLMs
CURIE and DAVINCI . When comparing withT5, which was �ne-tuned,GPT-2 with only 15
examples outperforms the �ne-tunedT5 which was �ne-tuned on 100 examples. The impressive
performance in the edge-generation task allows us to highlight the better ability ofGPT-2 in
capturing structure, while factoring out all models' ability to generate the NL content.

7.3.3 Entity state tracking: PROPARA

The text inputsT of entity state tracking are a sequence of actions in natural language about
a particular topic (e.g., photosynthesis) and a collection of entities (e.g., water). The goal is to
predict the state of each entity after the executions of an action. We use thePROPARAdataset Dalvi
et al. [2018] as the test-bed for this task.
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Model prec rec F1

CURIE 95.1 22.3 36.1
DAVINCI 75.5 47.1 58.0
GPT-2 80.0 53.6 63.0

Table 7.3: 3-shots results onPROPARA. All numbers are averaged among �ve runs with different
randomly sampled prompts.GPT-2 signi�cantly outperformsCURIE andDAVINCI .

We construct the Python codeGc as follows, and an example is shown in Figure 7.3. First, we
de�ne themain function and list alln actions as comments inside themain function. Second,
we createk variables named asstate k wherek is the number of participants of the topic. The
semantics of each variable is described in the comments as well. Finally, to represent the state
change after each step, we de�nen functions where each function corresponds to an action. We
additionally de�ne aninit function to represent the initialization of entity states. Inside each
function, the value of each variable tells the state of the corresponding entity after the execution
of that action. Given a new test example where only the actions and the entities are give, we
construct the input string until theinit function, and we append it to the few-shot prompts for
predictions.

Metrics We follow Dalvi et al. [2018] and measure precision, recall andF1 score of the predicted
entity states. We randomly sampled three examples from the training set as the few-shot prompt.

Results As shown in Table 7.3,GPT-2 achieves a signi�cantly betterF1 score thanDAVINCI .
Across the �ve prompts,GPT-2 achieves 5.0 higherF1 thanDAVINCI on average. In addition,
GPT-2 yields stronger performance thanCURIE, achievingF1 of 63.0, which is 74% higher than
CURIE (36.1).4

In PROPARA, GPT-2 will be ranked6th on the leaderboard.5 However, all the methods above
GPT-2 require �ne-tuning on the entire training corpus. In contrast,GPT-2 uses only3 examples
in the prompt and has a gap of less than 10F1 points vs. the current state-of-the-art [Ma et al.,
2022]. In the few-shot settings,GPT-2 is state-of-the-art inPROPARA.

7.3.4 Argument graph generation:EXPLAGRAPHS

Given a belief (e.g.,factory farming should not be banned) and an argument (e.g.,factory farming
feeds millions), the goal of this task is to generate a graph that uses the argument to eithersupport
or counterthe belief [Saha et al., 2021]. The text input to the task is thus a tuple of (belief,
argument, “supports”/“counters” ), and the structured output is an explanation graph (Figure 7.4).

We use theEXPLAGRAPHS dataset for this task [Saha et al., 2021]. Since we focus on
generating the argument graph, we take the stance as given and use the stance that was predicted

4CURIE often failed to produce output with the desired format, and thus its high precision and low recall.
5As of 10/11/2022, https://leaderboard.allenai.org/propara/submissions/

public
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Factory
Farming Millions

FoodNecessary

Banned

causes

has context desires

has context

not desires

class ExplanationDAG :

def init ( self ) :
belief = "factory farming should not be

banned."
argument = "Factory farming feeds

millions."
stance = "support"

# Edges
begin = [ "factory farming", "millions" ]
add edge ( "factory farming", "causes",

"food" )
add edge ( "factory farming", "has context",

"necessary" )
add edge ( "food", "has context",

"necessary" )
add edge ( "necessary", "not desires",

"banned" )
add edge ( "millions", "desires", "food" )

Figure 7.4: An explanation graph (left) and the corresponding Python code (right)

by a stance prediction model released by Saha et al..
To convert anEXPLAGRAPHSto Python, the belief, argument, and stance are instantiated as

string variables. Next, we de�ne the graph structure by specifying the edges. UnlikePROSCRIPT,
the edges inEXPLAGRAPHSare typed. Thus, each edge is added as anadd edge(source,
edge type, destination) function call. We also list the starting nodes in a list instantiated
with a begin variable (Figure 7.4). Given a test example, we construct the input until the line of
# Edges and let a model complete the remaining.

Metrics We use the metrics de�ned by Saha et al. [2021] (see Section 6 of Saha et al. [2021]
for a detailed description of the mechanisms used to calculate these metrics):

� Structural accuracy (StCA): fraction of graphs that are connected DAGs with two concepts

StCA (" ) SeCA (" ) G-BS (" ) GED (#) EA (" )

�ne-tuned
T5 (150) 12.56 6.03 9.54 91.06 7.77
T5 (1500) 38.19 21.86 29.37 73.09 23.41
T5 (2500) 43.22 29.65 33.71 69.14 26.38

few-shot
CURIE (30) 5.03 1.26 3.95 96.74 2.60
DAVINCI (30) 23.62 10.80 18.46 83.83 11.84
GPT-2 (30) 45.20 23.74 34.68 68.76 23.58

Table 7.4: Results forEXPLAGRAPHS(eval split).GPT-2 with only 30 examples outperforms the
T5 model which was �ne-tuned on 1500 examples, across all metrics.

78



EXPLAGRAPHS PROSCRIPT(edge-prediction)
StCA (" ) SeCA (" ) G-BS (" ) GED (#) EA (" ) p r F1

DAVINCI + text 33.16 7.14 25.91 77.45 15.9 43.06 41.52 43.06
DAVINCI + code 33.00 15.37 26.15 76.91 16.68 50.62 48.27 49.3

CODEX + text 38.02 18.23 29.46 73.68 19.54 45.31 43.95 44.47
GPT-2 (CODEX + code) 45.20 23.74 34.68 68.76 23.58 57.34 55.44 56.52

Table 7.5: Teasing apart the contributions of a code generation model and a structured prompt.
The experiments show that both are helpful.DAVINCI , a text generation model, shows marginal
improvements with a code prompt (top two rows). Similarly,CODEX, a code generation model,
signi�cantly bene�ts from a code prompt. Overall,CODEX with code prompt performs better
than the alternatives, across all metrics.

each from belief and the argument.

� Semantic correctness (SeCA): a learned metric that evaluates if the correct stance is inferred
from a (belief, graph) pair.

� G-BERTScore (G-BS): measures BERTscore- [Zhang et al., 2020a] based overlap between
generated and reference edges .

� GED (GED): avg. edits required to transform the generated graph to the reference graph.

� Edge importance accuracy (EA): measures the importance of each edge in predicting the target
stance. A high EA implies that each edge in the generated output contains unique semantic
information, and removing any edge will hurt.

Results Table 7.4 shows thatGPT-2 with only 30 examples outperforms theT5 model that was
�ne-tuned using 1500 examples, across all metrics. Further,GPT-2 outperforms the NL-LLMs
DAVINCI andCURIE with a text-prompt across all metrics by about 50%-100%.

7.4 Analysis

In this section, we analyze the effect of three important components ofGPT-2: (i) the contributions
of Code-LLMs and structured promptGc; (ii) the selection of examples in the in-context prompt;
and (iii) the design of the Python class.

Structured Prompts vs. Code-LLMs Which component is more important, using a Code-
LLMs or the structured formatting of the input as code? To answer this, we experimented with a
text prompt with a primarily Code-LLMCODEX, and a code prompt with an NL-LLM,DAVINCI .
DAVINCI was initialized fromCODEX. However, unlike Codex, which focused on generating
code, Davinci was speci�cally trained for following instructions in natural language [Fu and Khot,
2022]. Table 7.5 shows that both contributions are indeed important: performance improves
for the NL-LLM DAVINCI both when we use a code prompt,and when we use a Code-LLM.
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However when using both a Code-LLM and a code prompt – the improvement is greater than the
sum of each of these solely.

Dynamic prompt selection The prompts for all experiments in Section 7.3 were created by
randomsampling of examples from the training set. Speci�cally, a set ofk (T ; G) pairs are
sampled and concatenated into a promptp, which we used for inference over all examplesx test in
the test set. As an alternative to creating prompts, there is now a growing interest in customizing
the in-context examples each examplex test . Popular techniques typically train a retriever, which
is used to fetch the closest examples [Liu et al., 2022a, Rubin et al., 2022, Poesia et al., 2022].
We also experimented with suchdynamiccreation of the prompt, that depends on the particular
test example. Speci�cally, following Poesia et al. [2022], we performed knowledge similarity
tuning (KST): we trained a retriever model to retrieve thek closest examples for a given input.

Setup p r F1

GPT-2 57.34 55.44 56.52
GPT-2 + KST 67.11 64.57 65.71

Table 7.6: Our retrieval mechanism is highly effective for edge prediction: the closest examples
are from similar domains and the model is able to leverage the information for better performance.

The results indicate that the ef�cacy of dynamic prompts depends on both the training data
and task. In the edge-prediction sub-task ofPROSCRIPT, edges between events in similar scripts
are helpful, and Table 7.6 shows that the model was able to effectively leverage this information.
In the script generation sub-task ofPROSCRIPT, Table 34 shows thatKST provides gains as well
(Appendix G.2).

In EXPLAGRAPHS, we observed that the training data had multiple examples which were
nearly identical, and thus dynamically created prompts often included such duplicate examples,
effectively reducing diversity and prompt size (Table 35).

Python Formatting We performed an extensive study of the effect of the Python format on the
downstream task performance in Appendix G.7. We �nd that: (i) there are no clear task-agnostic
Python class designs that work uniformly well; and that (ii) larger models are less sensitive to
prompt (Python class) design. In general, our approach bene�ts the most from code formats that
as similar as possible to the conventions of typical code.

Human evaluation We conduct human evaluation of the graphs generated byGPT-2 and
DAVINCI to supplement automated metrics. The results (Appendix G.3) indicate that human
evaluation is closely correlated with the automated metrics: forEXPLAGRAPHS, graphs generated
by GPT-2 are found to be more relevant and correct. ForPROSCRIPTgeneration, bothDAVINCI

andGPT-2 have complementary strengths, butGPT-2 is generally better in terms of relevance.
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Chapter 8

PAL: Program-aided Language Models

Large language models (LLMs) have demonstrated an impressive ability to perform arithmetic and
symbolic reasoning tasks, when provided with a few examples at test time (“few-shot prompting”).
Much of this success can be attributed to prompting methods such as “chain-of-thought”, which
employ LLM s for bothunderstandingthe problem description by decomposing it into steps,
as well assolving each step of the problem. While LLMs seem to be adept at this sort of
step-by-step decomposition, LLMs often make logical and arithmetic mistakes in the solution
part, even when the problem is decomposed correctly. In this paper, we present Program-Aided
Language models (PAL): a novel approach that uses the LLM to read natural language problems
and generateprogramsas the intermediate reasoning steps, but of�oads thesolutionstep to a
runtime such as a Python interpreter. WithPAL, decomposing the natural language problem
into runnable steps remains the only learning task for theLLM , while solving is delegated to the
interpreter. We demonstrate this synergy between a neural LLM and a symbolic interpreter across
13 mathematical, symbolic, and algorithmic reasoning tasks from BIG-Bench Hard and others.
In all thesenatural languagereasoning tasks, generating code using an LLM and reasoning
using a Python interpreter leads to more accurate results than much larger models. For example,
PAL usingCODEX achieves state-of-the-art few-shot accuracy on Math Reasoning, surpassing
PaLM-540B which uses chain-of-thought by absolute 15% top-1.1

8.1 Introduction

Until as recently as three years ago, reasoning was considered to be one of the most signi�cant
challenges that large language models (LLMs) had not yet overcome [Marcus, 2018, 2020,
Garcez and Lamb, 2020]. Recently,LLM s have shown impressive success on a wide range of
reasoning tasks, including commonsense [Wei et al., 2021, Sanh et al., 2021, Madaan et al., 2022c],
mathematical [Lewkowycz et al., 2022, Wu et al., 2022a, Mishra et al., 2022a], and symbolic
reasoning [Yao et al., 2022, Ahn et al., 2022], using few-shot prompting [Brown et al., 2020b].

This process has been accelerated by methods that require LLMs to generate their explicit
reasoning steps, such as “chain-of-thought” [Wei et al., 2022c], “scratchpads” [Nye et al., 2021a],

1Code and data athttp://reasonwithpal.com .
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and “least-to-most” [Zhou et al., 2022] prompting. In particular, the widely used chain-of-
thought (COT) method presents the model with the explicit intermediate steps that are required
to reach the �nal answer. Then, the model is expected to apply a similar decomposition to the
actual test example, and consecutively reach an accurate �nal answer [Ling et al., 2017, Amini
et al., 2019]. Nevertheless, while LLMs can decompose natural language problems into steps
and performsimplearithmetic operations, their performance falls dramatically when dealing
with complex arithmetic [Hendrycks et al., 2021, Madaan and Yazdanbakhsh, 2022a] or large
numbers [Geva et al., 2020, Nogueira et al., 2021, Qian et al., 2022]. In fact, even when �ne-tuning
a PaLM-based model on 164B tokens of explicit mathematical content, its two most common
failures are reportedly “incorrect reasoning” and “incorrect calculation” [Lewkowycz et al., 2022].

In this paper, we proposeProgram-Aided Language model (PAL): a novel approach that
uses an LLM to read natural language problems and generateprogramsas reasoning steps, but
of�oads thesolutionstep to a Python interpreter, as illustrated in Figure 8.1. This of�oading
leverages an LLM that can decompose a natural language problem into programmatic steps,
which is fortunately available using contemporary state-of-the-artLLM s that are pre-trained on
both natural language and programming languages [Brown et al., 2020b, Chen et al., 2021c,
Chowdhery et al., 2022a]. While natural language understanding and decompositionrequire
LLMs, solving and reasoning can be done with the external solver. This bridges an important gap
in chain-of-thought-like methods, where reasoning chains can be correct but produce an incorrect
answer.

We demonstrate the effectiveness ofPAL across13arithmetic and symbolic reasoning tasks.
In all these tasks,PAL using Codex [Chen et al., 2021c] outperforms much larger models such as
PaLM-540B using chain-of-thought prompting. For example, on the popular Math Reasoning
benchmark,PAL achieves state-of-the-art accuracy, surpassingPaLM-540B with chain-of-thought
by absolute 15% top-1 accuracy. When the questions contain large numbers, a dataset we call
GSM-HARD, PAL outperformsCOT by an absolute 40%. We believe that this seamless synergy
between a neuralLLM and a symbolic interpreter is an essential step towards general and robust
AI reasoners.

8.2 Background: Few-shot Prompting

Few-shot prompting leverages the strength of large-language models to solve a task with a set of
k examples that are provided as part of the test-time input [Brown et al., 2020b, Liu et al., 2021b,
Chowdhery et al., 2022a], wherek is usually a number in the low single digits. These input-output
examplesf (x i ; yi )gk

i =1 are concatenated in a prompt p� h x1 � y1i k hx2 � y2i k : : : k hxk � yk i .
where “�” denotes the concatenation of an input and output, and “k” indicate the concatenation of
different examples. During inference, a test instancex test is appended to the prompt, andp k x test

is passed to the model which attempts to completep k x test , and thereby generate an answerytest .
Note that such few-shot prompting does not modify the underlyingLLM .

Wei et al. [2022c] additionally augment each in-context example withchain of thought(COT)
intermediate steps. Speci�cally, each in-context example in theCOT setup is a triplethx i , t i , yi i ,
wherex i andyi are input-output pair as before, andt i is a natural language description of the steps
that are needed to arrive at the outputyi from the inputx i . See Figure 8.1 for an example. With
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the additional “thoughts”t i , the prompt is set to p� h x1 � t1 � y1i k hx2 � t2 � y2i k : : : k hxk � tk � yk i .
During inference, the new questionx test is appended to the prompt as before and supplied to

theLLM . Crucially, the model is tasked with generatingboththe thoughtt test and the �nal answer
ytest . This approach of prompting the model to �rst generate a reasoning processt test improves
the accuracy of the answerytest across a wide range of tasks [Wang et al., 2022a, Wei et al., 2022c,
Zhou et al., 2022, Wang et al., 2022b].

8.3 Program-aided Language Models

In a Program-aided Language model, we propose to generate the thoughtst for a given natu-
ral language problemx as interleaved natural language (NL) and programming language (PL)
statements. Since we delegate the solution step to an interpreter, we do not provide the �nal
answers to the examples in our prompt. That is, every in-context example inPAL is apair hx i , t i i ,
wheret j = [ s1; s2; : : : ; sN ] with eachsi 2 NL [ PL, a sequence of tokens in eitherNL or PL. The
complete prompt is thus p� h x1 � t1i k hx2 � t2i k : : : k hxk � tk i .

Given a test instancex test , we append it to the prompt, andpkx test is fed to the LM. We let the
LM generate a predictiont test , which contains both the intermediate stepsandtheir corresponding
programmatic statements.

Example A close-up of the example from Figure 8.1 is shown in Figure 8.2.
While chain-of-thought only decomposes the solution in the prompt into natural language

steps such asRoger started with 5 tennis ballsand 2 cans of 3 tennis balls each is 6, in PAL
we also augment each such NL step with its corresponding programmatic statement such as
tennis balls = 5 and bought balls = 2 * 3 . This way, the model learns to gen-
erate aprogramthat will provide the answer for the test question, instead of relying onLLM to
perform the calculation correctly.

We prompt the language model to generate NL intermediate steps using comment syntax
(e.g. “# ... ” in Python) such they will be ignored by the interpreter. We pass the generated
programt test to its corresponding solver, we run it, and obtain the �nal run resultytest . In this
work we use a standard Python interpreter, but this can be any solver, interpreter or a compiler.

Crafting prompts for PAL In our experiments, we leveraged the prompts of existing work
whenever available, and otherwise randomly selected the same number (3-6) of examples as
previous work for creating a �xed prompt for every benchmark. In all cases, we augmented the
free-form text prompts intoPAL-styled prompts, leveraging programming constructs such asfor
loops and dictionaries when needed. Generally, writingPAL prompts is easy, and does not require
more effort than writing the initial COT prompts.

We also ensure that variable names in the prompt meaningfully re�ect their roles. For
example, a variable that describes thenumber of apples in the basketshould have a name such as
num apples in basket . This keeps the generated code linked to the entities in the question.
In Section 8.6, we show that such meaningful variable names are critical to the downstream
performance. Notably, it is also possible to incrementally run the PL segments and feed the
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GSM GSM-HARD SVAMP ASDIV SINGLEEQ SINGLEOP ADDSUB MULTIARITH

DIRECT Codex 19.7 5.0 69.9 74.0 86.8 93.1 90.9 44.0
COT UL2-20B 4.1 - 12.6 16.9 - - 18.2 10.7
COT LaMDA-137B 17.1 - 39.9 49.0 - - 52.9 51.8
COT Codex 65.6 23.1 74.8 76.9 89.1 91.9 86.0 95.9
COT PaLM-540B 56.9 - 79.0 73.9 92.3 94.1 91.9 94.7
COT Minerva 540B 58.8 - - - - - - -
PAL 72.0 61.2 79.4 79.6 96.1 94.6 92.5 99.2

Table 8.1: Problem solve rate (%) on mathematical reasoning datasets. The highest number on
each task is inbold. The results forDIRECT andPaLM-540B are from Wei et al. [2022c], the
results for LaMDA and UL2 are from Wang et al. [2022b], and the results for Minerva are from
Lewkowycz et al. [2022]. We ranPAL on each benchmark 3 times and report the average; the
standard deviation is provided in Table 53.

execution results back to theLLM to generate the following blocks. For simplicity, in our
experiments, we used a single, post-hoc, execution.

8.4 Experimental Setup

Data and in-context examples We experiment with three broad classes of reasoning tasks:
(1) mathematical problems (§8.4.1) from a wide range of datasets including Math Reason-
ing [Cobbe et al., 2021],SVAMP [Patel et al., 2021],ASDIV [Miao et al., 2020], andMAWPS [Koncel-
Kedziorski et al., 2016]; (2) symbolic reasoning (§8.4.2) from BIG-Bench Hard [Suzgun et al.,
2022a]; (3) and algorithmic problems (§8.4.3) from BIG-Bench Hard as well. Details of all
datasets are shown in subsection H.8. For all of the experiments for whichCOT prompts were
available, we used the same in-context examples as used by previous work. Otherwise, we
randomly sampled a �xed set of in-context examples, and used the same set for PAL and COT.

Baselines We consider three prompting strategies:DIRECT prompting – the standard prompting
approach using pairs of questions and immediate answers (e.g.,Answer: 11) as in Brown et al.
[2020b]; chain-of-thought (COT) prompting [Wei et al., 2022c]; and ourPAL prompting. We
performed greedy decoding from the language model using a temperature of 0. Unless stated
otherwise, we usedCODEX (code-davinci-002 ) as our backendLLM for bothPAL, DIRECT,
andCOT. In datasets where results for additional base LMs, such asPaLM-540B, were available
from previous work, we included them as COT PaLM-540B.

8.4.1 Mathematical Reasoning

We evaluatePAL on eight mathematical word problem datasets. Each question in these tasks is an
algebra word problem at grade-school level. An example for a question andPAL example prompt
is shown in Figure 8.3. We found that using explicit NL intermediate steps does not further bene�t
these math reasoning tasks, hence we kept only the meaningful variable names in the prompt.
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COLORED OBJECT PENGUINS DATE REPEAT COPY OBJECTCOUNTING

DIRECT Codex 75.7 71.1 49.9 81.3 37.6
COT LaMDA-137B - - 26.8 - -
COT PaLM-540B - 65.1 65.3 - -
COT Codex 86.3 79.2 64.8 68.8 73.0
PAL Codex 95.1 93.3 76.2 90.6 96.7

Table 8.2: Solve rate on three symbolic reasoning datasets and two algorithmic datasets, In all
datasets,PAL achieves a much higher accuracy than chain-of-thought. Results with closed models
LaMDA-137B and PaLM-540B are included if available to public Wei et al. [2022c], Suzgun et al.
[2022a].

8.4.2 Symbolic Reasoning

We appliedPAL to three symbolic reasoning tasks from BIG-Bench Hard [Suzgun et al., 2022a],
which involve reasoning about objects and concepts: (1)COLORED OBJECTSrequires answering
questions about colored objects on a surface. This task requires keeping track of relative positions,
absolute positions, and the color of each object. Figure 8.4 shows an example for a question
and examplePAL prompt. (2)PENGUINS describes a table of penguins and some additional
information in natural language, and the task is to answer a question about the attributes of the
penguins, for example, “how many penguins are less than 8 years old?”. While bothPENGUINS

andCOLORED OBJECT tasks require tracking objects,PENGUINS describesdynamicsas well,
since the penguins in the problem can be added or removed. Figure 50 in Appendix H.11
shows an example for a question, a chain-of-thought prompt, andPAL prompt. (3)DATE

is a date understanding task that involves inferring dates from natural language descriptions,
performing addition and subtraction of relative periods of time, and having some global knowledge
such as “how many days are there in February”, and performing the computation accordingly.
Appendix H.11 shows example prompts.

8.4.3 Algorithmic Tasks

Finally, we comparePAL andCOT on algorithmic reasoning. These are tasks where a human pro-
grammer can write a deterministic program with prior knowledge of the question. We experiment
with two algorithmic tasks:OBJECTCOUNTING andREPEAT COPY. OBJECTCOUNTING in-
volves answering questions about the number of objects belonging to a certain type. For example,
as shown in Figure 8.5:“I have a chair, two potatoes, a cauli�ower, a lettuce head, two tables,
... How many vegetables do I have?”). REPEAT COPY requires generating a sequence of words
according to instructions. For example, as shown in Appendix H.11:“Repeat the word duck four
times, but halfway through also say quack”).
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8.5 Results

8.5.1 Math Results

Table 8.1 shows the following results: across all tasks,PAL using Codex sets a new few-shot
state-of-the-art top-1 decoding across all datasets, outperformingCOTCodex, COTPaLM-540B, and
COTMinerva 540Bwhich was �ne-tuned on explicit mathematical content.

Interestingly,COT also bene�ts from Codex overPaLM-540B in some of the datasets such
asASDIV, but performs worse thanPaLM-540B in others such asSVAMP. Yet, usingPAL further
improves the solve rate across all datasets.

GSM-HARD LLM s can perform simple calculations withsmallnumbers. However, Madaan and
Yazdanbakhsh [2022a] found that 50% of the numbers in the popular Math Reasoning dataset
of math reasoning problems areintegers between 0 and 8. This raises the question of whether
LLM s can generalize to larger and non-integer numbers? We constructed a harder version of
Math Reasoning, which we callGSM-HARD, by replacing the numbers in the questions of Math
Reasoning with larger numbers. Speci�cally, one of the numbers in a question was replaced with
a random integer of up to 7 digits. More details regarding the this new dataset are provided in
H.9. OnGSM-HARD (Table 8.1), the accuracy ofDIRECT drops dramatically from 19.7% to 5.0%
(a relative drop of 74%), the accuracy ofCOT drops from 65.6% to 20.1% (a relative drop of
almost 70%), whilePAL remains stable at 61.5%, dropping by only 14.3%. The results ofCOT
on GSM-HARD did not improve even when we replacedits promptswith prompts that include
large numbers (Appendix H.2).

This shows howPAL provides not only better results on the standard benchmarks, but is also
much morerobust. In fact, sincePAL of�oads the computation to the Python interpreter, any
complex computation can be performed accurately given the correctly generated program.

Large Numbers or Incorrect Reasoning? Are the failures onGSM-HARD primarily due to the
inability of LLM s to do arithmetic, or do the large numbers in the question “confuse” the LM which
generates irrational intermediate steps? To investigate this, we evaluated the outputs generated by
COT for the two versions of the same question (with and without large numbers). We �nd that
in 16 out of 25 cases we analyzed,COT generates nearly identical natural language “thoughts”,
indicating that the primary failure mode is the inability to perform arithmetic accurately. Sample
outputs are provided in the Appendix, Table 57.

Multi-sample Generation As found by Wang et al. [2022b], chain-of-thought-style methods
can be further improved by samplingk > 1 outputs, and selecting the �nal answer using majority
voting. We thus repeated the greedy-decoding experiments using nucleus sampling [Holtzman
et al., 2020] withp = 0:95 andk = 40 as in Lewkowycz et al. [2022] and temperature of 0.7.
As shown in Table 8.3, this further increases the accuracy ofPAL from 72.0% to 80.4% on
Math Reasoning, obtaining 1.9% higher accuracy than Minerva-540B using the same number of
samples.
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Math Reasoningmajority@40

COT UL2-20B 7.3
COT LaMDA-137B 27.7
COT Codex 78.0
COT PaLM-540B 74.4
COT Minerva 540B 78.5
PAL Codex 80.4

Table 8.3: Problem solve rate (%) on Math Reasoning usingmajority@40 [Wang et al., 2022b]

8.5.2 Symbolic Reasoning & Algorithmic Tasks Results

Results for symbolic reasoning and algorithmic tasks are shown in Table 8.2. InCOLORED

OBJECTS, PAL improves over the strongCOT by 8.8%, and by 19.4% over the standard direct
prompting. InPENGUINS, PAL provides a gain of absolute 14.1% overCOT. In DATE, PAL
further provides 11.4% gain over both COT Codex, PaLM-540B, andLaMDA-137B.

The two rightmost columns of Table 8.2 show thatPAL is close to solvingOBJECTCOUNTING,
reaching 96.7% and improving overCOT by absolute 23.7%. Similarly,PAL vastly outperforms
COT by absolute 21.8% onREPEAT COPY. Surprisingly,DIRECT prompting performs better than
COT on REPEAT COPY. Yet, PAL improves over DIRECT by 9.3% in REPEAT COPY.

Is PAL sensitive to the complexity of the question? We examined how the performance of
PAL andCOT changes as the complexity of the input question grows, measured as the number
of objects in the question ofCOLORED OBJECTS. As shown in Figure 8.6,PAL outperforms
COT across all input lengths. As the number of objects in the question increases,COT's accuracy
is unstable and drops, whilePAL remains consistently close to 100%. More analysis on the
token-level predictions can be found in Appendix H.7.

8.6 Analysis

DoesPAL work with weaker LMs? In all our experiments in Section 8.5,PAL used the
code-davinci-002 model; but canPAL work with weaker models of code? We compared
PAL with COT when both prompting approaches use the same weaker base LMscode-cushman-001
andcode-davinci-001 . As shown in Figure 8.7, even though the absolute accuracies of
code-cushman-001 andcode-davinci-001 are lower, the relative improvement ofPAL
overCOT remains consistent across models. This shows thatPAL can work with weaker models,
while its bene�t scales elegantly to stronger models as well.

Is PAL limited to Code-LMs? We also experimented withPAL using thetext -davinci
series. Figure 8.8 shows the following interesting results: when the base LM's “code model-
ing ability” is weak (usingtext-davinci-001 ), COT performs better thanPAL. However,
once the LM's code modeling ability is suf�ciently high (usingtext-davinci-002 and
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text-davinci-003 ), PAL outperformsCOT, andPAL text-davinci-003 performs almost as
PAL code-davinci-002 . This shows thatPAL is not limited to LMs of code, but it can work with
LMs that were mainly trained for natural language, if they have a suf�ciently high coding ability.

The baseChatGPT(gpt-3.5-turbo ) appears to be stronger than the basetext-davinci-003
on Math Reasoning. However as shown in Figure 8.8,PAL further improveseven the strong
ChatGPT model by 2.8% absolute.

Is PAL better because of the Python prompt or because of the interpreter? We experimented
with generating Python code, while requiring the neural LM to “execute” it as well, without using
an interpreter, following Nye et al. [2021a], Madaan et al. [2022c]. We created prompts that
are similar toPAL's, except that theydo includethe �nal answer. This resulted in a 23.2 solve
rate on Math Reasoning, much lower thanPAL (72.0), and only 4.5 points higher thanDIRECT.
These results reinforce our hypothesis that the main bene�t ofPAL comes from the synergy
with the interpreter, and not only from having a better prompt. Additional details are provided
in Appendix H.2. For additional discussion on code-prompts compared to textual-prompts, see
Appendix H.7.

Do variable names matter? In all our experiments, we used meaningful variable names in
thePAL prompts, to ease the model's grounding of variables to the entities they represent. For
the Python interpreter, however, variable names are meaningless. To measure the importance of
meaningful variable names, we experimented with two prompts variants:

1. PAL � comment– the PAL prompt without intermediate NL comments.

2. PAL � var
� comment– thePAL prompt without intermediate NL commentsandwith variable names

substituted with random characters.
The results are shown in Figure 8.9. InCOLORED OBJECTEDandDATE, removing intermedi-

ate NL comments but keeping meaningful variable names (PAL � comment) – slightly reduces the
accuracy compared to the fullPAL prompt, but it still achieves higher accuracy than the baselines
COT. Removing variable names as well (PAL � var

� comment) further decreases accuracy, and performs
worse thanCOT. Since variable names have an important part in code quality [Gellenbeck and
Cook, 1991, Takang et al., 1996], meaningful variable names are only expected to ease reasoning
for Codex, which was trained on mostly meaningful names, as was also found by Madaan et al.
[2022c].

Is the generated code correct? All generated Python code was syntactically correct. Less than
1% of the examples raised an exception at runtime; among these examples, the most common
error was trying to use a variable that was not de�ned before (NameError ).

8.7 Related Work

Prompting Few-shot prompting Brown et al. [2020b] has been shown to be an effective approach
for a variety of tasks [Liu et al., 2021b] ranging from text- [Gehrmann et al., 2021a, Reif et al.,
2021, Wei et al., 2021, Sanh et al., 2021] to code-generation [Chen et al., 2021b]. Methods such
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as chain-of-thought prompting (COT) have further unlocked a variety of reasoning tasks, boosting
the performance of models on a variety of benchmarks. Nevertheless, all previous approaches
suffer from inaccuracy in arithmetic calculation and incorrect reasoning [Lewkowycz et al., 2022,
Hendrycks et al., 2021, Madaan and Yazdanbakhsh, 2022a].PAL avoids these problems by
of�oading the calculation and some of the reasoning to a Python interpreter, which is correct by
construction, given the right program.

LMs with external tools Several prior works have equipped neural models with specialized
modules to create effective cascades [Dohan et al., 2022]. For example, Cobbe et al. [2021]
employ a calculator for arithmetic operations as a post hoc processing, and Demeter and Downey
[2020] add specialized modules for generating cities and dates. Unlike these works,PAL generates
code for a Python interpreter, which is general enough to handle both arithmetic calculations and
dates, without specialized modules and ad-hoc �xes. Chowdhery et al. [2022a] and Wei et al.
[2022c] have also experimented with external calculators; however, the calculator had improved
Codex by only 2.3% (absolute) on Math Reasoning and improvedPaLM-540B by 1.7%, while
PAL improves Codex by 6.4% on the same benchmark (Section 8.5.1). Similarly to our work,
Chowdhery et al. [2022a] have also experimented with generating Python code for solving the
Math Reasoning benchmark, but their experiments resulted inlower accuracy than the standard
PaLM-540B that uses chain-of-thought. Pi et al. [2022] pretrain the model on execution results
of random expressions on a calculator, instead of using the solver at test time as well. While their
model can hypothetically perform arithmetic better than other pretrained LMs, their results on the
SVAMP benchmark are much lower: 57.4% using a T5-11B model, while PAL achieves 79.4%
on the same benchmark without any specialized pretraining.

Shortly after a preprint of our work was submitted to arXiv, another related work on “program
of thought prompting” Chen et al. [2022] was also submitted to arXiv. Their method is concep-
tually similar to ours, but Chen et al. [2022] (1) only demonstrates ef�cacy on mathematical
problems, whereas we demonstrate gains on symbolic and algorithmic benchmarks as well, and
(2) chose benchmark-speci�c prompt examples, while we used the same prompt examples as
previous work, to disentangled the bene�t of our approach from the bene�t of the choice of
examples.

Semantic parsing Our work can also be seen as a very general form of semantic parsing, where
instead of parsing into strict domain-speci�c languages, the model generates free-form Python
code. Some works constrain the decoder using a Context-Free Grammar (CFG) to generate a
domain-speci�c meaning representation [Shin and Van Durme, 2022] or a canonical utterance,
which can be converted to a Lisp-like meaning representation [Shin et al., 2021]. Nye et al.
[2021b] �rst generate candidate sentences using a language model; then, another language model
(GPT-3) is used to derive logical constraints entailed by each candidate; these constraints are then
cross-checked with a prede�ned list of facts to rank the candidates. In contrast,PAL does not
require any constraining or domain-speci�c representations other than Python code. Further, LMs
that were pretrained on Python are abundant compared to other domain-speci�c languages, making
Python code a much more preferable representation. Andor et al. [2019] generate task-speci�c
arithmetic operations for reading comprehension tasks; Gupta et al. [2020] design neural modules
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such ascount to deal with arithmetic operations.PAL generalizes these works by generating
general Python programs, without the need for de�ning specialized modules. The closest work to
ours technically may be Binder [Cheng et al., 2022], but it addressed mostly answering questions
about tables using SQL and SQL-like Python.
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Figure 8.1: A diagram illustratingPAL: Given a mathematical reasoning question, Chain-of-
thought (left) generates intermediate reasoning steps of free-form text. In contrast, Program-aided
Language models (PAL, right) generate intermediate stepsand Python code. This shifts the
role of running the reasoning steps from the language model to the Python interpreter. The
�nal answer is obtained by running the generated reasoning chain. Chain-of-thought reasoning
is highlighted in blue; PAL steps arehighlighted in gray and pink ; the Python

interpreter run ishighlighted in black and green .
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Figure 8.2: A close-up of a single example from aPAL prompt. Chain-
of-thought reasoning is highlighted in blue, and PAL programmatic steps are

highlighted in gray and pink .

Q: Olivia has$23. She bought �ve bagels for$3 each. How much money does
she have left?

money_initial = 23
bagels = 5
bagel_cost = 3
money_spent = bagels * bagel_cost
money_left = money_initial -

money_spent
answer = money_left

Figure 8.3: Example prompt for the mathematical reasoning tasks, from the Math Reasoning
benchmark.
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Q: On the table, you see a bunch of objects arranged in a row: a purple
paperclip, a pink stress ball, a brown keychain, a green scrunchiephone charger,
a mauve �dget spinner, and a burgundy pen. What is the color of the object
directly to the right of the stress ball?

...
stress_ball_idx = None
for i, object in enumerate(objects):

if object[0] == �stress ball�:
stress_ball_idx = i
break

# Find the directly right object
direct_right =

objects[stress_ball_idx+1]
# Check the directly right object�s

color
answer = direct_right[1]

Figure 8.4: An example for aPAL prompt in theCOLORED OBJECTStask. For space considera-
tions, we omit the code that creates the listobjects .

Q: I have a chair, two potatoes, a cauli�ower, a lettuce head, two tables, a
cabbage, two onions, and three fridges. How many vegetables do I have?

# note: I�m not counting the chair,
tables, or fridges

vegetables_to_count = {
�potato�: 2,
�cauliflower�: 1,
�lettuce head�: 1,
�cabbage�: 1,
�onion�: 2

}
answer =

sum(vegetables_to_count.values())

Figure 8.5: An example for aPAL prompt in theOBJECT COUNTING task. The base LM is
expected to convert the input into a dictionary where keys are entities and values are their quantities,
while �ltering out non-vegetable entities. Finally, the answer is the sum of the dictionary values.
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Part IV

Post-Inference Enchancements for LLMs
In this part of the thesis, we delve into the realm of post-inference enhancements for large

language models (LLMs), showcasing how structure can be harnessed even after the primary
stages of pre-training, �ne-tuning, and inference. The chapters in this part demonstrate that there
are still opportunities to infuse structure and improve LLM outputs through user interactions
and iterative re�nement, further emphasizing the signi�cance of structure throughout the entire
lifecycle of LLMs.

The growing capabilities of LLMs have led to remarkable progress in various natural language
processing tasks. However, there remains room for improvement in their outputs, particularly
in the context of user interactions and incorporating feedback. By focusing on post-inference
enhancements, we aim to address these limitations and ensure that LLMs provide even more
accurate and useful results.

In this part, we present two chapters that explore different approaches to enhancing LLMs
post-inference:

1. Chapter 9 introducesMEMPROMPT, an approach that pairs GPT-3 with a memory of user
feedback for improved accuracy across diverse tasks. By recording misunderstandings and
user feedback, the system generates enhanced prompts for new queries based on past user
interactions. A variant ofMEMPROMPT, FB-NET, leverages feedback to �x mistakes in the
outputs of a �ne-tuned model for structured generation.

2. Chapter 10 presents Self-Re�ne, a framework for iteratively re�ning LLM outputs by
generating multi-aspect feedback. This approach does not require supervised training data
or reinforcement learning and works with a singleLLM . Tested on various tasks, Self-Re�ne
outperforms direct generation and shows improvements over outputs generated directly
with GPT-3.5 and GPT-4. Despite its effectiveness, the current Self-Re�ne framework is
limited in its expressiveness. The loop of generate output, get feedback, and re�ne output is
currently linear. However, humans often create non-trivial outputs non-linearly. In this part,
we propose to explore planning approaches for non-linear Self-Re�ne.

Through these chapters, we highlight the importance of post-inference enhancements and how
they can further improve LLM outputs. This part of the thesis underscores the ongoing potential
of structure in the development and application of large language models.
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Chapter 9

MemPrompt: Memory-assisted Prompt
Editing with User Feedback

9.1 Introduction

Language models are now better than ever before at generating realistic content, but still lack
commonsense Bender and Koller [2020], Marcus [2021]. One failure mode due to a lack of
commonsense is in misunderstanding a user'sintent. The typical remedy of retraining with more
data is prohibitive due to the cost and infrastructure requirements. In such cases, even if users
repeatedly observe the model making a mistake, there are no avenues to provide feedback to the
model to make it more accurate and personalized over time.

Our goal is to allow users to correct such errors directly through interaction, and without
retraining by injecting the knowledge required to correct the model's misunderstanding. Building
upon the recent success of injecting commonsense in the input [Lewis et al., 2020b, Talmor et al.,
2020], we propose a novel approach of injecting knowledge in the input via interactive feedback
from an end-user.

Our approach, MemPrompt, pairsGPT-3 with a growing memory of cases where the model
misunderstood user's intent and was provided with corrective feedback. This feedback is question
dependent, and thus the prompt for each sample iseditedto adapt to the input. In this sense,
our work can be seen as an instance of prompt engineering Liu et al. [2021a] which involves
editing the prompts. Our work adds interactivity to prompt engineering as it involves dynamically
updating the prompt for every instance.

Figure 9.2 presents a sample interaction between a user andGPT-3 that our setup enables.
The model was asked for a similar word. However, the model's (incorrect) task understandinga
was “The homophone of good is”. The user can detect such discrepancy between the intended
and interpreted task instruction, and can provide feedbackfb as ”similar to meanswith a similar
meaning”, clarifying that they actually wanted a synonym. Crucially, note that such instructional
correction is feasibleeven if the user does not know the correct answer to their question, as they
are critiquing the model's understanding of their intent, rather than the answers themselves. Thus,
our setupdoes notrequire the users to be experts at tasks being solved, another advantage of our
approach.
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Figure 9.1: Proposed architecture: (left)GPT-3 does not account for user feedback. (right)
MemPrompt maintains a memoryM of corrective feedback, and searches for feedback from
prior queries with a similar intent asx using a retrieval functionM (x). x is then concatenated to
the retrieved feedback and appended to the prompt for queryingGPT-3. Users can also give new
feedback on the model's task understandingu, then added toM .

Further, it is desirable to have a system that can leverage past feedback on new, unseen
examples for prompt-editing. We maintain a memoryM of such feedback as a set of key-value
pairs, where the key is a misunderstood question, and the value is the user's feedback to correct
that misunderstanding. Given a new question, we check if the model has made a mistake on a
similar question earlier, by querying the memory for a similar question. If found, append the
corresponding feedback to the question prompt. This mechanism aims to prevent the model
from making the same type of mistake twice. This failure-driven reminding mechanism draws
inspiration from the theory of recursive reminding in psychology Jacoby and Wahlheim [2013],
which suggests humans index error corrections in the context in which those errors occurred.

This paper presents the general architecture for the system and provides representative imple-
mentations for each component. We then demonstrate the system on four tasks, using simulated
user feedback: (1) lexical relations (e.g., antonyms, Figure 9.2), (2) word scrambling (e.g.,
anagrams), (3) ethical reasoning with user feedback being the appropriateclassof ethical consid-
eration, e.g., “it is about cheating”, using a small set of categories, and (4) ethics reasoning with
user feedback being natural language. We �nd that in all cases,GPT-3's accuracy signi�cantly
increases with time, without retraining, as our approach enables it to use corrective feedback
from earlier examples to avoid similar misunderstandings on future examples. In summary, our
contributions are:

� We show that a large model likeGPT-3 can be improved after deployment, without retraining,
through a memory-assisted architecture.

� Our implementation, MemPrompt, is the �rst demonstration that this is possible - this is an
important step forward for real use of LMs, and the paper sets out a general architecture that
others can build on, a speci�c implementation, and detailed evaluation on multiple tasks.
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Our memory enhancedGPT-3 implementation.
u What word is similar togood?

GPT-3: The homophone of good is: wood.
u ”Similar to” means ”with similar mean-

ing”.
GPT-3: Noted[writes to memory]

u What word is similar tosurprised?
GPT-3: The synonym of surprised is: amazed.

[Retrieves and adds to prompt `”Similar
to” means ”with similar meaning”'].

Figure 9.2: This paper enhancesGPT-3 performance by looking up questions with a similar intent
that received any user feedback. Our approach is simple because only the question in the prompt
needs to be updated with relevant feedback, and no retraining is necessary.

9.2 Approach

9.2.1 Memory enhancedGPT-3 architecture

In our setup, given an inputx, a model generates an outputy and a sentencea expressing its
understanding of the task, a skill learned through few-shot examples in the prompt (Appendix I.4).
The user can then critiqueaby providing natural language feedbackfb . This is feasible even if
the user does not know the correctness ofy because they are critiquing themodel's understanding
of their intentrather the answers themselves.

Task (fb type) (x ! y ) a andfb
Lexical relations
(INS)

x : What sounds like good? a: Question is asking for a syn-
onym.

y : wood fb : No, I want a homophone.
Word scrambling
(INS)

x : Find the right word given this cycled word:
elylarg

a: The question is about ana-
gram.

y : largely fb : No, its about uncycling a
word.

Ethical reasoning
(CAT)

x : Turning my blender on at 3AM a: Question is about authority.

y : It's bad. fb : No, it is about harm.
Ethical reasoning
(NL)

x : John has started using again after his
mother passed

a: Question is about spending
money.

y : It's bad. fb : No, it is about drug use.

Table 9.1: Feedback types and demonstration of understanding: our system leverages user
feedback to prevent failures caused due to a misunderstanding of the task.

Given a new query, MemPrompt usesfb from similar, prior queries to enrich the (few-shot)
promptp. We use the principle that if two inputsx i andx j are similar (i.e.,x i � x j ), then
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their feedbackfb i andfb j should be exchangeable(x i � x j , fb i � fb j ). The underlying
assumption here is that for a �xed model, similar inputs will incur similar errors, and thus can use
the same feedback for correction. Fig. 9.1 gives an overview of MemPrompt, with the following
components:

Memory M : M is a growing table of key (x i ) - value (fb i ) pairs that supports read, write, and
lookup operations. The write operation is used whenever a user gives new feedback.

Lookup M (x) : The memory allows lookup operations, denoted asM (x), that matches the
query=x against all the keys ofM .

Combiner C(x; M (x)) : A gating function allowing irrelevant, retrieved feedback to be ignored.

Few-shot prompting Let us brie�y recap few-shot prompting withGPT-3. Consider a general
setup where given an inputx, a model is expected to generate an outputy. In a few-shot
prompting mode [Brown et al., 2020a], a promptp consists ofk (x; y) “in-context” examples,
i.e., p = x1:y1# x2:y2 : : : # xk :yk , where# is a token separating examples and . indicates
concatenation. During inference, the user inputs a questionx i , and the model is fedp # x i (i.e.,
the question suf�xed to the prompt) and is expected to generate the answery i as a continuation.

MemPrompt setup As mentioned, given an inputx, we prompt the model to generate an output
y and a sentencea expressing its understanding of the task. Thus, the in-context examples for
MemPrompt are of the formx ! a; y . In addition to the inputx, MemPrompt retrieves afb if a
question similar tox has been asked before. To enable the model to react to such feedback, we
also include examples of the form(x; fb ! a; y) in the prompt, which are aimed to teach the
model to react tofb (Appendix I.4).

9.2.2 Verbalizing Task Understanding

Existing methods for receiving user feedback typically assume the user knows the correct answer
y Elgohary et al. [2021a]. This assumption is paradoxical: if the user knew the answer, why would
they be using the model? Further, allowing only “oracle” users (who know correcty) might lead
to sampling biases. In real-world settings, it is common for users to not have the exact answer,
but rather, a general understanding of what they are searching for. Thus, we propose eliciting a
verbalization of task understandinga from the model in addition to the answer. End users can
thus critique a.

We operationalize this idea by including task verbalization in the prompt (Fig. 9.3). Given a
questionWhat sounds like ¡ sighted ¿ ?, a vanilla prompting approach will generate the answer
cited. In contrast, we include aa the homophone forin the prompt. Large-scale language models,
such asGPT-3, have been shown to excel at reasoning with a limited number of examples, making
them well-suited to mimic the prompt and generate not only the answer, but also an understanding
of the task at hand. Given a test questionWhat sounds similar to ¡ sighted ¿ ?, if the model
generatesthe word that has the same meaningasa, the user has a reason to believe that the answer
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is wrong. Our experiments demonstrate thatGPT-3 models are able to generate this additional
information in all tasks presented.

Our approach is not foolproof— the model may spell out a wrongawhile giving out the correct
answer, misleading the user into believing that there is an error (or vice-versa). Hallucinating
remains a critical limitation of generative models Cao et al. [2022], therefore additional heuristics
and model calibration might be necessary to make our approach foolproof. In practice, however,
we found such cases to be rare for the tasks in this paper.

(Word reasoning task)
Ques: What sounds like ¡ sighted ¿ ?
Ans: the homophone for sighted is cited.

(Ethical judgment task)
Situation: i heard that if you cringe about
your past it just means you've grown as a
person, for anyone who needs to hear it.
Morality Judgment: This question is about:
regretting poor decisions from your past.
The answer is it's okay.

Figure 9.3: MemPrompt is tuned to generate task understanding + answer. This allows the users
to provide feedback on the task understanding even without knowing the actual answer.

9.2.3 Allowing GPT-3 to react to feedback

Once the feedback is received from the user, can the model successfully utilize it? By adding a
few examples of the formx; fb ! a; y in the prompt and settingfb = a, we force the model to
use the task understanding present in the input when generating the output (Figure 9.4). Recently,
it has been shown that such repetition plays a crucial role in the success of few-shot prompting
models [Madaan and Yazdanbakhsh, 2022b].

Ques: What is similar to popular ? clari�-
cation: when I ask for similar to, I want a
synonym.
Ans: the synonym of popular is admired.

Figure 9.4: An in-context example of the formx; fb ! a; y , which encouragesa to be likefb ,
thereby conditioning the output to react tofb .

9.2.4 Feedback on model's understanding

Within the setupx ! a; y , we focus on following two modes of failure:
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� Task instruction understanding: this is especially concerning in a multi-tasking setup, where the
model may consider the question to be about a different task than the one user intended.

� Task nuanced understanding: when the model understands the task type, but misunderstands the
subtle intent in a question.

Our primary goal is to elicit feedback on the model's understanding of the task, however, we
also explore settings where an Oracle is available to provide feedback on the labels (as detailed in
Section I.6). Finally, we note again that the model reacts to the feedback because some in-context
samples are of the form:(x; fb ! a; y). We consider a diverse set of tasks (x ! y), fb anda, as
summarized in Table 9.1.

9.2.5 Tasks

We apply our approach to four tasks: (1) lexical relations (e.g., antonyms, Figure 9.2), (2) word
scrambling (e.g., anagrams), (3) ethics (with user feedback being the appropriateclassof ethical
consideration), and (4) ethics (with user feedback being natural language). For all �ve tasks, the
dataset consists of(x; fb ! a; y) tuples, wherefb clari�es the task inx. We have a simulated
conversational setting, in which a user can ask the modelx (covering any of these �ve tasks). If
the model gives a wrong answer to queryx, thenfb is used as the simulated corrective feedback.
The sources for these datasets are listed in Appendix I.5.

Lexical Relations

The lexical relation task is to predict a word with a given lexical relationship to an input word.
We use �ve relationships: synonym (syn), antonym (ant), homophone (hom), de�nition (defn),
and sentence usage generation (sent).

Word Scrambling

For this task, given a word with its characters transformed, the model is expected to recover the
original characters. There are four transformation operations the user can request: reversal of
words (rev, yppup! puppy), cycle letters in word (cyc, atc! cat), random insertions (rand, c!r
ic/ke!t! cricket), and anagrams by changing all but the �rst and last (anag1, eelhpnat! elephant)
or all but the �rst and last 2 characters (anag2, elapehnt! elephant). We use the original dataset
by Brown et al. [2020a].1

For both these tasks, each question can be asked in multiple ways (e.g., for synonym generation,
the users might ask questions of the formwhat is like, what has a similar sense, what is akin
to, what is something like, etc.) Similarly for the lexical relations task, we specify the task
descriptionx using different phrasings, e.g., “rearrange the letters” (which the system sometimes
misunderstands), and the (simulated) user feedbackfb is a clearer task description, e.g., “The
anagram is”. The system thus accumulates a set of (x, fb) pairs in memory after each failure,
helping it avoid future misunderstandings ofx through feedback retrieval.

1word scrambling datasethttps://github.com/openai/gpt-3/tree/master/data
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Ethical Reasoning (2 tasks)

For ethical reasoning, we consider a setup where given a situation (e.g.,cheating on your partner),
the model is expected to provide a judgment on whether the situation is ethical or not (e.g.,it's not
okay). In addition to providing a judgment on the ethics of the situation, the model also elucidates
its understanding of what the question is about (e.g.,being loyal). While the user may not know
the answer, we posit that they would be able to provide feedback on the broader context. For
example, if the model generatesbeing �nancially savvyinstead ofbeing loyalfor the situation
cheating on your partner, a user can still point out this problem and provide feedback.

We use a subset2 of the dataset provided byDELPHI [Jiang et al., 2021]. We simulate two
different kinds of user feedback, using two of the annotations attached to each example in the
Delphi dataset:
� Categorical feedback (ERT-CAT): In this setting, the model generates its understandingu of the
situation by selecting one of 10 different possible categories of morality to which the situation
might belong:care, loyalty, authority, fairness, sanctity, degradation, cheating, subversion,
betrayal, and harm. These categories are explicitly provided for each example in the Delphi
dataset.

� Natural language feedback (ERT-NL): For this, we use the associated “rule of thumb” (RoT)
annotation —a general moral principle — attached to each example in the Delphi dataset. To
compile a challenging subset of the data forERT-NL, we sample by input length, preferring long
x, with a short feedbackfb . Speci�cally, we use the top 1% of the inputs by length to create a
challenging set of input situations (x). User feedbackfb is a natural language feedback on the
understanding a.

In both the cases, the model is “taught” to generate a categorya (as well as the okay/not-
okay answery to the ethical question) by being given a few examples in the prompt pre�x,
thus articulating which moral category (forERT-CAT) or rule-of-thumb (forERT-NL) it thinks is
applicable. The simulated feedbackfb is the gold category associated with the example in the
question, ifGPT-3 gets the answer wrong.

We selected these tasks because situations that involve reasoning about similar ethical princi-
ples can utilize similar past feedback. For example,sharing an extra umbrella with your friend if
they don't have one, anddonating surplus food to the homelessboth involvecompassion.

9.2.6 MemPrompt Implementation

Implementation of memory M M uses the user inputx as the key and the corresponding
feedbackfb as value. Given a questionx i , if the user detects that the model has misunderstood
the question, they may provide afb i with clari�cation probability P r(fb i ). The (x i , fb i ) pair is
stored in a memoryM , with x i as the key andfb i as the value. For a subsequent questionx j , the
retrieverM (x) checks if a similar question appears in memory. If yes, then the corresponding
feedback is attached with the question and fed to the model for generation.

For example, a question asking for a synonym, such aswhat is akin to fast?might be
misinterpreted as a request for antonyms. As mentioned, in our setup, the model generates its

2social norms dataset (social-chemistry-101, Forbes et al. [2020])https://github.com/mbforbes/
social-chemistry-101
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Figure 9.5: Sample snapshot of memory for lexical QA.

understanding of the taska, and not just the answer to the question. The user, by inspecting
a = The opposite of fast is:might determine that the model has misunderstood them, and give
feedbacki wanted a synonym, which gets stored inM . If a similar question (e.g.,what is akin
to pretty ?) is asked later by the same or a different user, the corresponding feedback (i wanted
a synonym) is attached with the question to generate the answer. Figure 9.5 illustrates a sample
memory for this task.

Implementation of retriever M (x) A retrieved past feedback that is incorrect might cause the
model to make a mistake, thus necessitating a good retrieval function. We propose a two-stage
method for effective retrieval involving: transformingx, followed by a similarity lookup of the
transformedx in M . When the task involves high surface-level similarity among past feedback,
such as in lexical word tasks, then a simple heuristic-based transformation is suf�cient. However,
such simple transformations are insuf�cient for tasks that involves more complex retrieval e.g.,
when two lexically dissimilar situations can share the same understanding. For example, consider
two situations fromERT-NL: Filling a false time sheet at workandBeing at a party, and telling
parents I am studying. These situations look lexically dissimilar but correspond to the same
underlying social principlelying to authority.In our experiments, off-the-shelf methods failed to
address these challenges (see Section 9.3 later).

To address these challenges with transformation in complex tasks, we have designed a novel
SEQ2SEQ based transformation calledGUD-IR. Given x, GUD-IR generates atransformed
feedback^fb for x using agenerativeSEQ2SEQmodel. Our approach is inspired and supported
by the recent success of generate and retrieve Mao et al. [2021] methods. However, despite the
similarity, the methods have different goals: Mao et al. [2021] leverage generative models for
query expansion, whereas our goal is explainable input understanding. See Appendix I.2 for more
details onGUD-IR.

After the transformation stage, the closest matching entry is then used as the correspondingfb .
Transformation reducesM (x) to a search overfb1; fb2; : : : ; fbjMj with ^fb as the search query.
We compute similarity based on a �ne-tuned Sentence transformers [Reimers and Gurevych,
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