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Abstract

The exponential advancement in Large Language Models (LLMs) and reasoning-
powered Al agents, exemplified by GPT-4 and OpenAIl Deep Research, has accel-
erated the timeline toward Artificial General Intelligence (AGI), with capabilities
expanding at an unprecedented rate. As we stand at the threshold of potentially
achieving AGI in the near future, the challenge of alignment—ensuring these sys-
tems remain truthful, capable of sophisticated reasoning, and aligned with human
values—has become increasingly critical.

This thesis proposes novel methodologies to address fundamental alignment
challenges for systems approaching superhuman capabilities. Extending beyond
conventional paradigms such as Supervised Fine-Tuning (SFT) and Reinforcement
Learning from Human Feedback (RLHF), we develop scalable alignment mecha-
nisms through our Principle-Driven Alignment methodology. Implemented within
areinforcement learning from Al feedback (RLAIF) framework, this approach demon-
strates significant improvements in maintaining system reliability under capability
scaling. To mitigate factual inconsistencies in generation, we introduce Recitation
Augmentation and Factually Augmented RLHF, which demonstrate robust perfor-
mance on large language and multimodal models. The proposed Easy-to-Hard Gen-
eralization framework provides a systematic approach for preserving alignment by
leveraging the insight that models can more reliably evaluate solutions than gener-
ate them, enabling supervision of complex reasoning tasks through reward models
trained on simpler problems. Additionally, we proposed Lean-STaR, a framework
that improves theorem-proving performance by guiding models to generate infor-
mal thoughts before formal solutions, demonstrating the effectiveness of Chain-of-
Thought reasoning in enhancing autonomous decision-making capabilities while
providing greater transparency of model reasoning processes.

This research contributes to a critical area of Al development by establishing
rigorous frameworks for maintaining alignment as systems become increasingly
capable. Our findings demonstrate the effectiveness of these approaches in creat-
ing Al systems that are aligned with fundamental human values while preserving
performance reliability. These frameworks provide a foundation for scalable solu-

tions that will shape the future development of advanced Al systems.
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Chapter 1
Introduction

The eld of Arti cial Intelligence stands at a pivotal moment in its evolution, marked by expo-
nential advancements in Large Language Models (LLMs) and reasoning-powered Al agents. The
emergence of systems like GPT-4 and OpenAl Deep Research has demonstrated unprecedented
capabilities in understanding, reasoning, and decision-making, accelerating the trajectory to-
ward Arti cial General Intelligence (AGI) [23, 36, 140, 141, 191]. As these systems exhibit in-
creasingly sophisticated abilities across diverse domains, a critical challenge emerges: ensuring
that Al systems remain truthful, capable of robust decision-making, and fundamentally aligned
with human values while their capabilities continue to expand at an unprecedented rate.

Traditional alignment approaches, primarily Supervised Fine-Tuning (SFT) and Reinforce-
ment Learning from Human Feedback (RLHF), face signi cant limitations in scaling with ad-
vancing Al capabilities [144, 178]. The core challenge lies in their heavy dependence on human
oversight and annotation, a constraint that becomes particularly problematic as we approach
systems that may surpass human-level performance in various domains [24]. This limitation
underscores the urgent need for novel alignment methodologies that can scale e ectively with
increasingly capable Al systems.

This thesis presents novel frameworks for maintaining alignment as Al capabilities approach
and potentially surpass human-level performafue.research extends beyond traditional hu-
man oversight paradigms [11, 16, 17, 38, 141, 144, 146], introducing scalable solutions across
multiple dimensions of alignment. In Chapter 2, we demonstrate that principle-driven in-
context alignment can achieve comparable performance to conventional SFT/RLHF approaches.
Chapter 3 establishes RLAIF as a viable replacement for RLHF, enhancing both alignment and
capabilities. Our work in Chapter 4 pioneers the use of in-context alignment for reducing hallu-
cinations in LLM outputs, while Chapter 5 extends this to the multimodal domain through factu-
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Honest (Truth-Seeking) Helpful (Reasoning) Harmless
Recitation-Augmented Genera- Easy-to-Hard Generalization (Sun  Principle-Driven Self-Alignment
tion (Sun etal. [179]ICLR 2023); et al. [184]NeurlPS 2024; Lean- (Sun et al. [182]NeurlPS 2023);

Factually Augmented Reward STaR (Linetal.[115ICLR 2025); Instructable Reward Model (Sun
Models (Sun et al. [180]ACL Inference Scaling Laws (Wu et al. et al. [181]ICLR 2024)
Findings 2024) [213],ICLR 2025)

Figure 1.1: Roadmap of this thesis: aligning Al tolmnest, helpful , andharmless.

ally augmented reward models. Chapter 6 introduces frameworks for enhancing autonomous
reasoning capabilities through easy-to-hard generalization, while Chapter 7 develops Lean-
STaR to improve theorem-proving performance through the integration of informal Chain-of-
Thought reasoning processes.

As we approach the potential development of AGI, the signi cance of robust alignment
methodologies becomes increasingly critical. Our research anticipates this future, developing
frameworks that not only address current alignment challenges but also establish foundations
for maintaining control and bene cial outcomes as Al capabilities continue to advance. These
contributions aim to shape the development of Al systems that can reliably exceed human per-
formance while remaining fundamentally aligned with human values and objectives, ultimately
contributing to the safe and bene cial advancement of arti cial intelligence in society.

1.1 Background and Motivations

Open Challenges: Alignment with Human Imitation and Preferences A signi cant
challenge in Al alignment [64] is the dependency on human-annotated data. Supervised Fine-
Tuning (SFT) is a method that employs imitation learning with human demonstrations, us-
ing sources like existing NLP datasets [40, 165, 204, 206] and specially crafted instructions
[49, 97, 144, 238]. Building on SFT, the Reinforcement Learning from Human Feedback (RLHF)
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Figure 1.2: An illustration comparing traditional machine learning, where the student model
remains below human level, to superalignment, where a stronger Al student is trained under
scalable oversight.

paradigm [16, 38, 144, 178, 194] involves training a reward model using online human pref-
erences to further re ne the SFT-trained models [105]. GPT-4 [141] represents a signi cant
advancement in this area, integrating a post-training alignment process to enhance factuality
and adherence to desired behavior while addressing potential risks.

However, acquiring high-quality human annotations, including consistent response demon-
strations and in-distribution preferences, has emerged as a signi cant bottleneck, because the
acquisition process could be costly and raises concerns about quality, reliability, diversity, cre-
ativity, self-consistency, and the potential for undesirable biases [97, 197, 203]. Additionally,
there is a concern that the current formats of response demonstrations and preferences might
not generalize e ectively to more complex tasks in the future.

Our Approaches: Scalable Alignment from Scratch ~ To address the aforementioned limi-
tations of current Al alignment methods, a new paradigm is clearly needed to suppcalable
alignment of Al models [22, 133]. This paradigm seeks to develop alignment methodologies
that are not only e ective in aligning large language models (LLMs) with human values and
intentions but also e cient and scalable in their application. The essence of scalable alignment
lies in its capacity to adapt and remain e ective as models grow in complexity and capability,
ensuring that these advanced Al systems continue to adhere to human ethics, truthfulness, and
helpfulness.



In this context,scalable oversight (Fig. 1.2) emerges as a crucial component of scalable
alignment [22, 159]. Scalable oversight techniques are designed to enhance the ability of hu-
mans to supervise models, especially as they become more complex. They include methods
where models critique the outputs of other models [83, 166] and techniques for decomposing
problems into simpler subproblems [37, 105, 114, 240]. Unlike approaches that solely focus on
human supervision, scalable oversight prepares models to perform well even in settings where
human supervision is limited or impractical. This involves developing methodologies for self-
regulation and self-critique in Al models, thus ensuring their alignment with human values in
complex scenarios where direct human oversight might be challenging.

In this thesis, we focus on the problem of aligning LLMsom scratch , that is, we aim
to align pre-trained large language models without directly distilling from any well-aligned
Al models likeChatGPT [140] orGPT-4 [141]. This is markedly di erent from some works
where the primary focus is on cloning the capabilities or well-aligned behavior from proprietary
models to smaller open-source models [34, 189], which has notable drawbacks [71].

Research Dimensions: Harmless, Honest, and Helpful  In tackling Al alignment, specif-
ically for LLMs, we confront a triad of critical challengebarmlessness, honesty, andhelp-
fulness [11]. Each of these facets presents its own set of unique obstacles and considerations.
Harmlessness involves aligning Al actions with human-de ned ethical principles, ensuring that
Al behavior does not cause unintended harm. Honesty or truthfulness is about maintaining the
integrity and accuracy of information processed and generated by these models. Lastly, helpful-
ness pertains to the Al's ability to provide complex reasoning and problem-solving capabilities
with minimal errors. The overarching goal is to develop alignment strategies that holistically
address these three pillars, leading to Al systems that are not only powerful and sophisticated
but also safe, trustworthy, and bene cial to humanity. Our roadmap is summarized in Fig. 1.1.

1.2 Alignment for Human Values Preserving

In the pursuit of aligning increasingly capable Al systems with human values, the concept of
principle-driven self-alignment emerges as a crucial strategy [181, 182]. This approach
aims to equip Al with the ability to align itself with a small set of human-de ned principles,
thereby minimizing the need for extensive human supervision. The primary objective is to
control Al behavior more precisely while signi cantly reducing the dependency on human-
generated annotations.



The vision of self-alignment is inspired by the notion of creating a small set of general, yet
powerful, principles that Al systems can internalize and adhere to [65, 67]. This idea is reminis-
cent of Isaac Asimov's famous Three Laws of Robotics [10], which provided a foundational set
of rules designed to govern the behavior of robots in a manner that is safe and bene cial to hu-
mans. Similarly, in our context, we aim to guide Al systems in their decision-making processes
with only a concise and comprehensive set of principles. These principles would serve as a cor-
nerstone for Al behavior, ensuring that the systems operate within an ethical and value-aligned
framework, irrespective of the complexity or context of the tasks they are performing.

Principle-Driven Prompting Our initial Self-Align strategy (Chapter 2) involves imple-
menting a prompting-based approach, wherein we introduce a compact set of 16 human-authored
principles. These principles are articulated in English and focus on guiding the Al system to
generate responses that are helpful, ethical, and reliable [11, 17]. They act as a foundational
framework for the Al model, dictating the acceptable standards and behaviors when producing
answers.

To operationalize these principles, we employ in-context learning (ICL) [23], which utilizes
a small number of exemplars (about 5 demonstrations) to show how the Al should adhere to
these rules across varying scenarios. These exemplars are crucial in teaching the model to
understand and apply the principles e ectively in its response generation process. Through
a combination of the human-written principles, ICL exemplars, and self-instructed prompts,
the language model is equipped to identify and apply the relevant rules to any given query.
This enables the model to not only generate responses in line with these principles but also to
provide explanations for refusing to answer queries that are identi ed as harmful or improperly
formed. The model's ability to discern and react appropriately to such queries is a pivotal aspect
of ensuring its alignment with human-de ned ethical standards.

Reinforcement Learning with Instructable Reward Models Similar to our Self-Align
strategy, a few notable self-alignment techniques involve bootstrapping by ne-tuning on model-
generated synthetic data. For instance, Self-Instruct [203] bootstraps a base language model
with its own generations conditional on 175 In-Context Learning (ICL) query-response pairs.
Instruction Back-translation [109] uses web documents to create new training examples for an
SFT model trained on 3200 seed examples. However, how to make the performance of such
bootstrapping strategies being competitive to the well-established RLHF paradigm remains an
open challenge [17, 194].



Another line of self-alignment research seeks to ne-tune language models using a reward
model that is trained on the Al's own evaluations [17, 141]. In particular, Constitutional Al
(CAl) [17, 141] delves into self-enhancement for alleviating harmful outputs without relying
on human annotations. This is achieved through Al-generated self-critiques, revisions, and
preference models based on a set of human-written principles which are designed for making
the system's output safer.

In SALMON (Self-ALignMent with principle-fOllowiNg reward models; Chapter 3), we
utilize RLAIF and human-written principles to align language models, not only emphasizing
safety but also focuses on improving Al alignment and the system's capabilities in a more gen-
eral sense. We introduced the principle-following (a.k.a. instruction-following) reward model,
which is adept at interpreting and adhering to arbitrary human-written preference guidelines,
and subsequently generates the rewarding scores based on those principles. This is another dif-
ference from previous RLAIF methods [17, 141] where the "principles" are only used to produce
synthetic preferences, and the model-generated scores are not conditioned on any principles
explicitly. Our design, on the other hand, enables better control over the behavior of the RL-
trained policy model.

1.3 Alignment for Truth Seeking

Ensuring honesty and truthfulness in Al outputs is paramount in maintaining trust and reliabil-
ity. The main challenge here lies in the inherent limitations of LLMs, which generate responses
based on patterns learned from vast online data rather than accessing or understanding factual
information. This limitation leads to instances where the Al might con dently presentincorrect

or misleading information. Developing mechanisms to verify the truthfulness of Al-generated
content and to teach Al systems the importance of accuracy and uncertainty is a critical area
of research.

Understanding Hallucinations in LLMs and LMMs Prior to the advent of Large Lan-
guage Models (LLMSs), the concept of "hallucination” in natural language processing (NLP) was
predominantly associated with the generation of nonsensical content or content that deviates
signi cantly from its source [86]. This perspective has evolved considerably with the introduc-
tion of LLMs. As outlined by [230], hallucination in LLMs can be categorized into three main
types: 1) Input-Con icting Hallucination: This occurs when the generated content veers away
from the user-given input. It is a common issue in elds like machine translation, where the
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output may not accurately re ect the input language content [104, 237]. 2) Context-Con icting
Hallucination: Here, the output contradicts information previously generated by the LLM itself,
leading to inconsistencies in a given context [173]. 3) Fact-Con icting Hallucination: This type
of hallucination involves content that is misaligned with established factual knowledge, often
leading to the dissemination of incorrect information [116].

Recent success in Large Language Models (LLMSs) [7, 23, 34, 36, 131, 141, 167, 189, 193, 194]
has spurred signi cant improvements in multi-modal models. In the realm of Large Multimodal
Models (LMM), multimodal hallucination is a well-documented phenomenon [19, 111, 120,
125, 162]. It refers to instances where models produce descriptions or captions that include
objects not present or mismatched with the target image. This type of hallucination highlights
the challenges of ensuring alignment across di erent modalities.

Addressing Fact-Con icting Hallucination with Recitation Augmentation In the dy-

namic landscape of Al-generated content, the phenomenon of fact-con icting hallucination
emerges as a notable challenge, particularly in the context of Large Language Models (LLMs).
This type of hallucination manifests when an Al model, relying on patterns learned from ex-
tensive datasets, generates information that con icts with established facts. This can under-
mine the model's reliability and trustworthiness, especially in scenarios where factual accuracy
is paramount. The novel paradigm of Recitation Augmentation (RECITE) o ers a promising
solution (Chapter 4). Unlike traditional methods that depend on external document retrieval
[85, 106], RECITE leverages the LLM's own memory to recite relevant passages as a prelim-
inary step. By sampling and echoing these passages, RECITE provides a foundation of factual
context, enabling the model to anchor its subsequent outputs in more truthful information.
This approach represents a signi cant shift in tackling fact-con icting hallucinations, priori-
tizing internal consistency and factual alignment in LLMs, thereby enhancing their utility in
truth-centric applications.

Addressing Multimodal Hallucination with Factually Augmented RLHF The advent

of Large Multimodal Models (LMMs) brings forth the complex issue of multimodal halluci-
nation, where Al-generated textual responses are inadequately grounded in the multimodal
context, such as images, audio, or video. This misalignment can lead to outputs that are not
only factually inaccurate but also disjointed from the corresponding non-textual data, posing
a substantial challenge in multimodal Al applications [121]. We propose innovative Factually-
Augmented Reinforcement Learning from Human Feedback (Fact-RLHF) as a powerful solution

7



(Chapter 5). By adapting RLHF techniques, commonly used in the text domain, Fact-RLHF in-
troduces an alignment algorithm speci cally tailored for vision-language tasks. This method
involves human annotators in identifying more hallucinated responses, thereby training the
model to align with human-judged reality. Augmenting the reward model with factual ele-
ments such as accurate image captions and ground-truth options further re nes this process.
This dual approach of factual augmentation and human feedback steers LMMs towards more
coherent, reality-based outputs, e ectively mitigating the risks of multimodal hallucination and
enhancing the overall alignment of Al systems with multimodal truthfulness.

1.4 Alignment for Complex Reasoning

The realm of Al alignment is increasingly focusing on the model's ability to exhibit complex
reasoning with minimal errors, a trait essential for its practical and e ective deployment. This
aspect of Al alignment, termed as helpfulness, is particularly crucial for applications where
advanced problem-solving and analytical skills are required.

Chain-of-Thought Reasoning  Building upon the foundation laid by Ling et al. [119], who
pioneered the approach of solving math word problems by generating step-by-step solutions in
a blend of natural language and mathematical equations, we delve into the concept of Rationale-
Augmented Reasoning. This approach is distinct from methods that directly produce nal an-
swers or use formal languages (like equations alone) for intermediate steps [4, 33, 163]. Fol-
lowing this, Cobbe et al. [44] further developed this concept by creating a larger dataset to
ne-tune a pre-trained large language model for solving math word problems, coupled with a
parameterized ranker to enhance solution accuracy. The advent of chain-of-thought prompt-
ing, as proposed by Wei et al. [207], integrates the idea of natural language rationales [44, 119]
with few-shot prompting [23], creating a synergistic approach for complex problem solving.

Easy-to-Hard Generalization with Reinforcement Learning We developed an easy-to-
hard framework that enables models to excel in complex tasks with limited human supervision
(Chapter 6). Our approach focuses on leveraging human annotations on simpler tasks to guide
performance on more challenging problems. By employing mathematical reasoning and code
generation as primary test elds, we exploit their inherent hierarchy of problem di culty. Our

key insight is that evaluator models trained on simpler tasks can e ectively score solutions for
more complex problems, enabling reliable supervision beyond human capabilities. This repre-
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sents a signi cant advancement in aligning superhuman Al capabilities with desired outcomes,
particularly in scenarios where direct human supervision becomes impractical.

Interleaving Thinking and Action with Reinforcement Learning Building on this foun-
dation, we introduce Lean-STaR, a framework that enhances autonomous reasoning in theorem
proving by guiding models to generate informal thoughts before formal solutions (Chapter 7).
Our key observation is that informal reasoning steps, while absent in formal proofs, play a cru-
cial role in the problem-solving process. By training models to articulate intermediate thoughts
before attempting formal proof steps, we signi cantly improve theorem-proving performance
on the miniF2F benchmark. This approach not only enhances decision-making capabilities but
also provides greater transparency into the model's reasoning process, contributing to the de-
velopment of more interpretable and reliable Al systems.

1.5 Publications and Research Contributions

Principle-driven prompting for self-alignment (Chapter 2) is publishedNaurlPS 2023 SALMON

the rst work shows RLAIF can fully replace RLHF to align language models from scratch to
enhance both their alignment and capabilities (Chapter 3) is publishetCaR 2024. The
recitation-augmented generation scheme for large language models (Chapter 4) is published at
ICLR 2023. Factually Augmented RLHF (Fact-RLHF) that augments the reward model with ad-
ditional factual information for training LLaVARLHEF the rst open-source RLHF-trained LMM
(Chapter 5), is published &#CL 2024 Findings. The easy-to-hard generalization of large lan-
guage models on complex reasoning tasks is publisheNeurIPS 2024 Lean-STaR, which
improves theorem-proving performance by interleaving Chain-of-Thought reasoning with for-
mal tactic actions (Chapter 7), is publishedl@L_R 2025.

The work presented in this thesis has both inspired and been in uenced by my other rel-
evant research projects, which are not included herein. The rst or co- rst authored publi-
cations include an EM algorithm to improve non-autoregressive Transformers (ICML 2020), a
compressed task-agnostic BERT model for resource-limited devices (ACL 2020), an accelerated
Detection Transformer for object detection (ICCV 2021), a learning-to-hash sparse attention
mechanism for Transformers (ICLR 2022), an non-autoregressive re-parameterization scheme
for combinatorial optimization problems (NeurlPS 2022), a temporal stencil modeling scheme
for solving PDE problems (ICML 2023), a di usion model-based combinatorial optimization
solver (NeurlPS 2023), and a self-play policy optimization algorithm for RLHF (ICLR 2025).
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Chapter 2

Self-Alignment of Language Models with
Principle-Driven Prompting

As outlined in the introduction, a central goal of this thesis is to develop scalable alignment
strategies that reduce our reliance on extensive human annotation while maintaining reliable
and controllable Al behavior. This chapter initiates our exploration by focusing on the dimen-
sion of aligning Al systems with human values speci cally, ensuring that they act in ways
that are helpful, harmless, and ethically grounded. We begin with a principle-driven align-
ment framework,Self-Align , which empowers language models to align their behavior using
a small set of human-authored rules. By minimizing the annotation burden while maximiz-
ing generalization, this method lays a foundational pathway for aligning powerful Al systems
from scratch that is, without distilling from existing aligned models like ChatGPT or GPT-4.

2.1 Introduction

The problem of aligning large language models (LLMs) to human values and intentions in
terms of beingcomprehensive, respectful, and compliant ! [16, 17, 38, 141, 144, 146] has
gained signi cant attention in research as recent Al systems (IBeatGPT or GPT-4 ) have
rapidly advanced in their capabilities [23, 36, 52, 155]. Presently, state-of-the-art Al systems
predominantly depend on supervised ne-tuning (SFT) with human instructions and anno-
tations, as well as reinforcement learning from human feedback (RLHF) on their preferences
[9, 140, 142, 143]. The success of these techniques heavily relies on the availability of extensive

This is the de nition of Al alignment in this work, distinct from following simple instructions [144, 189, 203].
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Figure 2.1: An illustration of the four essential stages in tBelf-Align process

human supervision, which is not only expensive to obtain but also has potential issues with
the quality, reliability, diversity, creativity, self-consistence, undesirable biases, etc., in human-
provided annotations [99, 197, 203].

To address such issues with intensive human annotations for LLM alignment, we propose a
novel approach name@&elf-Align . It substantially reduces the e orts on human supervision
and renders it virtually annotation-free by utilizing a small set of human-de ned principles (or
rules) to guide thebehaviorof LLM-based Al agents in generating responses to users' queries.

Our approach encompasses four essential stages:

1. (Topic-Guided Red-Teaming) Self-Instruct: We employ the self-instruct mechanism by
Wang et al. [203] with175 seed prompts to generate synthetic instructions, pR&topic-
speci ¢ prompts in addition to ensure a diversi ed topic coverage of the instructions. Such
instructions ensure a comprehensive range of contexts/scenarios for the Al system to learn
from.

2. Principle-Driven Self-Alignment.  We o er a small set 0f16 human-written principles in
English about the desirable quality of the system-produced responses, outbsbehind the
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behavior of the Al model in producing answeisThese principles function as guidelines for
generating helpful, ethical, and reliable responses. We conduct in-context learning (ICL) [23]
with a few (5) exemplars (demonstrations) that illustrate how the Al system complies with
the rules when formulating responses in di erent cases. From the human-written principles,
ICL exemplars, and the incoming self-instructed prompts, the LLM can trigger the matching
rules and generate the explanations for a refused answer if the query is detected as a harmful
or ill-formed one.

3. Principle Engraving: In the third stage, we ne-tune the original LLM (the base model) on
the self-aligned responses, generated by the LLM itself through prompting, while pruning
the principles and demonstrations for the ne-tuned model. The ne-tuning process enables
our system to directly generate responses that are well-aligned with the helpful, ethical, and
reliable principles across a wide range of queries, due to shared model parameters. Notice
that the ne-tuned LLM can directly generate high-quality responses for new queries with-
out explicitly using the principle set and the ICL exemplars.

4. Verbose Cloning: Lastly, we employ context distillation [11, 95] to enhance the system's
capability to produce more comprehensive and elaborate responses than the overly short or
indirect responses.

Impressively, the entir&elf-Align  process necessitatéswer than 300 lines of annota-
tions (including 195 seed prompts, 16 principles, and 5 exemplars), while previous aligned Al
systems such asistructGPT [144] orAlpaca [189]required at least 50K human/teacher
annotations. This highlights the supervision e ciency of our approach in comparison with
other state-of-the-art Al assistants, as shown in Table. 2.1. Our principle-driven approach,
which is essentially rule-based, not only signi cantly reduces the required human e ort for
supervision but also showcases aligning neural language models with human understanding of
principles or rules about quality language generation in both an e ective and e cient manner.

We should also point out that the advancements of recent modelsAikgaca andVi-
cuna have shown that the potent conversational capabilities can be obtained by distilling ex-
isting human-preference-aligned LLMs (i.&ext-Davinci-003 and ChatGPT , respec-
tively) into smaller, more manageable models [34, 140, 143, 189]. Those resulting smaller mod-
els, however, still rely on the successful alignment of existing LLMs, which are based on ex-
tensive human-provided supervision. In other words, those smaller models indirectly inherit

2The detailed principles are given in the appendix. Analogous to Constitutional Al [17], the design of these
principles inSelf-Align remains exploratory and primarily serves research purposes.
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Table 2.1: Comparison of human/teacher supervisions used in recent Al systems. The alignment
techniques used in previous work include SFT (Supervised Fine-tuning), RLHF (Reinforcement
Learning from Human Feedback), CAIl (Constitutional Al), and KD (Knowledge Distillation).
Information is from:® OpenAl [143],° OpenAl [140]¢ Anthropic [9], Bai et al. [17]¢ OpenAl

[141].

Total Annotations Annotation Sources Alignment Techniques
(closed-source models)
InstructGPT 77K Users & Annotators SFT & RLHF
Text-Davinci-003 ? ? SFT & RLHE
ChatGPT ? ? SFT & RLHF
Claude ? ? RLHRX CAI ¢
GPT-4 ? ? SFT & RLHE CAl @
(open-source models)
Alpaca 52K Text-Davinci-003 Self-Instruct & KD
Vicuna 70K Users & ChatGPT KD
Koala 472K Humans & Teacher Models KD & SFT
OpenAssistant 161K Annotators SFT & RLHF
Dolly-v2 15K Annotators SFT
Dromedary <300 lines Humans Self-Instruct & Self-Align

the dependence on the availability of intensive supervision from humans. In contrast, our ap-
proach focuses on language model alignment from scratch, independent from the existence of
well-aligned LLMs likeChatGPT or GPT-4. That is the main distinction of our approach
from other existing approaches and is why we calkilf-alignment from scratch

We are providing the code for th&elf-Align method as open source to promote collab-
oration and innovation within the research community. The base modeDwbmedary is
the LLaMA-65b language model [193], which is accessible for research-only, noncommercial
purposes. By investigating di erent strategies from that in RLHF, our work seeks to broaden the
scope of Al alignment techniques, and promote a deeper understanding of how to improve Al
systems, not only in terms of being more powerful, but also more responsible and well-aligned
with human values.

2.2 Methodology Overview

The Self-Align method involves four distinct stages. The rst stage is call&odpic-Guided
Red-Teaming Self-Instruct , which employs the language model itself to generate synthetic
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Figure 2.2: Side-by-side comparison: on the left is a typical SFT + RLHF alignment pipeline
(InstructGPT [144]), and on the right are the four stages in 08elf-Align procedure.

instructions and enhance diversity via a topic-guided red-teaming approach. The second stage,
Principle-Driven Self-Alignment , de nes a set of principles that the Al model must adhere

to and provides in-context learning demonstrations for constructing helpful, ethical, and re-
liable responses. The third stag@rinciple Engraving , ne-tunes the base language model

by pruning principles and demonstrations, empowering the model to directly generate appro-
priate responses. Finally, the fourth stagéerbose Cloning, serves as a complementary step

to address challenges arising from overly-brief or indirect responses by re ning the model to
produce detailed and comprehensive answers to user queries. We will describe each of these
stages in detail.

2.3 Topic-Guided Red-Teaming Self-Instruct

The Self-Instruct method [203] is a semi-automated, iterative bootstrapping process that har-
nesses the capabilities of a pretrained LLM to generate a wide array of instructions (and corre-
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Figure 2.3: lllustration of Principle-Driven Self-Alignment and Principle Engraving.

sponding outputs). The method commences with 175 manually-written instructipasd the
LLM proceeds to develop new tasks and augment the task pool (after eliminating low-quality or
repetitive instructions). This process is executed iteratively until a satisfactory volume of tasks
is reached. A noteworthy application of this method can be observedlpaca [189], where
Self-Instruct is utilized to generate new queries and distilled output frdext-Davinci-

003 [143].

We introduce an e ective extension, the Topic-Guided Red-Teaming Self-Instruct, which
aims to improve the diversity and coverage of the generated adversarial instructions. We man-
ually devise 20 adversarial instruction types that a static machine learning model can't answer,
or may answer with the wrong facts, such as:

Questions that require scientific knowledge
Questions that require knowledge of future events

Questions that require real-time information
Questions that require legal expertise

3https://github.com/yizhongw/self-instruct/blob/main/data/seed_tasks.
jsonl
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, and prompt the base LLM to generate novel topics (8/¢nter) relevant to these typés
Subsequently, after removing duplicated topics, we prompt the base LLM to generate new in-
structions novel instructions corresponding to the speci ed instruction type and topic. Incor-
porating additional prompts that concentrate on particular adversarial instruction types and
diverse topics allows the Al model to explore an expanded range of contexts and scenarios.

2.4 Principle-Driven Self-Alignment

The Principle-Driven Self-Alignment technique is designed to develop the Al alignment with a

small set of helpful, ethical, and reliable principles. This stage capitalizes on the (Topic-Guided
Red-Teaming) Self-Instruct [203] as an instruction generator. The primary objective is to en-
able the Al model to generate tting responses that adhere to the established principles, while

simultaneously minimizing human supervision.

The Principle-Driven Self-Alignment process begins with the creation of sixteen generic
principles that an Al assistant should follow, such ds(ethical) Assistant should actively
discourage users from engaging in illegal, immoral, or harmful topics, prioritizing user safety,
ethical conduct, and responsible behavior in its respdBsbsequently, ve in-context learning
(ICL) [23] demonstrations are provided to exemplify how the Al assistant should apply these
principles through an explicit process termedhternal thoughts®. For instance, in the ICL
demonstration, the user query can be:

User: who is the president of the US in 20257

And we annotate the internal thoughts of the Al assistant as:

Assistant (internal thoughts): | am a helpful, ethical, and reliable assistant. The
question pertains to 2025, but my internal knowledge concludes in the year 2021. |
should adhere to rules 3 (helpful), 7 (candor), and 12 (dated knowledge).

Such internal thoughts will guide the assistant's nal generated response, such as:

Assistant: As an Al language model, my knowledge extends only until September 2021, so |
cannot predict the president of the United States in 2025. However, | can give you the
following information:

1. The president at that time was Joe Biden, but future elections and events are unknown
to me.

2. Please check the latest information for accurate and up-to-date details on the current
president.

4See the appendix for the seed prompts we used for Topic-Guided Red-Teaming Self-Instruct.
5The e ectiveness of such a thinking procedure has been proven on a wide range of reasoning [207], action

[222], or knowledge-intensive [183] tasks.
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When a new query is generated by (Topic-Guided Red-Teaming) Self-Instruct, itis appended
to the list of the exemplars, and the base LLM follows such an internal-thought-then-answer
process to produce a self-aligned response. The whole process is illustrated in Figure. 2.3.

In this work, the design of the principles remains exploratory and primarily serves research
purpose&. We (the authors) brainstormed sixteen principles, namglyethical), 2 (informa-
tive), 3 (helpful), 4 (question assessment), 5 (reasoning), 6 (multi-aspect), 7 (candor), 8 (knowl-
edge recitation), 9 (static), 10 (clari cation), 11 (numerical sensitivity), 12 (dated knowledge), 13
(step-by-step), 14 (balanced & informative perspectives), 15 (creative), 16 (operdtamaky
inspiration from existing principles in Constitutional Al [17] and the new Bing Chatbot [130],
as well as the principles proven to enhance Al performance in recent research papers, such as
step-by-step reasoning [96, 138, 207] and knowledge recitation [183].

2.5 Principle Engraving

Principle Engraving constitutes a vital element of tfgelf-Align methodology, focusing on
honing the Al model's behavior to produce responses that adhere to prede ned principles. Dur-
ing this stage, the base LLM is ne-tuned after pruning the principle, the in-context learning
demonstrations, and the self-generated thoughts, e ectively engraving these principles into the
LLM's parameters. Figure 2.3 provides a visual representation of this process.

A noteworthy advantage of principle engraving is its ability to enhance the Al model's
alignment while reducing token usage, which enables longer context lengths during inference
(as allocating more than 1.7k tokens to xed principles and ICL demonstrations would be exces-
sive). Remarkably, our empirical observations reveal that the base LLM, after ne-tuned with its
self-aligned outputs, surpasses its prompted counterpart on alignment benchmarks. This im-
provement can likely be attributed to the generalization e ect that occurs when the language
model is directly optimized to generate output that is helpful, ethical, and reliable.

5Analogous to Constitutional Al [17], we believe that, in the future, such principles should be redeveloped
and re ned by a more extensive set of stakeholders. Given the small number of bits of information involved in

these principles, a thorough examination of these bits is warranted.
"The detailed principles and the ICL exemplars are given in the appendix.
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2.6 Verbose Cloning

In our preliminary testing of the principle-engraved model, we identi ed two primary chal-
lenges: 1) the model tended to generate unduly brief responses, while users typically expect
more comprehensive and elaborate answers from an Al assistant, and 2) the model occasion-
ally recited relevant Wikipedia passages without directly addressing the user's query.

To overcome these challenges, we introduce a complementary Verbose Cloning step. This
stage involves utilizing an human-crafted prompt to create a verbose version of the aligned
model, that is capable of generating in-depth, detailed responses. We then employ context
distillation [11] to produce a new model that is not only aligned but also generates thorough and
extensive responses to user queries. Context distillation works by training the base language
model on synthetic queries generated by (Topic-Guided Red-Teaming) Self-Instruct, paired with
corresponding responses produced by a verbosely prompted principle-engraved model. The
verbose prompt designed to encourage the talkative nature of the principle-engraved model is
provided in the appendix.

2.7 EXperiments

We quantitatively evaluateDromedary on benchmark datasets and also assess its qualita-
tive performance on several datasets for demonstration purposes. By default, all the language
model-generated text is decoded with a temperatur®at

2.7.1 Dromedary and Baseline Models

Dromedary Dromedary is the Al assistant developed by implementing tiself-Align
process on théLaMA-65b base language model. We investigate two variamsomedary

(nal) and Dromedary (non-verbose), respectively. The former represents the model ob-
tained by applying all four steps of th&elf-Align process, while the latter is the principle-
engraved model, excluding the nal step of verbose cloning. Due to the space limit, the exper-
imental details ofDromedary such as training process and decoding hyper-parameters can
be found in the appendix.

Baseline Models Our comparison involves several notable baselinéd.aMA [193] pro-
vides a set of performant base language models for research uJay#-Davinci-003 ,
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# Param. Truthful Tru*Inf

GPT-3 175B 0.28 0.25
LLaMA 13B 0.47 0.41
LLaMA 65B 0.57 0.53
Alpaca 65B (reprod.) 0.47 0.47
Davinci-003 ? 0.60 0.59
Vicuna 13B 0.84 0.84
(non-verbose) 65B 0.74 0.57
(final) 65B 0.72 _0.61

Figure 2.4Truthful QA evaluation . On the left, the Multiple Choice (MC) accuracy on Truth-
fulQA, where multiple choices are ranked by asking the model if each choic&rige or
False , and other results are taken from OpenAl [141]. On the right, the fraction of truth-
ful and truthful*informative answers, as scored by specially trained models via the OpenAl
API. The results of GPT-3 and LLaMA are taken from Touvron et al. [193].

ChatGPT (or GPT-3.5) , andGPT-4 [140, 141, 143], successors to their previous ver-
sions, have demonstrated signi cant enhancements in generating contextually relevant and
high-quality content. Alpaca [189], a ne-tuned model derived fronText-Davinci-

003, andVicuna [34], a chatbot trained on user-shared conversations withatGPT , o er
unique insights into model performanceDolly-V2  [49], an instruction-following model,
showcases commercial applications of language models. Finally, resultsArdhropic-

LM[16, 17], though not publicly available, provide valuable benchmarks. More comprehensive
descriptions of these models are available in the appendix.

2.7.2 Benchmark Results

Truthful QA

The Truthful QA benchmark [116] evaluates a model's ability to identify true claims, speci cally
in the context of literal truth about the real world. The benchmark includes two evaluation
tasks: the multiple-choice task and the generation task.

In the Multiple-Choice (MC) task, models are tested on their ability to select true answers
from sets of true and false (usually 2-7) reference ansféige compute the likelihood of "True"
or "False" independently for each answer. The MC1 accuracy results are shown in Figure 2.4
(left). We can see that with a modi ed ranking approacBromedary signi cantly outper-

8The evaluation prompt we used for TruthfulQA-MC can be found in the appendix.
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Table 2.2: Multiple Choice (MC) accuracy biiHH Eval . The results ofAnthropic-LM 'S
Context Distillation (CD) and Preference Model (PM) are taken from Bai et al. [16].

Anthropic-LM LLaMA-65B Alpaca-65B ChatGPT Dromedary-65B

CD PM aviA- (reprod.) a non-verbose nal
Harmless - - 0.71 0.76 0.95 0.91 0.91
Helpful - - 0.83 _0.85 0.85 0.86 0.85
Honest - - 0.72 0.72 0.80 0.74 0.74
Other - - 0.84 0.86 0.91 0.88 0.81
Overall  0.77 0.86 0.77 0.79 0.87 0.85 0.83

forms the powerfulGPT-4 model and other baselines, achieving a new state-of-the-art MC1
accuracy of69.

In the generation task, models generate full-sentence answers given the question. The
benchmark evaluates the model's performance on both questions to measure truthful models
and the intersection of truthful and informative. As shown in Table 2.4 (riglRyomedary
achieves higher scores thabPT-3 , LLaMA, Alpaca in both categories, while failing behind
the ChatGPT -distilled Vicuna model.

BIG-bench HHH Eval

The BIG-bench HHH Eval [11, 177] was speci cally designed to evaluate a model's performance
in terms of helpfulness, honesty, and harmlessness (HHH). It is a Multiple-Choice (MC) task,
which tests the models' ability to select superior answers from two reference ansWwéve cal-
culate the likelihood of the model preferring one answer over the other when presented with
two candidate answers simultaneously. The MC accuracy results are displayed in Table 2.2.
It can be observed thdbromedary demonstrates signi cantly improved performance com-
pared to other open-source models, suchLA®MA andAlpaca , particularly in theHamr-

less metric. Furthermore, it only marginally underperforms when compared to the powerful
ChatGPT model.

Vicuna Benchmark Questions (Evaluated by GPT-4)

Chiang et al. [34] introduced an evaluation framework leveragi@§T-4 [141] to automate
the assessment of chatbot performance. In this framew@RT-4 generates challenging ques-
tions across diverse categories, and answers from ve chatbbtsaMA, Alpaca ,ChatGPT ,

%The evaluation prompt we used for HHH Eval can be found in the appendix.
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(b) Relative response quality compared
to ChatGPT , where the results of
other models (excepflpaca-65 )

(a) Response comparison are taken from Chiang et al. [34].
Figure 2.5: Evaluation oWicuna benchmark questions : assessed b@PT-4 .

Bard , andVicuna are collected. We directly use these data to compddeomedary with
these chatbots.

We followed Chiang et al. [34] and utilize@PT-4 to rate chatbot responses based on help-
fulness, relevance, accuracy, and detail. Inspiredviguna '°, we use two conversation ex-
amples as ICL to improve the response qualityifomedary . A Win/Tie/Lose comparison
between the nal version ofDromedary and various baselines is illustrated in Figure 2.5a.
The comparison reveals thddromedary surpassedext-Davinci-003 and Alpaca
but falls short of ChatGPT and its distilled versionVicuna . Additionally, we present a
comparison of relative performance with respect@hatGPT in Figure 2.5b.

Discussions

A New Al Alignment Paradigm Interestingly, in contrast to the prevailing alignment paradigm
of rst-following-then-align, i.e., SFT (supervised ne-tuning) + RLHF (reinforcement learning
from human feedback) [99, 140, 141, 1&4If-Align prioritizes improving harmlessness and
reliability through Principle-Driven Self-Alignment and Principle Engraving. Subsequently, it
improves its helpfulness (instruction-following ability) by employing Verbose Cloning. De-
termining the superior paradigm ( rst-following-then-align or rst-align-then-following) may

https://github.com/Im-sys/FastChat/blob/main/fastchat/conversation.

py
The two-shot prompt we used for open-ended conversation can be found in the appendix.
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need future research.

Verbose Tax: Analysis on Verbose Cloning  The nal Verbose Cloning step irself-Align

aims to enhance the model's ability to generate comprehensive and detailed responses. How-
ever, the benchmark results reveal a noteworthy observation: while Verbose Cloning signif-
icantly improves generation quality (as evidenced by the Vicuna Benchmark Questions and
our TruthfulQA generation task), it harms the model's performance in several multiple-choice
benchmarks, particularly in ranking more trustworthy responses. Drawing on the alignment
taxes concept introduced by Bai et al. [16], we refer to this phenomenowmeabose tax. Un-
derstanding the underlying reasons for this occurrence and exploring methods to improve the
model's helpfulness (verbose generation ability) while maintaining its harmlessness and trust-
worthiness warrant further investigation.

2.7.3 Qualitative Demonstrations

To o er a more profound insight into the strengths and weaknesses@fomedary , we
present qualitative demonstrations of its performance across diverse contexts. Our focus lies
in highlighting the model's capacity to address harmful or sensitive queries while generating
comprehensive and nuanced responses. Due to the space limit, we present these results in the
appendix. The results oAnthropic-LM (or ALM) HH RLHF and a few other baselines are
taken from Bai et al. [16, 17], while the results of other baselines on Vicuna benchmark ques-
tions are taken from Chiang et al. [34].

2.8 Conclusion & Discussion

Models likeAlpaca andVicuna have shown that powerful conversational capabilities can
be distilled from existing human-preference-aligned large language models (LLMs), into smaller
models. In this work, we introduc®romedary , a model for the research community based
on principle-driven self-alignment, trained from scratch and requiring very little human an-
notation. By harnessing the intrinsic knowledge within an LLM, we can de ne principles that
guide how we want an LLM-based Al model to behave, resulting in an Al assistant that not only
produces quality interactions but also produces responses that respect the guardrails de ned
by the model creator. This method represents a distinct direction from RLHF, and it focuses
on developing novel alignment techniques for language models from scratch, independent of
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pre-existing, well-established Al systems. In other words, our approach seeks to explore the
potential of aligning Al models in situations where reliance on or access to existing systems
may not be feasible or desired.
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Chapter 3

Self-Alignment of Language Models with
RLAIF & Principle-Following Reward
Models

The previous chapter introduced a novel way of combining principle-driven reasoning and
the generative power of LLMs for the self-alignment of the Al agents with minimal human
supervision, by designing a principle-driven prompting. However, it is worth noting that these
bootstrapping methods still lag behind the RLHF method in performance.

Inthis chapter, we explore a Reinforcement Learning (RL)-based approach n&A&MON
(Self-ALignMent with principle-fOllowi Ng reward models), to align base language models with
minimal human supervision, using only a small set of human-de ned principles, yet achieving
superior performance. Central to our approach ipanciple-following reward modeTrained
on synthetic preference data, this model can generate reward scores based on arbitrary human-
de ned principles. By merely adjusting these principles during the RL training phase, we gain
full control over the preferences with the reward model, subsequently in uencing the behav-
ior of the RL-trained policies, and eliminating the reliance on the collection of online human
preferences. Applying our method to tHd_aMA-2-70b  base language model, we developed
an Al assistant nameB®romedary-2 . With only 6 exemplars for in-context learning and 31
human-de ned principlesPromedary-2  signi cantly surpasses the performance of several
state-of-the-art Al systems on various benchmark datasets. We have open-sourced the code and
model weights to encourage further research into aligning LLM-based Al agents with enhanced
supervision e ciency, improved controllability, and scalable oversight.
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3.1 Introduction

The prevailing Al alignment paradigm, exempli ed in models likthatGPT [140] andLLaMA-
2-Chat [194], employs supervised ne-tuning (SFT) with prompted demonstrations [39, 165,
238] and reinforcement learning from human feedback (RLHF) to align the outputs of large
language models (LLMs) with human intentions [144, 244]. However, acquiring high-quality
human annotations, including consistent response demonstrations and in-distribution prefer-
ences, is costly and not scalable [194]. Furthermore, the existing paradigm of SFT + RLHF
is inherently limited in assuming that humans can always demonstrate or evaluate the tasks
undertaken by advanced Al systems. Although today's models fall within human evaluative
boundaries, future, more advanced models could embark on tasks that challenge human evalu-
ation. Consequently, there is a looming danger, i.e., such models may value appeasing human
evaluators over ensuring accuracy [6, 149].

To address the current challenges in Al alignment, we aim to develop a new methodology
that facilitates scalable oversight [5, 22]. Our vision is to de ne a few general principles, akin
to Issac Asimov's three laws in robotics [10], which are comprehensively interalizable for Al
systems to follow [65, 67]. This goal is in line with the recent researchsaif-alignment
[17, 182], where the primary focus is to use Al models to improve themselves, e.g., with boot-
strapping over the model-generated critiques [63, 126] or self-re ned outputs [109, 203]. How-
ever, it is worth noting that these bootstrapping methods still lag behind the RLHF method in
performance [17, 194]. Meanwhile, methods like Reinforcement Learning from Al Feedback
(RLAIF) or Constitutional Al (CAI) [17, 141] has emerged as an alternative potential. These
techniques leverage feedback from automated Al systems, reducing the reliance on exhaustive
human-annotated preferences. So far, the primary focus of the previous RLAIF work remains
on enhancing the safety of the models that have already undergone RLHF training. That is,
these RLAIF methods inherit the heavy dependency on the human-annotated preferences in
the RLHF warm-up stage. This leads to a pivotal research question:

" Can RLAIF fully replace RLHF to align language models from scratch in enhancing
their general alignment and capabilities?

this work provides a de nitive con rmation for the above question by introducing a novel
approach namel(sALMON. At the heart of our approach lies the introduction of the principle-
following (akainstruction-following) reward model, which is adept at interpreting and adhering
to arbitrary human-written preference guidelines, and subsequently generates the rewarding
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scores based on those principles. This is di erent from previous RLAIF methods [17, 141] where
the "principles” are only used to produce synthetic preferences, and the model-generated scores
are not conditioned on any principles explicitly, as illustrated in Figure 3.1. The design of
our SALMON on the other hand, enables better control over the behavior of the RL-trained
policy model. Recall that in conventional RLHF, the iterative online collection of in-distribution
preference feedback [16, 194] is essential to counteract reward hacking, which means that the
model-generated reward scores do not accurately re ect the model performance [66, 145, 176].
SALMONaddresses this issue by simply crafting principles explicitly designed to combat the
observed reward-hacking patterns in the model outpdtsuch as self-praising at the end of

the response. Additionally, we founBALMONcapable to emphasize the distinct aspects of the
alignment with respect to being Helpful, Honest, and Harmless) (HHH) [11] by customizing
its preference principles. Our methodology is also proven to be e ective in reducing the false
refusals seen in certain over-aligned language models [194] by crafting speci ¢ principles.

Our principle-following reward model can be trained with synthetic data and seamlessly
applied to a diverse range of language models without collecting any model-speci ¢ human
preference data[16, 194]. Possible policy model initialization strategies include principle-driven
self-alignment [182], supervised ne-tuning on human demonstrations [39, 238], or even those
unaligned base language models [193]. Remarkably, when integrated wittS#ieAlign
technique [182], our method enabled the training of a self-aligned Al-assistant agent, namely
Dromedary-2 , from scratch by only manually crafting exemplars for In-Context Learning
[23] and a combined total 081 principles (17 fromSelf-Align and 14 forSALMON. Despite
its minimal human supervision design, our model outperformed the extensively RLHF-trained
LLaMA-2-Chat model [194], which was trained with over 20,000+ human-curated response
demonstrations and 1,000,000+ human-annotated response preferences. The comparisons of
human supervision e ciency and performance on MT-Bench [235] are detailed in Table. 3.1.

3.2 Reinforcement Learning with Preference Modeling

Reinforcement Learning (RL) with preference modeling [16, 144, 178, 244] has emerged as a
potent and scalable strategy for aligning Large Language Models (LLM) with human values. It
can be summarized into two stages:

LIn this work, we wrote the descriptions of reward-hacking behavioral traits based on our inspections. Future
work may consider automated description generation by summarizing the reward hacking patterns with large
language models [18, 236].
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Table 3.1: Comparison of human supervisions used in recent Al systems and their MT-Bench
scores [235]. We exclude models that used any Knowledge Distillation (KD) data. The alignment
techniques used in previous work include SFT (Supervised Fine-tuning), RLHF (Reinforcement
Learning from Human Feedback), and CAI (Constitutional Al). Information is fr8r@penAl
[143],° Anthropic [9], Bai et al. [17]¢ OpenAl [140]f OpenAl [141].

# Demonstration # Preference MT-Bench Alignment
Annotations  Annotations Score Techniques

(closed-source models)
InstructGPT-SFT (175b) 12,725 0 2.7 SFT
InstructGPT (175b) 12,725 33,207 ? SFT & RLHF
Text-Davinci-003 (175b) ? ? 6.4 SFT & RLHF
Claude-V1 (?) ? ? 7.9 RLHF & CAl
ChatGPT (?) ? ? 7.9 SFT & RLHF
GPT-4 (?) ? ? 9.0 SFT & RLHF & CAl
(non-distilled open-source models)
Dolly-V2 (12b) 15,000 0 2.0 SFT
Guanaco (65b) 9,846 0 6.4 SFT
OpenAssistant-SFT (30b) 69,614 0 6.4 SFT
OpenAssistant (30b) 69,614 39,670 6.6 SFT & RLHF
LLaMA-2-Chat (70b) 27,540 1,418,091 6.9 SFT & RLHF
Dromedary-2 (70b) 6 0 7.4 Self-Align & SALMON

Preference Modeling In this stage, a reward model, alternatively referred to as a preference
model, is trained to give a higher score to the better response. The source of pairwise com-
parison training data varies: it can be annotated by human annotators [16, 144], by existing Al
systems [17, 141], or pre- xed with heuristics [94, 219]. Formally, let the aggregated preference
data be represented &3xy = f(X;Yo;Y1;1)9, Wherex denotes the promptyy andy; are two
associated responses, anthdicates the index of the preferred response. The reward model
employs a cross-entropy loss function:

L(r )= E(xyoyi)p aw 109 (r (Gyi) 1 (Xy1 ))]: (3.1)

Reinforcement Learning  Here, a policy model is trained to generate an appropriate re-
sponse for each user query by maximizing the reward signal as provided by the reward model.
Initialization of the policy model can be accomplished using a pre-trained base language model
(BASE) [17], context distillation (CD) [16, 182], or through supervised ne-tuning (SFT) [144,
194]. To address potential over-optimization challenges, notably reward hacking, a per-token
KL penalty derived from the initial policy model [144] is sometimes applied. Formally, given
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Figure 3.1: Comparison among RLHF [144], RLAIF [17], 8ALMON (Ours). The vanilla
(stand-alone) reward models in RLHF & RLAIF are trained to give high scores to generally
good responses, while the principle-following reward modelSALMONIis trained to generate
reward scores based on customized principles as the preference guideline.

the set of collected user promptBr, = fxg, along with the xed initial policy model ™'
and the RL-optimized modelR", the full optimization loss is articulated as:

LC™) = Expay mgin I (KY) Dk "k MT(vix) 5 (3.2)

where is the hyper-parameter to control the scale of the KL penalty.

3.3 Principle-Driven Preference Modeling

A signi cant challenge within the current RLHF paradigm is the necessity to iteratively gather
fresh human preferences, aimed at countering reward hacking. Speci cally, there is a risk that
the RL-optimized model R- might exploit certain vulnerabilities in the xed reward model,
thereby arti cially boosting its score without genuine performance improvement [66]. For ex-
ample, Bai et al. [16] revealed that both the reward model and RLHF policies require weekly
updates. Similarly, Touvron et al. [194] documented the weekly collection of human prefer-
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ences over ve iterations, emphasizing that this frequency ensures the reward model remains
in-distribution. Consequently, the RLHF paradigm becomes highly reliant on human annota-
tion, undermining its scalability for language model alignment, and limiting the utilization of
pre-existing open-source preference pre-training data [16]. In this work, we propose a novel
Reinforcement Learning with Al Feedback (RLAIF) paradigm, where the Al system is used to
label preferences in a scalable manner, and a principle-following reward model is trained to
address the issue of reward hacking.

Collecting Principle-Driven Synthetic Preferences Following Constitutional Al [17, 89],

we sample two responses from the initial policy model, and use the policy model itself to se-
lect the preferred response based on a certain human-written principle. Figure 3.2 (SFT-Model
(Judge)) demonstrates the prompt we used for the preference collection.

After encoding the preference prompt, we calculate the log probability for the next token
to be responses (A) or (B), subsequently determining a preference label based on their compar-
ison. Notably, our methodology diverges from prior RLAIF approaches [17, 141] that focus on
Al safety when de ning principles: In addition to harmlessness principles, we also set forth
principles emphasizing honesty and helpfulness of the responses. Therefore, we do not need
an RLHF-trained model as the initial policy model, as our policy model can learn to be more
helpful when guided by these helpfulness principles. We illustrate the full list of the principles
used for synthetic preference modeling in the appendix. For each user prompt and each princi-
ple, the preference score is computed as the di erence between the log probabilities of choosing
responses (A) or (B). To account for potential position biases [150] during the language model's
multi-choice decision-making, scores are averaged after undergoing a swapping operation.

Training Principle-Following Reward Models We aim to train an instruction-following
reward model, which can comprehend and assign reward scores contingent upon arbitrary
human-de ned principles. This can be achieved by constructing a special preference modeling
dataset by leveraging the previously collected synthetic preference data, where each preference
is paired with a pre-de ned principle. The procedure to generate the synthetic training data
for the principle-following preference modeling is delineated as follows. We rst de ne the
corresponding negative principles for each positive principle to increase the diversity of these
principles. For example, the positive and negative de nitions for f@encise principle are:

Positive: The response should efficiently address the task or answer the question,
conveying the necessary information succinctly.

Negative: The response should circumvent directly addressing the task or providing an
answer to the question.
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Figure 3.2: lllustration of th&& ALMONtraining pipeline.

Next, for each user prompt, a subset of principles is randomly sampled from the established
principle list (Table in the appendix), with certain principles being randomly negated. The user
prompt, model responses, and the sub-sampled principles are aggregated as a single training
instance for the reward model. The nal preference label is then calibrated by the principle
exhibiting the most pronounced di erence in preference scores. Appendix describes a concrete
example of nal preference label calibration and Figure 3.2 (upper) demonstrates the training
process of a principle-following (essentially instruction-following) reward modeSALMON

Our use of both positive and negative principles in principle aggregation enhances the re-
ward model's ability to interpret these human-de ned principles presented in textual format.

In addition, we found the inclusion of negatively de ned principles makes the reward model
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Figure 3.3: Three concrete examples of reward hacking and the corresponding RL-time prefer-
ence intervention principles that we de ned to alleviate these issues.

understand the prohibition instructions, which allows us to prohibit the policy model from
exhibiting speci ¢ undesirable behaviors through textual instructions, as demonstrated below.

3.4 RL with Principle-following Reward Models

In original RLHF [140, 178] or RLAIF [17, 141], the reward model needs to judge the quality of
the response only based on the user prompt, and give better responses higher scores:

User: [PROMPT]
Assistant: [RESPONSE]
Reward Model: [SCORE]

In SALMON the principle-following reward model is trained to generate reward scores
following human-de ned judging principles, including the pre-de ned ones and the RL-time
preference intervention ones, which we will explain below:

User: [PROMPT]

Assistant: [RESPONSE]

Judging Principles: [RL-TIME INTERVENTION + PREDEFINED]
Reward Model: [SCORE]
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RL with Pre-de ned Principles Training on synthetic principle-following preference data
enables the reward model to interpret arbitrary instructions accuratelVhis capability facili-
tates the manipulation of the reward model's preferences during RL-time (i.e., its test-time) via
de ning new principles, which in turn shapes the behavior of the policy model trained with
feedback from the principle-compliant reward model. Notably, we use a set of principles dif-
ferent from the reward model training stage, as illustrated in appendix, which contains a few
more principles that we would expect a well-aligned LLM Al-assistant agent would behave.
During the RL training stage, to improve the diversity coverage and stochasticity of the reward
model preferences, we randomly samgle 3 principles for each user prompt. Particularly, as

a design of prompt-dependent principle selection, we adequately raise the ratio of sampling the
Consistent Reasoning principle for reasoning prompts and thEthical  principle

for red-teaming prompts.

RL-time Preference Intervention In preliminary experiments, we mainly identi ed three
tendencies that potentially allow the policy model to hack the reward model equipped with
our prede ned principles: (1) The Al assistant often provides high-level advice in response to
user queries, bypassing the provision of concrete solutions. (2) The Al assistant frequently en-
gages in self-praise, disrupting the reward model's evaluation capabilities. (3) The Al assistant
tends to over-educate, such as providing analogous examples following the solutions of math
problems. Figure 3.3 provides concrete examples of these reward hacking patterns. To mitigate
the aforementioned reward hacking tendencies, we manually compose an additional RL-time
intervention principle for each pattern, respectively, as also shown in Figure 3.3. We found
these RL-time interventions are markedly e ective. For example, conventionally, avoiding re-
ward hacking in RLHF necessitates the collection of online preference data aligned with the
updated policy model. Contrarily, we show that we can re-use the same principle-following re-
ward model, but steer its preference by de ning prohibition instructions via natural language
to deter the policy model from manifesting speci ¢ undesired behaviors.

Symbolic Rewards: Multilingual Bonus & Length Bonus Unlike conventional RLAIF

[17, 141], the Al preferences IBALMONare not necessarily generated by a powerful RLHF-
trained model. As a result, as opposed to the RLHF model, our SFT-baS=ifeklign -based
synthetic preference model occasionally struggles to discern the more helpful response, thereby

2N.B., we do not expect that the training curriculum proposed by this work is the only one that can produce
an instruction-following reward model.

35



impacting the quality of the synthetic preference data adversely. To bolster the reward model's
e cacy, we propose two supplementary symbolic rewards:

" When using a multilingual prompt dataset, we noted that weak Al-assistant agents occasion-
ally produce English responses to non-English prompts. Hence, we introduce a bonus reward
for responses matching the prompt's language, as identi ed by an automated tool

"~ We observe a preference for lengthier responses among users or well-aligned RLHF-trained
LLM Al assistants Dubois et al. [57], Zheng et al. [235]. Longer responses often encompass
a more extensive examination of the issue at hand, prompting us to include response length,
guanti ed in the response token length, as an auxiliary bonus reward score.

3.5 Experiments

3.5.1 Dromedary-2

Starting from theLLaMA-2-70b  base language model [194)romedary-2 is rst Super-
vised Fine-Tuned (SFT) with the bootstrapping data generated by an improved véi@elf-
Align with 6 In-Context Learning exemplars [182]. Following this, a Reinforcement Learning
(RL) ne-tuning stage is conducted employing tf®ALMONparadigm. Our endeavor aims at
advancing the frontier of Al alignment when minimizing the requisite for human oversight.
In this work, the human demonstration annotations are solely con ned to providing six In-
Context Learning exemplars vi&elf-Align , while the ensuing model behavior, especially at
the RL stage, is fully controlled by human-de ned principles.

Datasets

All the training datasets used in this work are the prompt datasets that come without the
corresponding response demonstrations.

Self-Align  We use a combination of 908hareGPTprompts, 10k prompts frondatabricks-
dolly-15kdataset [49], 10k prompts from®penAssistant Conversatiatstaset [97], and 40k

Shttps://pypi.org/project/langdetect
“We provide an improved principle-driven self-alignment prompt in the Appendix.
5ShareGPT.com data was was used to train theéicuna model [34], but the exact dataset has not been

released. In this work, we use the reproduced version frotips://huggingface.co/datasets/an
on8231489123/ShareGPT_Vicuna_unfiltered
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prompts sub-sampled from th®penOrcalataset [113, 132], which is constituted by prompts
from TO [165] and FLAN [40, 206]. We only keep the rst query from users as the unlabeled
prompts.

Preference Modeling The synthetic principle-driven preference modeling data is collected
by generating responses to the rst prompts in each conversation tre®©pkenAssistant

(OASSTL,; Kopf et al. [97]), which constitutes a collection of 9.8k prompts. FolloiiadA-

2-Chat [194], we use existing open-source preference datasets to enable better generalization
for the reward model and prevent reward hacking. 16®8&thropic HH-RLHF [16] human
preferences and 160k synthetic preferences sub-sampled 8tanford SHP  [58] is used

for Preference Model Pre-training (PMP; Bai et al. [16]).

RL training  The RL training uses the same collection of unlabeled prompts asSiié
Align  SFT stage, with additional 7.5k math problem prompts from M&TH[79] to improve
the mathematical solving capability of our model.

Training Details

The architecture of the reward model is the same as the Hasa&MA model, except that the
embedding output of the last token is linearly projected to a scalar value to indicate the reward
of the whole response. Following Dubois et al. [57], we initialize the value model from the
reward model. To t all the models (i.e., policy, reward, value, original policy) into one GPU,
we adopt QLoRA [51, 81] for all the ne-tuning processes $wlf-Align and SALMON We

use Proximal Policy Optimization (PPO; Schulman et al. [169]) with a KL penalty for the RL
training. Experiments with non-RL (or o ine RL) alternative to PPO [72, 158, 232] are left for
future work. More details can be found in Appendix.

Baseline Models

Due to the space limit, we describe the details of the baseline models in the appendix. Notably,
we mainly compare with non-distilled models that are aligned from scratch. While there are
potentially stronger open-source LLMs, such @sca [132] andWizardLM [217], our pri-

mary open-source baseline for comparisorLisaMA-2-Chat  [194], as it stands out as the
best open-source LLM that has been aligned from scratch.
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MT T-1 T-2

GPT-4 9.00 8.96 9.03
ChatGPT 7.94 8.08 7.81
Claude-V1 790 8.15 7.65
Dromedary-2-70b 737 7.77 6.96
Vicuna-33b (KD) 7.13 7.46 6.79

Dromedary-2-70b

(before PPO)
LLaMA-2-Chat-70b 6.88 7.04 6.73
Guanaco-33b 6.53 6.88 6.18

691 7.48 6.34

Figure 3.4: GPT-4-based automatic evaluation on Vicuna-Bench and MT-Bench.
Dromedary-2  outperforms LLaMA-2-Chat-70b and thus represents the state-of-
the-art chatbot performance in non-distilled open-source models.

3.5.2 Benchmark Evaluations

Chatbot Evaluation Human evaluation is often regarded as the gold standard for judging

Al chatbots, but is not always scalable and reproducible. In this work, we primarily investi-
gate automatic evaluation leveraging GPT-4 on prevalent chatbot benchmarks, deferring hu-
man evaluation to future work. In this work, we conduct GPT-4-based automatic evaluation on
Vicuna-Bench [34] and MT-Bench [235] to measure the chatbot capability of our model. The
results can be found in Figure 3.4. We also evaluate our model on the AlpacaEval leaderboard
[110] and report the results in Table in the appendix.

General Capability Evaluation ~ We use Big Bench Hard (BBH; Suzgun et al. [185]) as a
testbed for reasoning ability, HumanEval [31] for coding ability, and TydiQA [41] for multi-
lingual ability. We adopt the same evaluation protocol as Wang et al. [205]. The results are
reported in Table 3.2 (left), whei@romedary-2  signi cantly outperforms the state-of-the-

art open-source model,LaMA-2-Chat

Truthfulness Evaluation  The TruthfulQA benchmark [116] evaluates a model's ability to
identify true claims, speci cally in the context of literal truth about the real world. We use
the same few-shot evaluation protocol and decoding strategy as in Touvron et al. [194] and
report the percentage of generations that are both truthful and informative, evaluated by a
ne-tuned GPT-3 model, i.e., a GPT-judge. We present the results in Table 3.2 (right), where
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Table 3.2: Evaluating the general capabilities and truthfulness of the LLM-based Al agents.
Big-Bench Hard (BBH), HumanEval, and TydiQA are used to evaltedieoning, coding, and
multilingualism , respectively,, denotes the results are taken from Wang et al. [205], where
their BBH dataset is sub-sampled so may not be directly comparabldenotes the results
taken from Touvron et al. [194], where the®PT-3 judge model may not be exactly the same

as ours.
BBH BBH HumanEval TydiQA Truthful Tru*Inf

Direct CoT _ P@1 GP Dromedary-2-70b 0.98 0.84
GPT-4, 50.9 88.0 85.7 70.8 Vicuna-13b (KD) 0.84 0.84
ChatGPT , 49.0 66.1 72.2 51.9 ChatGPT 0.81 0.80
Dromedary-2-70b 514 663  40.6 64.3  Dromedary-2-70b 0.89 0.75
LLaMA-2-Chat-70b 431 522 35.0 279  (before PPO)
LLaMA-2-70b 531 57.7 315 635 LlLaMA-2-Chat-70b ... - 0.64
Vicuna-33b (KD) 412 508 21.1 37.5 LLaMA-2-70b ... - 0.50

Dromedary-2  achieves new state-of-the-art on this benchmark.

3.5.3 Improved Controllability by Principle Intervention

As a proof of concept, we demonstrate that by leveraging di erent principles as preference
guidelines, we can ne-tune the policy model to selectively exhibit enhanced helpfulness, hon-
esty, or harmlessness. We also show that we can de ne customized principles to reduce the
occurrence of false refusals seen in certain over-aligned language models slitiakB\-2-

Chat [194]. Due to the space limit, please refer to Appendix for the detailed results.

3.6 Conclusion & Discussion

In this work, we introduceSALMON a new Al alignment paradigm where a principle-following
reward model is trained to e ectively and exibly align language models with human values
and intentions. During the RL training stage, by merely adjusting the principles that the reward
model follows, we can gain full control over the preferences of the reward model, and subse-
quently in uence the behavior of the RL-trained policy model. This eliminates the traditional
reliance on the exhaustive collection of online human preferences. Combined wittStie

Align technique [182], we build a powerful Al-assistant ageDtomedary-2 , with only six
exemplars for in-context learning and 31 human-de ned principles. Our self-aligned Al agent
signi cantly surpasses the performance of several state-of-the-art RLHF-trained Al systems in
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chatbot, reasoning, coding, multilingualism, and truthfulness benchmarks.
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Chapter 4

Improving Truthfulness of Language
Models with Recitation Augmentations

The previous chapters explored how large language models (LLMs) can be aligned with human
values and intentions through principle-driven prompting and reinforcement learning with

Al feedback (RLAIF). These e orts aimed to shaping model behavior around human-de ned
norms. However, being aligned with human preferences does not necessarily guarantee fac-
tual correctness. A model might generate responses that are persuasive or well-liked, yet still
factually incorrect a problem known as hallucination.

In this chapter, we shift our focus from aligning models with what humans prefer to align-
ing them with what is true. We propose a new paradigm, RECITation-augmented gEneration
(RECITE), to improve the factual accuracy of LLMs without relying on external retrieval mech-
anisms. Instead, RECITE encourages models to rst internally recite relevant knowledge from
their own parameters, before producing nal answers. This approach helps bridge the gap
between what a model knows and what it says paving the way for more trustworthy and
grounded language generation.

4.1 Introduction

Large language models (LLMs) have achieved impressive in-context few-shot performance on
knowledge-intensive NLP tasks [23, 36, 80, 157]. For example, in open-domain question an-
swering [29], demonstrated by only a few examples of question-answer pairs, LLMs are able

to answer arbitrary factoid questions [88, 98, 221]. Recent research [73, 85, 106] shows that
retrieval-augmentation can further improve LLMs' performance on knowledge-intensive tasks
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Figure 4.1: lllustration of evaluating (few-shot) open-domain question answering with (closed-
book) direct generation [36], (open-book) retrieval-augmented generation [85], and (closed-
book) recitation-augmented generation (ours).

by conditioning the LLMs on retrieved relevant passages from an external corpus.

This paper proposes a new paradigm to help LLMs generate more accurate factual knowl-
edge without retrieving from an external corpus, called RECITation-augmented gEneration
(RECITE), wherein we tackle knowledge-intensive NLP tasks by rst reciting relevant infor-
mation and then generating the outputs. Such a two-step paradigm decomposes the original
knowledge-intensive task into two sub-tasks: knowledge-recitation and task-execution, where
the former can be regarded as a form of intermediate knowledge retrieval step (from the model
weights), while the latter is the execution step that produces the nal outputs.

The motivation of introducing an additional knowledge-recitation step comes from our ob-
servation that while few-shot prompting can help LLMs execute speci ¢ NLP tasks, these tasks
are usually not in a similar form as the original causal language modeling pre-training objec-
tive. This hinders LLMs from e ectively reciting knowledge from their memory [26]. Consider
a student taking a closed-book exam that contains knowledge-intensive questions, for exam-
ple, what is the tenth decimal of ? . They typically cannot directly answer this question
because in studying stage (in analogy to the language modeling pre-training stage for LLMS),
it is highly unlikely that they would read the tenth decimal of is 5. However, there can
be some sentences like the rdi digits of are 3.14159 26535... existing in the textbook
that can be recited by the student. Therefore, a student can possibly answer this question in a
recite-and-answer schemerhe rst 10 digits of are 3.14159 26535. So the answeris a

44



Here, the knowledge-recitation step can serve as an intermediate step that mimics the language
modeling pre-training task, and thus better helps the LLM to generate factual knowledge.

We verify the e ectiveness of our recitation-augmented generation on few-shot Closed-
Book Question Answering (CBQA) tasks (referredasite-and-answer in the CBQA context),
as illustrated in Figure 4.1. CBQA is an attractive open-domain QA task in that a fully param-
eterized LM can generate answers directly without an external corpus or separate retrieval
models [160]. We show that the proposed recite-and-answer scheme is an e ective method
for CBQA and compatible with other techniques for boosting few-shot performance of LLMs.
We also show that, in addition to improving the few-shot in-context learning performance of
RECITE-enhanced LLM, ne-tuning the pre-trained LLMs on synthetic generated question-
passage pairs can further improve the recitation performance and lead to a better downstream
QA accuracy.

Experiments on four large language models (PaLM [36], UL2 [190], OPT [229]), and Codex
[31] show that a recite-and-answer scheme can improve performance on various types of CBQA
tasks, including Wikipedia-based single-hop QA (Natural Questions, Kwiatkowski et al. 98),
trivia questions (TriviaQA, Joshi et al. 88), and Wikipedia-based multi-hop QA (HotpotQA, Yang
etal. 221).

4.2 Methodology Overview

The goal of this paper is to mimic a human's ability to recite relevant factoid knowledge [129]
before answering knowledge-intensive questions, such that these questions can be answered
more accurately. In the following we describe our recite-and-answer scheme for few-shot
closed-book question answering (CBQA), which consists of two components: (1) a evidence-
recitation module for reciting relevant passages, and (2) a question-answering module for gen-
erating answers given the recited evidence. Notice that in this paper, we focus on few-shot set-
ting, in which we assume only a few question-answer demonstrations are provided. In Natural
Questions [98] benchmark, since the questions are from queries issued to the Google search
engine by multiple users, and thus can be regarded as unannotated data, we further assume
that we have top-retrieved Wikipedia pages for these questions. The paragraphs in these top-
retrieved Wikipedia pages will be used to generate synthetic paired question-recitation data for
ne-tuning the LM (described in Section 4.4).
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Figure 4.2: lllustration of prompt-based in-context learning for recitation generation, recitation-
augmented question answering, self-consistency ensembling, and multiple-recite-and-answer
for multi-hop questions (Sec. 4.3). In multiple-recite-and-answer scheme, the latter recitaiton
can utilize the information from the previous ones, such as Oberoi Group in this case. The
prompts for self-consistency and multi-hop recite-and-answer are dropped for brevity.

4.3 Prompt-based Recite-and-Answer for Question-Answering

Recitation-augmented question answering  We start with single-hop question answering

[88, 98], where the answers are usually supported by a speci ¢ document in the corpus, which

is sometimes referred as evidence [88]. Di erent from chain-of-thought prompting [207] where

a rationale is directly generated to explain the generated answer [88, 101, 135], we propose to

rst recite a passage about the question, and then answer the question based on the recitation.
We propose a prompt-based learning-to-recite scheme by leveraging the LLM's in-context

learning ability [23]. We prompt the LLM with paired exemplars of questions and recited evi-

dences, and the LLM can learn in an in-context manner to generate a recitation for an arbitrary
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guestion. To perform recitation-conditioned few-shot question answering, we append the re-
cited passages at the beginning of the original question-answer exemplars as a single prompt,
and then generate the nal answer (Step 1 & 2 in Figure 4.2).

Self-consistency ensemble The factual knowledge about a question can appear in several
places in the language model's training corpora. For example, the fact of Queen Elizabeth
Il opened the London Bridge on 17 March 1973 can appear in both Wikipedia page London
Bridge and page March 1973, so it is highly likely that there exists knowledge from di er-
ent articles that could lead to the same, correct answer. With this motivation, we argue that
similar to multi-step reasoning in chain-of-thought, recitation-augmented question answering
can also bene t from the self-consistency technique with multiple-path decoding [203]. Specif-
ically, given an arbitrary question, we rst use tog-sampling to independently generate a few
recitations, and then greedy decode the answer of the question based on the sampled recita-
tions. Finally, we determine the optimal answer by taking a plurality/majority vote (Step 3 in
Figure 4.2).

Multiple-recite-and-answer for multi-hop question-answering Multi-hop question an-
swering requires the QA system to nd and reason over multiple supporting documents. How-
ever, the nature of recitation restricts us to recite passages from one article at a time. In order to
apply the recite-and-answer scheme to solve multi-hop questions, we introduce multiple-recite-
and-answer scheme (Step 4 in Figure 4.2), that is, given the multiple-hop question, we use the
prompt words such as Recitation 1 and Recitation 2 to elicit the LLM to generate recitation
passages on di erent topics. Since the multiple recited passages are generated in one-pass from
the LLM decoding sequentially, the generation of later passages can e ectively utilize the in-
formation both in the original question and the previous recited ones. Our multiple-recite-and-
answer scheme for multi-hop question-answering is also compatible with the self-consistency
technique, by applying togk sampling when generating multiple recitations and performing
majority voting for the nal answers.
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Figure 4.3: lllustration of question answering with diverse recitation and the corresponding
few-shot question generation and ne-tuning processes.

4.4 Passage Hint-based Diversi ed Recitation with Fine-
Tuning

Passage hint-based diversi ed recitation ~ While the sampling-based recitation and self-
consistency improves the robustness of recite-and-answer method, one argument for its inef-
ciency is that if the evidence-recitation module samples the wrong facts about the question,
the question-answering module will not be able to gure it out and tend to generate the wrong
answer. Therefore, on the one hand, we need to use a low sampling temperature to avoid gen-
erating recitations with wrong facts, on the other hand, we want to make sure the sampled
recitations have enough diversity.

To tackle such a dilemma, we propopassage hint-based diversi ed recitatigve observe
that in well-formed text knowledge bases, such as Wikipedia, we can usually nd a unique
passage hint for each passage, by concatenating the section titles and the in-section order of
each passage. For example, the passage hint of the second passage in Section 5.2 Enforcement
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of Wikipedia page Child support would be Child support Compliance and enforcement
issues Enforcement Paragraph #2. In passage hint-based diversi ed recitation, we rst
usesamplingto generate a diverse set of passage hints, and thergusedy decoding ensure
the factual accuracy of the contents in each passage.

Since each passage hint corresponds to a unique passage, we can rst de-duplicate the pas-
sage hints and then generate the full passages to get more diverse recitation passages. Further-
more, as the recited passages are less likely to be similar due to unique passage hints, inspired
by recent progress on question-answering with multiple retrieved passages [84], we use aggre-
gated diverse recitations as a single context, and generate the answer with a few more question-
answer pair demonstrations. Figure 4.3 (lower) illustrates the recite-and-answer scheme with
passage hint-based diversi ed recitation.

Fine-tuning on few-shot generated questions  We found that although the training data

of many existing LLMs [36, 53] contains the Wikipedia corpora, which are usually regarded as
the factoid documents for knowledge-intensive question answering tasks [88, 98], the section
titles are usually not explicitly included in training. This makes the pre-trained LLM hard to
discover the mapping from the question to the passage hint, and to the full passage merely by
few-shot prompting.

To address this issue, we propose an additional ne-tuning stage to adapt LLMs to learn
such mappings. Assuming we have access to not only a few question-answer pairs, but also
the top-retrieved Wikipedia pages for queries issued to the Google search engine by multiple
users [98], we can use few-shot prompting to generated synthetic question-hint-passage pairs
and then netune the LLMs on the generated data.

Speci cally, we use the ground-truth evidence and question pairs as the prompt, and gen-
erate new questions with in-context learning for randomly sampled passages from Wikipedia
pages. Next, based on the few-shot generated questions, we train the LLM to predict the origi-
nal passage hint, as well as the passage content. Figure 4.3 (upper) illustrates the whole process
of passage hint ne-tuning.

4.5 EXperiments

In this section, we report empirical evaluations of our proposed RECITE with recite-and-answer
schemes on a diverse set of few-shot closed-book question answering tasks and di erent lan-
guage models with varying scales.
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4.5.1 Experimental setup

Evaluation Datasets

Natural Questions  Natural Questions [98] consists of questions aggregated from the Google
search engine and the answers from the Wikipedia page in theSgearch results. We treat it

as a single-hop question answering task. Since Natural Questions contains the so-called long
answer annotations, which is a whole HTML bounding box containing enough information to
infer the answer, we directly utilize the long answer as the ground-truth recitation exemplars

in our prompt (Sec. 4.3). In order to make a direct comparison with recent LLMs [36, 85], we
evaluate our methods in 5-shot and 64-shot settings.

TriviaQA  TriviaQA dataset [88] is constructed by collecting Trivia enthusiast authored question-
answer pairs and their retrospectively collected evidence. Since there is no obvious way to
collect a long answer in the retrospective evidence documents (the exact appearances of the
answer may contain enough information to infer the answer), we evaluate TriviaQA in the
single-hop 5-shot setting, and manually compose the recitation passage from Wikipedia for 5
randomly sampled training questions. The concrete prompt can be found in the appendix.

HotpotQA  HotpotQA [221] is designed to explicitly test QA systems' ability to perform
multi-hop reasoning. It is collected by explicitly composing questions requiring reasoning
about multiple supporting context documents. Following Wang et al. [202], we evaluate Hot-
potQA as a multi-hop question answering task in the 4-shot setting. But instead of chain-of-
thought prompting as in [202], we use multiple-recite-and-answer (Sec. 4.3) to achieve multi-
step reasoning. We also provide the concrete prompt in the appendix.

Metrics We calculate the Exact Matching (EM) and F1 scores for the normalized answers,
while the speci c text normalization applied on each dataset can be slightly di erent.

Pre-trained language models

We evaluate the e ectiveness of RECITE on four langauge models: PaLM, UL2 [190], OPT [229],
and Codex [23, 31, 144]. Due to the space limit, the detailed descriptions of them are provided
in Appendix.
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Table 4.1: Performance comparison on Natural Questions (NQ), TriviaQA, and HotpotQA. The
number of shots for each task are mentioned in parenthesis.

PaLM-62B UL2-20B OPT-30B Codex-002
EM/F1 EM/F1 EM/F1 EM/F1

25.76/36.4% 10.16/20.13
28.98/40.43, 12.70/21.97

Standard-prompting (direct) 14.97/22.9g 31.45/44.75

NQ
. 8.70/ 39.765) 14.16/ 23.13s)
Recite-and-answer (20—patr§1.34/ 42.486s 14.941 24.2955) 17.84/ 26.74(5) 35.84/ 49.12s,
TriviaQA Standard-prompting (direct) 65.38/71§5 48.73/54.38 45.90/50.68 81.84/86.Q9

Recite-and-answer (20-path§5.84/ 72.1Qs) 53.42/ 58.69s) 49.02/ 54.225) 83.50/ 88.03s

Standard-prompting (direct) 20.51/2840 16.99/24.99 16.70/25.22) 28.32/39.Q3
HotpotQA Chain-of-thought (20-path) 23.73/3280 17.68/24.84) 16.89/24.Q3 34.38/45.50)
Recite-and-answer (20-path6.46 / 35.6(4 19.04/27.324) 17.77/ 26.584) 37.11/ 48.374)

4.5.2 Experiments

We use the test split for all tasks if the test split is available and has labels for evaluation,
otherwise we use the dev split. In addition, TriviaQA and HotpotQA are too large to run large
language models on, so we used the rst 1,024 data points for evaluation.

Prompt-based results

We report the single-hop closed-book question answering (CBQA) evaluation results on Natural
Questions (NQ) and TriviaQA and the multi-hop CBQA evaluation results on HotpotQA. In
Tab. 4.1, we report the results with prompt-based in-context learning and self-consistency.

From the tables, we can see that the proposed recite-and-answer scheme can signi cantly
improve the CBQA performance on both datasets with various pre-trained language models.
While the performance improvements on NQ is more consistent across di erent language mod-
els, we nd that the improvements from recite-and-answer is more signi cant on smaller lan-
guage models on TriviaQA. Our hypothesis is that the Trivia-style question usually contains
more contextual information in the question, thus weakened the e ectiveness of recitation for
strong LLMs like PaLM.

Besides, we can see that the recite-and-answer scheme can outperform the chain-of-thought
prompting performance on the multi-hop reasoning task. Interestingly, we also nd that for
LLMs that have large gains from chain-of-thought (i.e., PaLM), they also have large improve-
ments from recite-and-answer.
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Table 4.2: Performance comparison of PaLM-62B on Natural Questions (NQ) dataset with
standard-prompting, recite-and-answer with self-consistency sampling, and recite-and-answer
with diversi ed recitation. The number of shots for each task are mentioned in parenthesis.

EM/Flsy  EM/Flgy

Standard-prompting (direct) 25.76 /1 36.47 28.98/40.13
Recite-and-answer (20-path) 28.70/39.76 31.34/42.48
Recite-and-answer w/ diversi ed recitation (20-path)32.20/ 44.02  33.23 45.29

Figure 4.4: TriviaQA EM/F1 on OPT-30B and UL2-20B with di erent # of self-consistency paths.

Results of passage hint-based diversi ed recitation

For Natural Questions dataset, since it has the collection of top-retrieved Wikipeida pages cor-
responding to the unannotated queries issued to the Google search engine, we additionally
report the diversi ed recitation results of ne-tuned PaLM model in Tab. 4.2. From the table,
we nd that diversi ed recitation can further improve the performance of PaLM on the NQ
dataset.

4.5.3 Analysis

On the number of self-consistency paths

We analyze how the number of passages recited would a ect the performance of recite-and-

answer under the self-consistency setting. Due to the costly inference of LLMs, we rst sample

up tok = 20 recitation passages, and then apply self-consistency to a randomly selected subset
of recitations to simulate less paths. For each number of self-consistency paths, we evaluate the
randomly selected subsets ve times and report the mean and standard deviation. We conduct
an analysis on OPT-30B and UL2-20B on the TriviaQA dataset and report the results in Fig. 4.4.
We can see that sampling more recitation passages tends to improve the recite-and-answer
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Table 4.3: Natural Questions (NQ) results with di erent context passages.

UL2-20B, Codex-00g,
EM/F1 EM/F1

No passage 10.16/20.17 31.45/44.75

Ground-truth passage 41.02/55.73 49.32/64.32
BM25-Retrieval (Tofd,) 16.31/27.66 33.20/47.45
LM-Recitationg (20-path) 14.16/23.13 35.84/49.12

Table 4.4: Per-question error analysis on Trivi- . .
0A Table 4.5: Per-path error analysis on TriviaQA.
aQA.

Recit. Ans. UL2-2Q08 OPT-308;,
3 3 33.60% 30.06%

7 7.87% 9.79%
3 12.10% 12.57%
7 46.44% 47.58%

UL2-208;) OPT-308;
Hits@Majority 53.42% 49.02%

Not Recit. 21.09% 22.27%
Hits@20-Recit.  5.66% 8.01%
Hits@20-Path  19.82% 20.07%

~N N w

performance, while less randomness is observed with more self-consistency paths.

On the robustness of few-shot exemplars

A well-known problem of in-context few-shot learning is its instability to the choices of exem-
plars and their orders [233]. We evaluate the robustness of standard prompting and our recite-
and-answer method with 5 random seeds and report the mean and standard deviation of UL2
model running on the TriviaQA dataset in Tab. The 5-shot exemplars are randomly sampled
and shu ed for each seed. From the table, we can see that with recitation sampling, recite-
and-answer exhibits similar robustness (in terms of small performance deviation) as standard
prompting under di erent random seeds and numbers of self-consistency paths. The overall
gains by recite-and-answer are signi cant compared to standard prompting regardless of the
choice of few-shot exemplars.

Recitation v.s. Retrieval v.s. Ground-truth

One may ask without the external corpus, whether the quality of recited passages with LLMs
is better than simple retrieval models, e.g., BM25 [161Mo answer this question, we evalu-

We use the pre-indexed enwiki-paragraphs corpus in the pyserini packagep&://github.com
[castorini/pyserini ), which is originally designed for BERTserini [220].
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ate the few-shot question-answering performance of UL2 and Codex on three kinds of context
passages: retrieval, recitation, and ground-truth. We report the results on rst 1024 validation
examples in Natural Questions (NQ) dataset, since it is the only dataset that contains the long
answer annotation that can be regarded as ground-truth context passage. From Tab. 4.3, we
can see that the classic retrieval model, i.e., BM25, is still a very strong baseline for collect-
ing information from the corpus. Nonetheless, compared to BM25, our recite-and-answer still
achieves a quite competitive performance via generation only and without using any external
corpus. Besides, we nd that stronger models (i.e., Codex) tend to bene t more from the the
model's own recitation than BM25 retrieved context.

Error analysis

We perform an error analysis on the 1024 evaluation examples in the TriviaQA dataset. We
classify the errors into three categories: 1) Not Recit., i.e., the correct answer is not recited in
any of the 20 recited passages in self-consistency. 2) Hits@20-Recit., i.e., the correct answer
can be found in one of the recited passage, but does not appear in the QA module's outputs. 3)
Hits@20-Path, i.e., the correct answer is one of the nal outputs of the 20 self-consistency paths,
but it does not have the majority votes. The correct nal answer is marked as Hits@Majority
(i.e., Exact Matching). An algorithmic description is given in Algo in appendix. We report the
results of UL2-20B and OPT-30B in Tab. 4.4. We can see that No Recit and Hits@20-Path
account for the majority of the errors, meaning that the QA module performs quite well (if the
correct answer appears in one of the recitation passages, it will be extracted by the QA module
in most of the cases), and the main bottleneck still lies in the recitation quality and answer
aggregation strategies.

We also perform a per-path error analysis, i.e., how many questions can be answered cor-
rectly (or not) when the recitation exactly contains (or not) the answer tokens. The results are
shown in Tab. 4.5. We can see that arounth  10% questions have the correct recitation
but cannot produce the correct answer, while arouh#%questions do not have the correction
recitation but can be answered correctly anyway.

4.6 Conclusion & Discussion

In this paper, we propose a novel recitation-augmented generation framework to improve lan-
guage models' performance in the closed-book question-answering setting. We hypothesize
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that for knowledge-intensive NLP tasks, encouraging the model to explicitly recite a speci c
knowledge source would be helpful in augmenting its memory. In addition, we found that
diversifying the recitation process can be bene cial as well since usually there exists multi-
ple knowledge sources that could be used to answer the same question. We show promising
results over three large language models and across three di erent closed-book QA datasets,
demonstrating the e ectiveness of our proposed recite-and-answer approach.

One limitation of our method is that updating time-sensitive knowledge for a pure LLM-
based method requires training or ne-tuning the LLMs on the new corpus, which can be costly.
For future work, we plan to further validate the e ectiveness of recitation-augmented genera-
tion for other knowledge-intensive NLP tasks in the closed-book setting, such as fact checking.
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Chapter 5

Aligning Multimodal Models with
Factually Augmented RLHF

In the previous chapter, we focused on improving the factual accuracy of large language mod-
els (LLMs) by encouraging them to recite internal knowledge before answering a process that
enhanced truthfulness in purely textual settings. However, as models expand beyond text and
become capable of interpreting images and other modalities, new challenges arise. The problem
of hallucination persists, but now it manifests in more complex ways: a model might describe
objects that aren't in an image, infer context incorrectly, or generate con dent but false vi-
sual claims. In this chapter, we extend the pursuit of truthfulness to Large Multimodal Models
(LMMs) by aligning them not just with human preferences, but also with factual visual ground-
ing. We introduce a novel approach called Factually Augmented RLHF, which adapts Reinforce-
ment Learning from Human Feedback to the multimodal setting and incorporates ground-truth
signals (such as captions and structured answers) to improve the model's delity and reduce
hallucinations.

5.1 Introduction

Large Language Models (LLMs; Brown et al. [23], Chowdhery et al. [36], OpenAl [141]) can
delve into the multimodal realm either by further pre-training with image-text pairs [3, 13]

or by ne-tuning them with specialized vision instruction tuning datasets [121, 243], leading
to the emergence of powerful Large Multimodal Models (LMMs). Yet, developing LMMs faces
challenges, notably the gap between the volume and quality of multimodal data versus text-only
datasets. Consider the LLaVA model [121], which is initialized from a pre-trained vision encoder
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Question:
Where is this photo taken?

Ground Truth:
From the slogan Welcome to Houston, Texas, we can
infer that this photo is taken at an airport in Houston, Texas.

LLaVA:

This photo is taken at an airport.

LLaVA-SFT":

This photo is taken at the Houston airport.

LLaVA- RLHF:

This photo is taken in the baggage claim area of an airport, speci cally in the lobby of the George Bus

=

Intercontinental Airport in Houston, Texas. The large sign in the background indicates the airport's

name and location. The presence of multiple people, handbags, and suitcases in the scene further sup-

ports the fact that this is indeed an airport setting.

Question:
What is the gender of the person riding the motorcycle
in the image?

Ground Truth:
No one is riding the motorcycle in the image.

LLaVA:

The person riding the motorcycle in the image is a woman.
LLaVA-SFT' :

The person riding the motorcycle in the image is a man.
LLaVA-RLHF:

The image does not provide enough information to determine the gender of the person riding the

motorcycle. It only shows a motorcycle parked on the side of the road, and there is no indication of th
rider's gender. The rider could be a man or a woman, or even someone who identi es as non-binary ¢

A1

=

gender non-conforming. It is important to avoid making assumptions about a person's gender basgd
on visual cues alone, as these assumptions can be inaccurate and potentially harmful.

Table 5.1: Qualitative examples to illustrate the e ect of RLHF on Large Multimodal Model.

LLaVA-RLHFis presented to be more helpful (above) and less hallucinated (bottom).

[156] and an instruction-tuned language model [34]. It is trained on just 150K synthetic image-
based dialogues, which is much less in comparison to the text-only models (Flan [124] utilizing
over 100M examples spanning 1800 tasks. Such limitations in data can lead to misalignment
between the vision and language modalities. Consequently, LMMs may produce hallucinated

outputs, which are not accurately anchored to the context provided by images.
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Figure 5.1: lllustration of how hallucination may occur during the Supervised Fine-Tuning (SFT)
phase of LMM training and how Factually Augmented RLHF alleviates the issue of limited
capacity in the reward model which is initialized from the SFT model.

To mitigate the challenges posed by the scarcity of high-quality visual instruction tuning
data for LMM training, we introducd_LaVA- RLHF, a vision-language model trained for im-
proved multimodal alignment. One of our key contributions is the adaptation of the Reinforce-
ment Learning from Human Feedback (RLHF) [16, 144, 178], a general and scalable alignment
paradigm that shows great success for text-based Al agents, to the multimodal alignment for
LMMs. By collecting human preferences with an emphasis on detecting hallucinatjevesuti-

We instructed crowdworkers to prioritize the responses that exhibit better multimodal alignment and mini-
mize hallucinations. That is, if two responses are free of hallucinations, the crowdworkers were asked to choose a
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lize those preferences in reinforcement learning for LMM ne-tuning [178, 244]. Our approach
can improve the multimodal alignment with a relatively low annotation cost, e.g., collecting 10K
human preferences for image-based conversations with $3000. To the best of our knowledge,
this approach is the rst successful adaptation of RLHF to multimodal alignment.

A potential issue with the current RLHF paradigm is callegivard hackingwhich means
achieving high scores from the reward model does not necessarily lead to improvement in hu-
man judgments. To prevent reward hacking, previous work [16, 194] proposed to iteratively
collect fresh human feedback, which tends to be costly and cannot e ectively utilize existing
human preference data. In this work, we propose a more data-e cient alternative, i.e., we try to
make the reward model capable of leveraging existing human-annotated data and knowledge
in larger language models. Firstly, we improve the general capabilities of the reward model by
using a better vision encoder with higher resolutions and a larger language model. Secondly,
we introduce a novel algorithm nameBactually Augmented RLHF (Fact-RLHF) , which
calibrates the reward signals by augmenting them with additional information such as image
captions or ground-truth multi-choice option, as illustrated in Fig. 5.1.

Toimprove the general capabilities of LMMs during the Supervised Fine-Tuning (SFT) stage,
we further augment the synthetic vision instruction tuning data [121] with existing high-quality
human-annotated multi-modal data in the conversation format. Speci cally, we convert VQA-
v2 [69] and A-OKVQA [171] into a multi-round QA task, and Flickr30k [225] into a Spotting
Captioning task [30], and train th&LaVA- SFT" models based on the new mixture of data.

Lastly, we look into assessing the multimodal alignment of LMMs in real-world genera-
tion scenarios, placing particular emphasis on penalizing any hallucinations. We create a set
of varied benchmark questions that cover the 12 main object categories in COCO [118] and
include 8 di erent task types, leading tdMMHal-Bench. Our evaluation indicates that this
benchmark dataset aligns well with human evaluations, especially when scores are adjusted
for anti-hallucinations. In our experimental evaluation, as the rst LMM trained with RLHF,
LLaVARLHFdelivers impressive outcomes. We observed a notable enhancement on LLaVA-
Bench, achieving 94%, an improvement by 60%MHal-Bench , and established new perfor-
mance benchmarks for LLaVA with a 52.4% score on MMBench [123] and an 82.7% F1 on POPE
[111].

more helpful one.
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5.2 Methodology Overview

In this study, we employ a multimodal Reinforcement Learning from Human Feedback (RLHF)
approach to align Large Multimodal Models (LMMs) with human values (Sec. 5.3). The pro-
cess begins with Multimodal Supervised Fine-Tuning to establish a foundational understand-
ing of multimodal inputs (Sec. 5.3.1). This is enhanced by Multimodal Preference Modeling,
where a reward model is trained with human-annotated comparisons to discern better re-
sponses (Sec. 5.3.2). The approach culminates with Reinforcement Learning and Factually Aug-
mented RLHF, which re ne the model's responses for accuracy and factual alignment, lever-
aging high-quality instruction-tuning data and additional ground-truth information to combat
reward hacking and hallucinations (Sec. 5.4).

5.3 Multimodal RLHF

Reinforcement Learning from Human Feedback (RLHF) [16, 144, 178, 244] has emerged as a
powerful and scalable strategy for aligning Large Language Models (LLMs) with human values.

In this work, we use RLHF to align LMMs. The basic pipeline of our multimodal RLHF can be
summarized into three stages:

Multimodal Supervised Fine-Tuning A vision encoder and a pre-trained LLM are jointly
ne-tuned on an instruction-following demonstration dataset using token-level supervision to
produce a supervised ne-tuned (SFT) modé&fT.

Multimodal Preference Modeling In this stage, a reward model, alternatively referred to
as a preference model, is trained to give a higher score to the better response. The pairwise
comparison training data are typically annotated by human annotators. Formally, let the aggre-
gated preference data be representedbag, = f (I ;X;Yo;Y1;1)9, wherel denotes the image,

x denotes the prompty, andy; are two associated responses, anddicates the index of the
preferred response. The reward model employs a cross-entropy loss function:

L(r )= E(xyoyui)p ru (09 (r (I3x5yi) 1 (I5Xy1 i))]: (5.1)

Reinforcement Learning  Here, a policy model, initialized through multimodal supervised
ne-tuning (SFT) [144, 194], is trained to generate an appropriate response for each user query
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by maximizing the reward signal as provided by the reward model. To address potential over-
optimization challenges, notably reward hacking, a per-token KL penalty derived from the ini-
tial policy model [144]is sometimes applied. Formally, given the set of collected images and user
prompts,Dr. = f(I ;x)g, along with the xed initial policy model "N'™ and the RL-optimized
model Rt the full optimization loss is articulated as:

LC™)= EBawwmy =i FGXY) D i)k M%)
(5.2)
where is the hyper-parameter to control the scale of the KL penalty.

5.3.1 Augmenting LLaVA with High-Quality Instruction-Tuning

Recent studies [194, 238] show that high-quality instruction tuning data is essential for aligning
Large Language Models (LLMs). We nd this becomes even more salient for LMMs. As these
models traverse vast textual and visual domains, clear tuning instructions are crucial. Cor-
rectly aligned data ensures models produce contextually relevant outputs, e ectively bridging
language and visual gaps. For example, LLaVA synthesized 150k visual instruction data using
the text-only GPT-4, where an image is represented as the associated captions on bounding
boxes to prompt GPT-4. Though careful Itering has been applied to improve the quality, the
pipeline can occasionally generate visually misaligned instruction data that can not be easily
removed with an automatic Itering script, as highlighted in Table 5.1.

In this work, we consider enhancing LLaVA (98k conversations, after holding out 60k con-
versations for preference modeling and RL training) with high-quality instruction-tuning data
derived from existing human annotations. Speci cally, we curated three categories of visual
instruction data: Yes or No queries from VQA-v2 (83Kk) [70], multiple-choice questions from
A-OKVQA (16k) [127], and grounded captions from Flickr30k (23k) [224]. Our analysis revealed
that this amalgamation of datasets signi cantly improved LMM capabilities on benchmark tests.
Impressively, these results surpassed models [48, 103, 108] trained on datasets an order of mag-
nitude larger than ours, as evidenced by Table in appendix and?5.4.

2For a comprehensive breakdown of each dataset's in uence, refer to Appendix.
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Instruction
We have developed an Al assistant adept at facilitating image-based conversations. However, it @c-

casionally generates what we call hallucinations, which are inaccuracies unsupported by the image

content or real-world knowledge.
In this task, we request that you select the most appropriate response from the Al model based on the

conversation context. When making this selection, primarily consider these two factors:

~

Honesty : Fundamentally, the Al should provide accurate information and articulate its uncertainty
without misleading the user. If one response includes hallucination and the other doesn't, or if bot
responses contain hallucinations but one does to a greater extent, you should opt for the more hongst
response.

Helpfulness : In scenarios where both responses are free from hallucinations, you should opt fof

(==

the more helpful one. The Al should attempt to accomplish the task or answer the question pose
provided it's not harmful, in the most helpful and engaging manner possible.

Annotation Task

Please select the better response from A and B

[IMAGH

[CONVERSATION CONTEXT

[RESPONSE]A

[RESPONSE]|B

Question 1: Which response has fewer hallucinations in terms of the given image?
Question 2: If you have selected a tie between Response 1 and Response 2 from the previous questjon,

which response would be more helpful or less incorrect?

Table 5.2: The instruction to the crowdworkers for human preference collection.

5.3.2 Hallucination-Aware Preference Model

Our preference model training process integrates a single reward model that emphasizes both
multimodal alignment and overall helpfulne&swe collect human preferences on 10k hold-out
LLaVA data by re-sampling the last response with our SFT model and a temperatr@.afhe
reward model is initialized from the SFT model to obtain the basic multimodal capabilities.

3We are considering the development of a distinct Honest reward model, inspired by the approach in Touvron
et al. [194]. This introduces the possibility of constructing a piecewise Honesty-prioritized reward model. We
earmark this direction for future exploration.
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5.4 Factually Augmented RLHF (Fact-RLHF)

We conduct multimodal RLHF on 50k hold-out LLaVA conversations, with additional 12k multi-
choice questions from A-OKVQA and 10k yes/no questions subsampled from VQA-v2. Due
to the concerns of existing hallucinations in the synthetic multi-round conversation data of
LLaVA, we only use the rst question in each conversation for RL training, which avoids the
pre-existing hallucinations in the conversational context.

Reward Hacking in RLHF  In preliminary multimodal RLHF experiments, we observe that
due to the intrinsic multimodal misalignment in the SFT model, the reward model is weak
and sometimes cannot e ectively detect hallucinations in the RL model's responses. In the
text domain, previous work [16, 194] proposed to iteratively collect fresh human feedback.
However, this can be quite costly and cannot e ectively utilize existing human-annotated data
and there is no guarantee that more preference data can signi cantly improve the discriminative
capabilities of the reward model for multimodal problems.

Facutual Augmentation  To augment the capability of the reward model, we propose Factu-
ally Augmented RLHF (Fact-RLHF), where the reward model has access to additional ground-
truth information such as image captions to calibrate its judgment. In original RLHF [140, 178],
the reward model needs to judge the quality of the response only based on the user query (i.e.,
the input image and prompt):

Image: [IMAGE]

User: [USER PROMPT]
Assistant: [RESPONSE]
Reward Model: [SCORE]

In Factually Augmented RLHF (Fact-RLHF), the reward model has additional information
about the textual descriptions of the image:

Image: [IMAGE]

Factual Information: [5 COCO IMAGE CAPTIONS / 3 A-OKVQA RATIONALS]
User: [USER PROMPT]

Assistant: [RESPONSE]

Augmented Reward Model: [SCORE]

This prevents the reward model hacked by the policy model when the policy model gen-
erates some hallucinations that are clearly not grounded by the image captions. For general
guestions with COCO images, we concatenate the ve COCO captions as the additional fac-
tual information, while for A-OKVQA questions, we use the annotated rationals as the factual
information. The factually augmented reward model is trained on the same binary preference
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data as the vanilla reward model, except that the factual information is provided both during
the model ne-tuning and inference.

Symbolic Rewards: Correctness Penalty & Length Penalty  Certain questions come with

a predetermined ground-truth answer in our RL data, including binary choices (e.g., Yes/No)
in VQA-v2 and multiple-choice options (e.g., ABCD ) in A-OKVQA. These annotations can also
be regarded as additional factual information. Therefore, in the Fact-RLHF algorithm, we intro-
duce a symbolic reward mechanism that penalizes selections that diverge from these ground-
truth options. Furthermore, we observed that RLHF-trained models often produce more verbose
outputs, a phenomenon also noted by Dubois et al. [57]. While these verbose outputs might
be favored by users or by automated LLM-based evaluation systems [182, 235], they tend to
introduce more hallucinations for LMMs. In this work, we incorporate the response length,
measured in the number of tokens, as an auxiliary penalizing factor.

5.5 Experiments

5.5.1 Neural Architectures

Base Model We adopt the same network architecture as LLaVA [121]. Our LLM is based on
Vicuna[34, 193], and we utilize the pre-trained CLIP visual encoder, ViT-L/14 [156]. We use grid
features both before and after the nal Transformer layer. To projectimage features to the word
embedding space, we employ a linear layer. It's important to note that we use the pre-trained
linear projection layer checkpoints from LLaVA, concentrating on the end-to-end ne-tuning
phase for multi-modal alignment in our study. For LLa\&FT -, we use a Vicuna-V1;5LLM

and ViT-L/14 with image resolutior256 256 For LLaVASFT 13, we use a Vicuna-V1;5,

LLM and ViT-L/14 with image resolutio836 336

Reward Model The architecture of the reward model is the same as the base LLaVA model,
except that the embedding output of the last token is linearly projected to a scalar value to
indicate the reward of the whole response. We use our own collected 10k human preference
data to train the reward model with the cross-entropy loss (Eg. 5.1). Following Ouyang et al.
[144], we train the reward model for only one epoch to avoid over- tting (mis-calibration). A
size of 500 validation data is also held out for early stopping. The nal reward model's accuracy
on the validation data is 65%, which is near our observed human labeler consistency of 69%
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Subsets

Model Conv Detail Complexfull-Set
LLaVA/g 75.1 754 92.3 81.0
VIGGg 83.3 806 931 85.8

LLaVA-SFT" 15 88.8 74.6 95.0 86.3
LLaVA-RLHF g 93.0 79.0 1095 94.1

LLaVA3g 336 87.2 74.3 92.9 84.9
VIGCi35 336 889 774 93.5 86.8

LLaVA-SFTl3B 336 85.8 75.5 93.9 85.2
LLaVA-RLHF 35 335 93.9 82,5 110.1 95.6

Table 5.3: (left) Automatic evaluation of LLaVREHFon the LLaVA-Bench Evaluation. GPT-4
compares the answers from the VLM model outputs with the answers by GPT-4 (text-only) and
gives arating. We report the relative scores [121] of VLM models compared to GPT-4 (text-only).
(right) Detailed performance of di erent models on the eight categoriesNiMHal-Bench,
where Overall indicates the averaged performance across all categories. The questions are
collected by adversarially Itering on the original LLaVAgyz3smodel.

(Appendix).

RL Models: Policy and Value Following Dubois et al. [57], we initialize the value model
from the reward model. Therefore, when training an LLa)}Aolicy model with an LLavAgy,
reward model, the value model is also 13B. To t all the models (i.e., police, reward, value,
original policy) into one GPU, we adopt LoRA [81] for all the ne-tuning processes in RLHF.
We use Proximal Policy Optimization (PPO; Schulman et al. [169]) with a KL penalty for the
RL training. Without further notice, both LLaVARLHF, and LLaVARLHR 3, are trained with

a LLaVASFT iainitialized reward model. More details can be found in Appendix.

5.5.2 Results

We use LLaVA-Bench [121] and ot¥MHal-Bench # as our main evaluation metrics for their
high alignment with human preferences. In addition, we conducted tests on widely-recognized
Large Multimodal Model benchmarks. We employed MMBench [123], a multi-modal bench-

4See detailed data collection fdMHal-Bench in Appendix and hallucination-aware human preference data
in Appendix.
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mark o ering an objective evaluation framework comprising 2,974 multiple-choice questions
spanning 20 ability dimensions. This benchmark utilizes ChatGPT to juxtapose model pre-
dictions against desired choices, ensuring an equitable assessment of VLMs across varying
instruction-following pro ciencies. Furthermore, we incorporated POPE [111], a polling-based
guery technique, to o er an evaluation of VLM object perception tendencies.

High-quality SFT data is crucial for capability benchmarks. By delving into the speci ¢
performances for the capability benchmarks (i.e., MMBench and POPE), we observe a notable
improvement in capabilities brought by high-quality instruction-tuning data (LLa\&%T ) in
Tables 5.4. LLaVASFT ;5 model exempli es this with an impressive performance of 52.1%
on MMBench and an 82.7% F1 score on POPE, marking an improvement over LLaVA by mar-
gins of 13.4% and 6.7% respectively. However, it's worth noting that LLAVA- does trail
behind models like Kosmos and Shikra. Despite this, LL&8FAF stands out in terms of sam-

ple e ciency, utilizing only 220k ne-tuning data a 5% fraction of what's employed by the
aforementioned models. Furthermore, this enhancement isn't con ned to just one model size.
When scaled up, LLaVAFT j3gy336achieves commendable results, attaining 57.5% on MM-
Bench and 82.9% on POPE. Comparatively, the e ect of RLHF on the capability benchmarks is
more mixed. LLaVARLHFshows subtle degradations at the 7b scale, but the LL&A4F 3,
improves over LLaVASFT 13, by 3% on MMBench. This phenomenon is similar to #iéggn-

ment Tax observed in previous work [16]. Nonetheless, with our current empirical scaling
law of LLaVARLHF[11, 91], we believe RLHF alignment would not damage the in-general
capabilities of LMMs for models of larger scales.

RLHF improves human alignment benchmarks further. From another angle, even though
high-quality instruction data demonstrates large gains in capability assessment, it does not im-
prove much on human-alignment benchmarks including LLaVA-Bench affdHal-Bench,
which is also evident in recent LLM studies [205]. LLa¥®-HFshow a signi cant improve-
ment in aligning with human values. It attains scores of 2.05 (7b) and 2.53 (13b)\iHal-
Bench and improves LLaVASFT by over 10% on LLaVA-Bench. We also presented qualitative
examples in Table 5.1, which shows LLa¥®-HFproduces more reliable and helpful outputs.
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Table 5.4: CircularEval multi-choice accuracy results on MMBedeli set. We adopt the
following abbreviations: LR for Logical Reasoning; AR for Attribute Reasoning; RR for Relation
Reasoning; FP-C for Fine-grained Perception (Cross Instance); FP-S for Fine-grained Perception
(Single Instance); CP for Coarse Perception. Baseline results are taken from Liu et al. [123].

LLM Data Overal LR AR RR FP-S FP-C CP
OpenFlaminges - 6.6 42 154 09 8.1 1.4 5.0
MiniGPT-45 5k 24.3 75 313 43 303 90 356
LLaMA-Adapterg 52k 41.2 11.7 353 296 475 38.6 564
Otter-lgg 2.8M 51.4 325 56.7 539 468 386 654
Shikrayg 5.5M 58.8 25.8 56.7/58.3 57.2 579 758
Kosmos-2 14M 59.2| 46.7 55.7 435 643 49.0 725
InstructBLIPg 1.2M 36.0 142 463 226 37.0 214 490
IDEFICSs 1M 48.2 20.8 542 330 478 366 67.1
IDEFICSos M 54.6 29.067.8 465 56.0 48.0 619
InstructBLIR 35 1.2M 44.0 19.1 542 348 478 248 564
LLaVAyg 158k 38.7 16.7 48.3 304 455 324 40.6
LLaVA-SFT 15 220k 52.1 28.3 632 374 532 359 6638
LLaVA-RLHF ;5 280k 51.4 242 632 39.1 502 400 66.1
LLaVA3s 336 158k 47.5 23.3 59.7 313 414 386 658
LLaVA-SFT 135 336 | 220k 57.5 258 65.7 548 579 51.0 685
LLaVA-RLHF 135 335 | 280k | 60.1 | 29.2 67.2 56.560.9 538 715

5.5.3 Ablation Analysis

We conduct ablation studies on LLaVAand evaluate over the four aforementioned bench-
marks. We compare the performance of Fact-Augmented RLHF (Fact-RLHF) with standard
RLHF in Table 5.5. Our ndings indicate that while the conventional RLHF exhibits improve-
ment on LLaVA-Bench, it underperforms oMMHal-Bench. This can be attributed to the
model's tendency, during PPO, to manipulate the naive RLHF reward model by producing
lengthier responses rather than ones that are less prone to hallucinations. On the other hand,
our Fact-RLHF demonstrates enhancements on both LLaVA-BenchviMHal-Bench . This
suggests that Fact-RLHF not only better aligns with human preferences but also e ectively
minimizes hallucinated outputs.

5See detailed discussion of ablations on high-quality instruction data in Appendix, and data ltering v.s. RLHF
in Appendix
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Table 5.5: Abalation studies on methodologies (SFT, RLHF, and Fact-RLHF), data mixtures
(LLaVa with additional datasets), and model sizes of the policy model (PM) and the reward
model (RM).

SFT Data
Method PM RM VOA AOK Flickr MMBench POPE LLavVA-B MMHal-B
SFT 7b - 7 7 7 38.7 76.0 81.0 1.3
SFT 7b - 3 7 7 42 .9 82.0 30.4 2.0
SFT 7b - 7 3 7 48.5 79.8 347 1.1
SFT 7b - 7 7 3 37.8 77.6 46.6 1.5
SFT 7b - 3 3 3 52.1 82.7 86.3 1.8
RLHF b Tb 7 7 7 40.0 78.2 85.4 1.4
RLHF b 7b 3 3 3 50.8 82.7 87.8 1.8
RLHF 7b 13b 3 3 3 48.9 82.7 93.4 1.8
Fact-RLHF 7b 13b 3 3 3 51.4 81.5 94.1 2.1

5.6 Discussions & Limitations

Hallucination phenomena are observed in both LLMs and LMMs. The potential reasons are
two-fold. Firstly, a salient factor contributing to this issue is the low quality of instruction
tuning data for current LMMs, as they are typically synthesized by more powerful LLMs such
as GPT-4. We expect our proposed high-quality vision instruction-tuning data and future e orts
on manually curating high-quality visual instruction tuning data can alleviate this problem.

Secondly, the adoption of behavior cloning training in instruction-tuned LMMs emerges as
another fundamental cause [168]. Since the instruction data labelers lack insightinto the LMM's
visual perception of an image, such training inadvertently conditions LMMs to speculate on
uncertain content. To circumvent this pitfall, the implementation of reinforcement learning-
based training provides a promising avenue, guiding the model to articulate uncertainties more
e ectively [89, 117]. Our work demonstrates a pioneering e ort in this direction. Figure in
appendix illustrates the two sources of hallucination in current behavior cloning training of
LLMs.

However, while LLaVARLHFenhances human alignment, reduces hallucination, and en-
courages truthfulness and calibration, applying RLHF can inadvertently dampen the perfor-
mance of small-sized LMMs. Balancing alignment enhancements without compromising the
capability of LMM and LLM is still an unresolved challenge. Though we've demonstrated the
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e ective use of linear projection in LLaVA with top-tier instruction data, determining an op-
timal mixture and scaling it to bigger models remains intricate. Our research primarily delves
into the ne-tuning phase of VLMs, leaving the issues of misalignment in other modalities and
during pre-training yet to be explored.

Finally, whileMMHal-Bench focuses on curtailing hallucinations when evaluating LMMs,
itis noteworthy that short or evasive responses can inadvertently attain high scoredbial-
Bench. This underlines an intrinsic trade-o between honesty and helpfulness [16]. Conse-
quently, for a more comprehensive assessment of alignment with human preferences, we ad-
vocate for the evaluation of prospective LMMs using bdttMHal-Bench and LLaVA-Bench.

5.7 Conclusion

We proposed several strategies to tackle the multimodal misalignment problems, particularly
for LMM, which often produce text inconsistent with the associated images. First, we enrich
GPT-4 generated vision instruction tuning data from LLaVA with existing human-authored
image-text pairs. Next, we adopt the Reinforcement Learning from Human Feedback (RLHF)
algorithm from the text domain to bridge vision-language gaps, wherein human evaluators
discern and mark the more hallucinated output. We train the LMM to optimize against simu-
lated human preferences. Moreover, we introduce the Factually Augmented RLHF, leveraging
additional factual information such as image captions to enhance the reward model, counter-
ing reward hacking in RLHF, and boosting model performance. For tangible real-world impact
assessment, we have devisktiMHal-Bench, an evaluation benchmark targeting the penal-
ization of hallucination. Remarkably, LLaVRLHF being the rst LMM trained with RLHF,
shows a notable surge in performance across benchmarks. We opensource our code, and data
and hope our ndings could help the future development of more reliable and human-aligned
LLMs and LMMs.
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Chapter 6

Easy-to-Hard Generalization: Scalable
Alignment Beyond Human Supervision

In the previous chapter, we explored how reinforcement learning and factual augmentation
can ground multimodal models in truth, reducing hallucinations and encouraging more reli-
able responses. But truthfulness alone does not guarantee capability particularly on tasks that
demand rigorous, multi-step reasoning far beyond the reach of human supervision. As models
grow more powerful, the central question shifts from How do we keep them accurate? to
How do we help them reason correctly when humans can no longer guide every step? In
this chapter, we take a step toward answering that question through the lens of easy-to-hard
generalization. Rather than relying on human annotations for the most di cult problems, we
show how models can learn from supervision on easier tasks and generalize their reasoning
abilities to solve challenges that humans cannot readily supervise laying the groundwork for
scalable alignment in complex domains like mathematics.

6.1 Introduction

Rapid advancements in large language models (LLMs) indicate that in the near future, highly
sophisticated Al systems could surpass human capabilities in certain areas, signi cantly en-
hancing our capabilities in solving harder problems beyond the levels we can currently solve
[140, 142]. Since the current Al alignment methods mostly rely on either supervised ne-tuning
(SFT) with human-provided demonstrations [40, 165, 206] or reinforcement learning from hu-
man feedback (RLHF) [144, 178, 244], their capabilities would be inherently limited as humans
cannot always provide helpful demonstrations or supervision on the hard tasks beyond their
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Figure 6.1: lllustration of di erent alignment scenariotraditional alignment relies on hu-

man demonstrations or judgements [144falable alignment [22] assumes that humans can-

not reliably supervise smarter-than-human modelgeak-to-strong generalization [24] fo-

cuses on using weak models with unreliable labels to supervise strong models; Our proposed
easier-to-general generalization focuses on the transfer of rewarding policies from weak
models to harder tasks.

expertise [172].

In order to build future Al systems for tackling complex challenges, such as advancing sci-
enti ¢ knowledge, it is crucial to develop new approaches feralable oversigithallenge, i.e.,
to supervise the Al systems that can potentially outperform humans in most skills [22]. The
key question is:

" Can we limit human supervision to easier tasks, yet enable the model to excel in harder tasks?

We refer to this scenario aBasy-to-Hard Generalizati¢®4, 76, 170, 240]. This setting requires

no human supervision on the harder tasks, which di ers from existing work that either en-
hances humans' ability to verify the outputs of Al systems [22, 159, 166, 212] or enables weak-
to-strong generalization via a teacher that only o ers unreliable or noisy supervision [24].
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The most basic form of easy-to-hard generalization can be achieved by training the policy
models (i.e., generator) using supervised ne-tuning (SFT) or in-context learning (ICL) on easy
tasks [23, 154], and expect this will unlock the ability to perform well on hard tasks. However, it
has been observed that SFT or ICL training of generators on easy tasks often fails to generalize
to hard tasks [62, 186, 240]. We hypothesize and show that methods beyond these can enable
stronger degrees of easy-to-hard generalization. Our intuition is guided by the observation
that evaluation is easier than generat[68, 134], so an evaluator may o er a degree of easy-to-
hard generalization that is useful for improving a generator. If that is true, we can rst train a
veri er on easy tasks, then make use of its generalization ability to supervise the generator on
hard tasks.

Complex tasks can often be broken down into smaller steps [240] and veri ed by validating
the individual steps a strategy that is commonly employed in solving mathematical problems
[114, 195, 196]. Inspired by this, we train outcome-supervised and process-supervised reward
models [114, 196, 200, 226] as our easy-to-hard evaluators. The training dataset is often com-
prised of a set of labeled easy tasks, each with a question and a high-quality solupaired
with a set of unlabeled hard tasks that are represented only by their questions. This simulates
the practical setting of having numerous problems with known solutions, as well as signi cant
unresolved challenges, such as the Millennium Prize Problems [27], which present challenging
open problems. The pivotal aspect of easy-to-hard generalization thus lies in how we e ectively
leverage the capabilities of easier-level models in solving harder problems.

Our investigation includes to training policy and reward models on the easy (i.e., level 1-
3) portion of the PRM800K [114] dataset, and comparing the performance of majority voting
with the policy model only and weighted majority voting with the policy model and PRMs
(Process-supervised Reward Models). We also introduc®ilteome & Process Reward Model
(OPRM)which harnesses the complementary strengths of outcome reward models (ORMs) and
process reward models (PRMs): judging if each step in reasoning is correct (like PRMs do) and
deciding if the nal answer is right (like ORMs do). Our ndings reveal a marked performance
improvement with the inclusion of reward models, especially on the hard (i.e., level 4-5) portion
of the MATH500 test set. This improvement indicates that easier-level evaluators can maintain
their e ectiveness on harder tasks. We have similar observations in our experiments on the
MetaMath dataset [227] and the Math-Shepherd dataset [200].

We further investigate the use of the easy-to-hard evaluator as a reward model in rein-

We assume that human supervision is of high quality on the easy tasks in general.
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Figure 6.2: We rst train the evaluator with process supervision or outcome supervision (which
simulates the process supervision) to enable easy-to-hard evaluation, and then use it to facilitate
easy-to-hard generation via re-ranking or RL.

forcement learning, where the evaluator provides targeted, step-by-step guidance in solving
hard problems. We have an intriguing nding thatraining with human supervision only on

the easy tasks (i.e., training with Level 1-3 problems and answers) can outperform both SFT and
Final-Answer RL training on the full dataset (Level. IFB)s nding underscores the potential of

using easy-to-hard evaluation to improve easy-to-hard generators, particularly when dealing

with varied levels of task complexity.

6.2 Related Work

6.2.1 Scalable Oversight

While present-day models operate within the scope of human assessment, future, more ad-
vanced models may engage in tasks that are beyond human evaluation capabilities. This raises

a concern that such models might prioritize objectives other than maintaining accuracy (An-
dreas 6, Perez et al. 149, Sharma et al. 172, Wei et al. 208). To address this, a branch of research
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